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Chapter 1
Introduction
Text Categorisation (TC) is the task of assigning text documents written in natural
language to one or more predefined thematic categories, on the basis of their content.
TC systems are often key components in many applications involving document
managing, like document retrieval, routing, and filtering. First approaches to TC
date back to ’60s, and were based on manual definition of a set of categorisation
rules of the form if-then, by a domain expert. With the increased availability of
documents in digital form over the last decade, and the consequent need of automatic
document management systems, TC has become an active research topic both in the
machine learning (ML) and pattern recognition (PR) fields. Such techniques proved
to be more flexible than previous ones, and became the only practical solution in
complex TC tasks involving a huge number of documents to process, like web page
categorisation.
In recent years, the use of statistical pattern recognition techniques applied to
TC has been widely investigated (Sebastiani, 2002; Yang, 1999), in particular feature
extraction and selection techniques (Lewis, 1992; Li et al., 1998; Yang et al., 1997),
and classification techniques like the Rocchio method (Hull, 1994), Naive Bayes
(McCallum et al., 1998; Yang, 1999), neural networks (Wiener et al., 1995; Yang,
1999), k-nearest neighbours (Yang, 1999) and support vector machines (Joachims,
1998; Li et al., 1998; Yang, 1999). Despite these methods proved to be effective in
several TC tasks, they also exhibit some open problems and limitations. For instance, although the bag-of-word approach for feature vector representation of text
documents is widely used due to its simplicity, it discards the semantic information related to the order in which word occurs in a document, and produces feature
vectors of very high dimension, which can be effectively handled only by few classification algorithms. Possible solutions proposed in the literature are based on feature
vector representations based on sequences of word (at the expense of computational
complexity), and the use of feature extraction methods like principal component
analysis (known as “latent semantic indexing” in the TC literature) to limit the size
5
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of feature vectors and to improve categorization accuracy. Another open problem is
that the performance of TC systems can be affected by the highly skewed category
distribution typical of many TC tasks. Furthermore, there are some applications
in which a higher categorisation accuracy than the one attainable by the available
text classifiers is required. A typical example is the spam filtering task, in which
incorrectly labelling a legitimate e-mail as spam is not acceptable for most users.
Another example are document indexing systems, in which each document is categorised on the basis of a set of a predefined keywords, and an error in keyword
assignment can prevent users from retrieving documents of inerest, or can lead to
retrieve many non-relevant documents: in this case, the only reliable (though more
expensive) solution is to assign labels manually.
In this work we first address the general issue of improving the categorization accuracy of TC systems from a different perspective which was inspired by the concepts
of reliability and of reject option in pattern recognition systems. The reject option is
a technique originally introduced in pattern recognition systems, and formalised by
Chow in (Chow, 1957, 1970), as a mean to improve classification accuracy in tasks
in which the misclassification rate of an automatic classifier is unacceptably high. It
consists in withholding (rejecting) the automatic classification of a pattern, if the decision is not considered sufficiently reliable. Rejected patterns can be then classified
either manually, or by another automatic classifier, with an additional processing
cost (respectively due to human effort and to computational cost). A trade-off is
thus required between the attainable improvement in classification accuracy and the
increase in processing cost. Informally, the reject option turns out to be useful if
the cost of handling a rejected pattern is lower than the cost of misclassifying it. In
this context, the reject option allows to improve the “reliability” of an automatic
classifier.
Despite the great relevance of the reject option in real pattern recognition problems, like medical applications and OCR systems, this technique has not been considered so far in TC literature. This persuaded us to investigate whether the reject
option could be useful also in TC tasks. To this aim, we point out that TC tasks
differ from usual pattern recognition problems in the fact that documents can belong to more than one category and in the performance measures used. This means
that the theoretical framework exploited by Chow for pattern recognition problems
with the reject option can not be applied to TC problems. We therefore followed a
different approach: we first considered how rejections could be handled in different
kinds of TC tasks and document processing systems, and for each of them we investigated which kind of performance improvement could be attained by using the
reject option. This lead us to develop a general framework for the development of
TC systems with the reject option, characterised by three main different ways of
exploiting it in document processing systems. Our framework can be used by the
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designer of a TC system to evaluate whether the reject option could be a useful
technique for the specific task at hand, and provides some guidelines for its actual
implementation.
The second issue we addressed in this work is how to improve categorisation accuracy in a specific TC application in which a very low error rate is required, namely
e-mail categorization for spam (unsolicited bulk e-mails) filtering. This application
was chosen on the basis of a collaboration with Tiscali S.p.A., which supported my
PhD studies. We point out that the use of a kind of reject option has already been
proposed for this specific TC task. We focused instead on a different approach, based
on exploiting a new source of information in the TC system. This application can
be easily viewed as a TC task in which the classes to be predicted are “spam” and
“legitimate”. The use of TC techniques for spam-filtering (for instance, the so-called
bayesian filters) has been widely investigated by researchers in the past years, due to
their potentially higher generalisation capability with respect to manually derived
rules, used until very recently in commercial and open-source anti-spam software
filters. Spammers try to circumvent these methods by systematically modifying and
obscuring their e-mail messages, for instance by misspelling words or adding bogus
text. However, recently spammers introduced a new kind of trick which consist in
embedding the spam message into images sent as e-mail’s attachments: this can
make ineffective all standard content filtering techniques, since they are based on
plain text analysis of e-mail’s subject and body fields. An apparently obvious solution consists in using OCR tools to extract text embeded into images. Although
this approach has already been implemented in commercial and open-source spam
filters, no work in literature has yet carefully analysed its effectiveness. The approach we propose is based on analysing text embedded into images with the same
TC techniques used so far for the e-mails’ body text. From a high-level perspective,
this means exploiting a new information source for improving the accuracy of a text
classifier. This approach raises several issues related to the computational complexity of OCR and on how to insert text extracted by OCR in the design cycle of a
text classifier. We investigate several possible solutions to these problems, and give
an extensive experimental evaluation of a possible implementation of a spam filter
based on the analysis of text embedded into images through TC techniques.

1.1

Outlook of this thesis

This thesis is organised as follows. In Chapter 2 we will give an overview of TC and
of the design of text classifiers. We will discuss the issues related to the introduction
of the reject option in TC systems in Chapter 3: we will firstly report an overview
of the reject option in pattern recognition problems in Sect. 3.1, then (Sect. 3.2) we
will discuss the potential usefulness of this technique on different kinds of TC and

8
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document processing systems. In Section 3.3 we will propose the design strategies
that can be employed for each of the kind of TC systems considered. Finally we will
report in Sect. 3.4 an empirical evaluation of text categorisation systems with the
reject option.
In Chapter 4 after a description of the spam phenomenon we will give a survey
of content-based spam filtering techniques (Sect. 4.2), then in Section 4.3 we discuss
the issues related to the analysis of text embedded into images, through the use
of OCR tools, and describe our approach. Possible implementations of this novel
anti-spam filter based on visual content analysis are finally experimentally evaluated
in Section 4.4 on two large corpora of spam e-mails.

Chapter 2
Text Categorisation
Text Categorisation (TC) is the task of labelling text documents written in natural
language as belonging to one or more thematic categories from a predefined set, on
the basis of their content (Sebastiani, 2002). This task is usually part of a more
complex document retrieval/organisation/filtering system. First approaches to TC
date back to ’60s, and were based on of a set of categorisation rules (expert systems)
of the form:
if <DNF Boolean formula> then <category>
Expert systems allow to obtain high performance, due to each rule has to be manually defined by a knowledge engineer and a domain expert. However, in this manner
the resulting system is characterised by low flexibility, because require the effort of
experts for any modification or adaptation to the changes of the application environment. The rapid growth of the number of documents available in digital form
and the consequent need of automatic document management systems, lead since
the ’90s to investigate the use of machine learning and pattern recognition techniques, aimed to automatically construct categorisation rules on the basis of a set
of labelled documents. Such techniques proved to be more flexible than previous
ones, and became the only practical solution in complex TC tasks wich involve a
huge number of documents to be processed.
TC is today an active research topic both in the machine learning and pattern
recognition fields and has been used since the ’60 in many applications, that can be
reconducted to Information Retrieval (IR) tasks; some examples are:
• Automatic indexing for IR systems: this is one of the first task involving TC,
in these systems one or more keywords are assigned to each documents, from a
controlled dictionary, describing its contents. This is a costly activity usually
done manually by human indexers. Document indexing can easily viewed as a
TC problem by considering a keyword assignment like a category assignment.
9
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Tokenisation
Document

Indexing
Plain text

Classification
Feature vector

Decision

Category
labels

Score

Figure 2.1: The structure of a TC system.
• Document organisation: in this task, the aim of the TC system is to determine where a document has to be archived in a hierarchical structure. Possible
applications are the organisation of patents into categories for making their
search easier or the automatic filing of newspaper articles under the appropriate sections. We point out that, like the above case, we can assign one o
more categories to each documents, for example a document can be assigned
to economic and sport categories.
• Document filtering: in this case a stream of incoming documents, sent by a
producer to a consumer, is classified in order to block those documents of not
interesting for the consumer. The filtering system may be installed at the
producer end, in which case it must route the documents to the interested
consumers only, or at the consumer end, in which case it must block the
delivery of documents deemed uninteresting. Typical case are a news-feed,
where the producer is a news agency and the consumer is a newspaper, or a
e-mail filtering system, where the consumer is a e-mail user.
• Word sense disambiguation: a typical application is document translation,
where some words have different means on the basis of their contents. In order
to automatically resolve this ambiguity we can use a TC system to assign to
each document a single category, which correspond to the contents.
The above examples point out that one of the main differences with respect
to traditional pattern recognition problems is that TC tasks are often multi-label,
i.e. each document can belong to more than one category. Therefore, denoting the
set of categories as {ω1 , . . . , ωm }, a text classifier can be viewed as implementing
a decision function f : d → {+1, −1}m , where a value of +1 (−1) in the i-th
element of f (d) means that the document d is labelled as (not) belonging to ωi .
Multi-label TC problems are often tackled as m independent two-class problems: m
decision functions of the form fi : d → {+1, −1}, i = 1, . . . , m are independently
constructed, where each fi (·) discriminates among documents belonging to ωi and
all the others.
The document processing steps of a TC system (see fig. 2.1), based on the standard phases of a pattern recognition system, can be subdivided in to: tokenisation,
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indexing, categorisation and decision phase. In the subsequents sections we describe each processing steps and the performance measures usually employed in TC
applications.

2.1

Tokenisation

In this phase document’s content is extracted as plain text, by using some decoder
or parser to strip out all metadata and formatting elements (e.g. HTML tags of a
web page) (Baldi et al., 2003). While for some kind of documents, like web page
categorisation, this is a relative simple tasks, there are many documents formats,
some of them proprietary, for which the tokenisation phase can be difficult to handle.
For example Postscript and PDF files’ contents are “encoded” by an algorithmic
description, which specify how text strings should be rendered. These commands
do not require to appear in reading order, so the parser have to properly reorder
text strings. In the case of scanned textual documents, like those of digital libraries,
the extraction of plain text embedded in raster imagescan can be performed only
by using Optical Character Recognition (OCR) software.
Usually, before indexing, non-discriminant words are removed (stop-word removal), such as articles, prepositions, conjunctions, etc., while the others words are
reduced to the their morphological root (stemming), in order to reduce all variants
of a given word to a single index term.

2.2

Indexing

Plain texts cannot be directly interpreted by a classifier, therefore in TC systems
based on statistical pattern recognition techniques each document has to be represented as a fixed size feature vector d = (x1 , . . . , xn ) ⊆ Rn , where each feature is
associated to one of the distinct terms (usually words or phrases) occurring in the set
of training documents T . The set of all such terms is named dictionary. Commonly
used features are binary weights (xj = 1 if the corresponding term tj appears in d,
xj = 0 otherwise), and term frequencies (xi equals the number of times tiappears

|
in d). Often the tf-idf measure is used, defined as #(tj , d) × ln #(t|Tj ,T
, where
)
#(ti , d) is the number of times tj occurs in d, #(ti , T ) is the number of documents
in T in which tj occurs, and |T | is the number of training documents. Its rationale
is that the more often a term occurs in a document, the more it is representative of
its content, while the more documents a term occurs in, the less discriminating it is.
Since the number of different terms occurring in all training documents is usually
huge (tens of thousands in benchmark problems, see Sections 3.4 and 4.4), the above
document representation leads to very sparse feature vectors. Moreover, since such

12
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a size of the feature space is too high for most classification algorithms, even after
stop-word removal and stemming, a dimensionality reduction is usually carried out
in two ways: locally, using a specific feature space for each category ωi , or globally,
using a single feature space for all categories. There are two main methods for
feature space dimensionality reduction (Yang et al., 1997; Sebastiani, 2002):
• Feature selection: in this case a sub set of the original feature space is taken, in
particular this approach try to eliminate non-informative terms. Typically, in
order to achieve the best performance, terms are selected on the basis of some
functions that measures the “importance” of the term, like information gain,
chi-square, mutual information and also term frequency (Sebastiani, 2002).
These functions estimate the “term score” on the basis of the co-occurrence
of class and terms in training documents, in particular according to these
methods the best terms for a class ωi are those distributed most differently
in the sets of positive and negative examples of ωi . We point out that Yang
and Pederson in (Yang et al., 1997) shown that feature space dimensionality
reduction by feature selection do not degrade categorisation performance, but
allow in some case to achieve better performance.
• Feature extraction: on the contrary to the previous approach, these methods
generate, from the original feature space, a new synthesised space where the
new features do not represent a measure related to any physical object (like
the number of occurrence of a term), but are generated by the combination of
original ones. As example in term clustering (Sebastiani, 2002) similar words
are grouped in order to reduce the feature space, by using the group, or its
centroid, as index term. While in Latent Semantic Indexing (LSI) (Baldi et al.,
2003; Sebastiani, 2002) the mapping function, that generate the new feature
vector, is obtained by a singular value decomposition of original feature matrix.

2.3

Categorisation

The effectiveness of several categorisation techniques, developed in the field of statistical pattern recognition, has been investigated in the TC literature like Rocchio
(Hull, 1994), Naive Bayes (Yang et al., 1999; McCallum et al., 1998), neural networks (Wiener et al., 1995; Yang et al., 1999), k-nearest neighbours (Yang et al.,
1999), support vector machines (Li et al., 1998; Joachims, 1998; Yang et al., 1999),
and multiple classifier systems (Li et al., 1998; Schapire et al., 2000). Most of these
classification techniques try to estimate for all document d and for each category ωi
a score si ∈ [0, 1] , which represent the evidence of the fact d ∈ ωi .
In the subsequents sections, we report a brief description of the most used categorisation algorithms for TC tasks, that has been considered in this thesis work.

2.3. Categorisation
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Naive Bayes

Various probabilistic classifier has been used in literature for TC tasks
(McCallum et al., 1998; Sebastiani, 2002; Baldi et al., 2003), these methods try
to estimate the a posteriori probability of the category ω given the document d.
The Naive Bayes classifier, one of the simplest of these methods, is based on the
assumption that terms are conditionally independent given the class, which permit
a considerable simplification of classifier computation, because model’s parameters
can be computed separately for each features. While this assumption is clearly false
in real applications, the Naive Bayes classifier has shown good performance in many
applications, especially in spam filtering (Sahami et al., 1998; Graham, 2002, 2003).
These results can be explained on the basis that: the bag-of-word approach, used
during indexing, do not maintain any semantic relationship between terms and,
above all, we are not interested to obtain perfect model but a good approximation
of the a posteriori probability, which can allow a reliable class discrimination.
There are two generative models based on the NB assumption
(McCallum et al., 1998):
• Multivariate Bernulli model : in this case a document is represented as binary
vector (d = (x1 , . . . xn ) with xj = {0, 1}), therefore, making the NB assumption, the probability of a document given a class ωi is:
Y
xj P (tj /ωi ) + (1 − xj )(1 − P (tj /ωi ))
(2.1)
P (d/ωi , θ) =
j=1,...N

where the parameter θj,i = P (tj /ωi ) represent the probability of occurrence of
term tj in class ωi , which can be estimated on training samples separately for
each term and each class.
• Multinomial model : in this model a document is represented by using the
number of occurrence of each terms (d = (x1 , . . . xn ) with x ∈ N). With the
NB assumption, the generative model became a multinomial distribution of
the form:
Y P (tj /ωi )xj
P (d/ωi , θ) = P (|d|)|d|!
(2.2)
xj !
j=1,...N
where |d| is the number of terms in d. Like before, the parameters to be
estimate on the training set are θj,i = P (tj /ωi ).
Given the estimation of these parameters, classification can be performed on a test
document by computing the a posteriori probability for each class:
P (ωi /d) =

P (ωi )P (d/ωi )
P (ωi )P (d/ωi )
=
P (d)
P (ωi )P (d/ωi ) + P (ω̄i )P (d/ω̄i )

(2.3)

14
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where P (ωi ) and P (ω̄i ) are the prior probabilities respectively of category ωi and of
its complement.
In this work we considered the multinomial model for our experimental analysis,
so in the subsequents sections we refer to this approach as NB classifier. In this
case, classifier’s score for the i-th category (the estimation of P (ωi /d)) can be easily
obtained by replacing eq. 2.2 in eq. 2.3:
x !−1
n 
P (ω̄i ) Y P (tj /ω̄i ) j
si (d) = P (ωi /d) = 1 +
(2.4)
P (ωi ) j=1 P (tj /ωi )

2.3.2

Artificial Neural Networks

The Artificial Neural Network (ANN) has been developed in order to imitate the
generalisation capability of biologic systems. The simplest processing unit of an
ANN is the “perceptron”, which consists of a node (neuron) and some input and
output connections to and from others neurons or the extern, that compute a simple
operation of the form:
!
X
(2.5)
out = f
wj xj
j=1..n

where wj is a weight which characterise each connection and f (...) is the activation
function, which can be the simple sign function or more complex functions like
tanh and sigmoid. ANNs are usually implemented as full-connected multi-layer
perceptrons (MLP,see fig. 2.2) with one hidden layer of h units, and a number
of input and output units respectively equal to the number of features (n), and
categories (m) (Yang et al., 1999).
The training phase of an ANN consist into estimate the weights wi,j by specific training algorithm called back propagation. This training approach consists
into present each training sample to the network and then updating each weigh by
“backpropagating” the error (see (Duda et al., 1999) for the details) from output
layers to input layer, to the aim of minimising the error.
Different ANN has been evaluated in literature, for example in (Wiener et al.,
1995) one ANN per category has been employed, while in (Yang et al., 1999), like in
this work, a single ANN with m neurons in the output layer (one for each category)
has been considered.

2.3.3

k-nearest neighbours

The k-nearest neighbours (KNN) categorisation algorithm is a widely used approach
in pattern recognition, and it has been employed in TC since the early stages of research. Despite the k-NN is a quite simple algorithm, it is one of the best approaches
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Figure 2.2: Architecture of an Artificial Neural Networks with 5 inputs (I1 . . . In ),
one outputs (N1 ) and 2 neurons in the hidden layer (N2 and N3 ).

U
x

Figure 2.3: Classification of a unknown feature vector x by the k-NN method.
for TC tasks (Yang et al., 1999; Sebastiani, 2002). This approach can be defined as
memory based classifier, due to it learns by simply storing all the training examples.
Indeed, during the categorisation phase, the k − N N first compute the distance
between the new feature vector x and all the training samples; then x is categorised
on the basis of the closeness k training samples U (see fig. 2.3), usually by the majority voting rule. In the case of TC, in order to obtain a multilabel categorisation,
majority voting can be replaced by the computation of a scoring function like:
X
si (x) =
sim(x, d), i = 1, . . . , m
(2.6)
d∈Ui

where sim(x, d) is a similarity measure between x and the most “similar”training
documents d that belong to ωi (Ui ⊂ U ). A typically similarity measure employed
in many TC task is given by the dot product between feature vectors (Yang, 1999).
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margin

hyperplane

Figure 2.4: Linear decision boundaries for a linear separable problem.

2.3.4

Support Vector Machines

Support Vector Machines (SVM) is a technique recently introduced by Vapnik (Vapnik, 1995, 1998) for solving binary categorisation problems. This method, due to its
capability to handle high dimensional feature vector, is one of the best approaches
employed in literature for TC tasks (Joachims, 1998; Yang et al., 1999; Sebastiani,
2002; Zhang et al., 2004).
In a linearly separable problem, the SVM try to estimate the optimal separating
hyperplane h(x) that maximise the margin M between the two classes (see fig. 2.4):
x ∈ Rn : h(x) = wT x + w0 = 0

(2.7)

where w ∈ (R)n and w0 ∈ (R) are the model parameters, that has to be estimated from training data (T = {(xj , yj ), yj = {+1, −1}}). In particular, the
optimal hyperplane can be obtained by solving the constrained problem:

maxw,wo M
(2.8)
1
y (wT xj + w0 ) ≥ M , with xj ∈ T
kwk j
Since multiplying w and w0 by a scalar constant do not change the hyperplane
f (x), we can set kwk = 1/M , therefore eq. 2.8 became:

minw,wo kwk
(2.9)
yj (wT xj + w0 ) ≥ 1, with xj ∈ T
If the training data are not linearly separable, eq. 2.9 can be generalised by
introducing |T | slack variables ξj and a parameter C aimed to control the cost
associated with missclassifications:
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Kernel
K(x, z)
Linear
< x, z >
Polynomial
(< x, z > +1)p
2
Radial Basis Function (RBF) exp( −kx−zk
)
2σ 2
Sigmoidal
tanh(k < x, z > −δ)
Table 2.1: Main svm’s kernel functions.


n
P|T | o

min
kwk
+
C

w,wo
j=1 ξj
yj (wT xj + w0 ) ≥ 1 − ξj , with xj ∈ T


ξj ≥ 0

(2.10)

This problem can be solved by solving its dual form:
(

o
n P P
P|T |
|T |
|
(y
y
α
α
<
x
,
x
>)
+
α
maxα − 21 |T
j
k
k=1 j k j k
j=1
j=1 j
0 ≤ αj ≤ C, with j = 1, . . . , |T |

(2.11)

where < xj , xk > denote the dot product between two feature vector of the
training set. We point out that the decision surface estimated by SVM is determined
by the training samples, called support vectors, which have exactly the distance
kwk = 1/M from the hyperplane.
This method can be generalised to the case of nonlinear separation boundary by
replacing in the previous equation the dot product (< xj , xk >) by a kernel function
K(xj , xk ) (main kernel functions are listed in tab. 2.1) that maps feature vectors
x ∈ Rn into a higher dimensional space (possibly of infinite dimensions), where data
are linearly separable.
During categorisation phase, the decision function f (d) is usually computed by
evaluating the sign of the subsequent score function:
s(d) =

X

yj αj K(xj , d) + w0

(2.12)

xj ∈SV

where d is an unknown object to be classified and SV is the set of support vectors
estimated during the training phase.
On the basis of experimental results of Joachims and others researchers
(Joachims, 1998; Yang et al., 1999; Sebastiani, 2002), for each category ωi one SVM
with linear kernel (the dot product between document feature vectors) is usually
employed in TC tasks.
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2.4

Decision phase

Usually, at the end of categorisation phase a real-valued scores si (d) (i = 1, . . . , m),
associated to the m categories are produced; then, in order to obtain a binary
decision “assign/nonassign” (+1, −1) for each category, an appropriate method of
assignment, namely thresholding strategy, has to been employed. These methods are
based on the use of some thresholds, which can be trivially estimated only in some
conditions. For example whether, in a two class problem, the performance measure
to be maximised is the accuracy and the classifier provide an accurate estimation of
the a posteriori probability, we can set all thresholds to 1/2.
There are tree main thresholding strategies that has been considered in literature
(Yang, 2001; Sebastiani, 2002):
• R-CUT : For each document, categories are sorted on the basis of the related
score si , then only first y categories are assigned. This method require a single
parameter y (usually estimated on a validation set).
• P-CUT : In opposition to the previous approach, for each category all documents are firstly sorted on the basis of the score si , then only the zi top-ranking
are labelled as belonging to ωi . Where zi = P (ωi )∗x∗m is the number of documents to be assigned to ωi and P (ωi ) is the prior probability (estimated on
the training set). The parameter x represent the average number of documents
to be assigned to each category.
• S-CUT : In this case, the decision function is implemented by setting a threshold τi , associated to each category ωi , and then assigning a document d to
categories for which si (d) ≥ τi . Usually the m parameters (τi ) are estimate on
a validation set (Yang et al., 1999; Yang, 2001).
Differing from R-CUT and P-CUT, which can optimise the performance only
globally, S-CUT allow to optimise performance also locally on individual categories.
Therefore for our experimenta analysis, reported in Sect. 3.4, we considered S-CUT
as thresholding strategy. However, as pointed out in (Yang, 2001), the standard implementation of this algorithms do not guarantee a global optimun because thresholds are usually estimated by optimising performance separately for each category,
because an exaustive search is too complex for those applications with an high
number of classes. Therefore for our experimental analysis on the reject option we
devoloped an optimised version of this decision strategy, reported in Appendix A,
based on some properties of the considered performance measure.
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Performance evaluation

Another main difference with respect to traditional pattern recognition problems
consists in the performance measures used to evaluate the effectiveness of a TC
systems. Since TC is usually a component of an information retrieval system, performance measures are based on precision and recall, which are defined for any given
category ωi respectively as the probability that a document is labelled as belonging
to ωi given that it actually belongs to ωi , πi = P(fi (d) = 1 | d ∈ ωi ), and the
probability that a document belongs to ωi given that it is labelled as belonging to
ωi , ρi = P(d ∈ ωi | fi (d) = 1).

Classifier
decision

Expert judgements
true
false
true T Pi
F Pi
false F Ni
T Ni

Table 2.2: Contingency table for category ωi .
Precision and recall can be operatively estimated from a data set of documents
as follows:
Pi
Pi
, ρi = T PiT+F
,
πi = T PTi +F
(2.13)
Pi
Ni
where T Pi (True Positive) and F Pi (False Positive) denote respectively (see Table
2.2) the number of documents that are correctly and erroneously labelled as belonging to ωi , while F Ni (False Negative) denotes the number of documents erroneously
labelled as not belonging to ωi . These measures take on values in [0, 1], and are complementary measures: by varying classifier parameters (for instance, the thresholds
τi ) a higher precision can be attained at the expense of a lower recall, and vice-versa.
Global precision and recall over all classes can be obtained either by microor macro-averaging the above category related values, depending on application
requirements. Micro- (µ) and macro-averaged (M) values are defined respectively
as:
PC
PC
T Pi
µ
i=1 T Pi
Pm i=1
π µ = Pm (T
,
ρ
=
,
P
+F
P
)
(T
P
i
i
i
i=1
i=1
(2.14)
Pm
Pm +F Ni )
1
1
M
M
π = m i=1 πi ,
ρ = m i=1 ρi .
Often the combined measure F1 is used, defined as the harmonic mean of precision
and recall (note that also F1 takes on values in [0, 1]):
m

F1M

m

1 X 2πi ρi
1 X
=
=
F1i .
m i=1 πi + ρi
m i=1
F1µ =

2π µ ρµ
π µ + ρµ

(2.15)

(2.16)
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Due to the different generality of TC categories, the two above averaging strategies give opposite information: macro-averaged measures are dominated by the performance on categories with few documents, which is usually lower than in more
populated ones, while micro-averaged measures are more influenced by the performance on common categories.

2.6

Discussion

In previous sections we analysed the characteristics and the the main processing
phases of a TC systems, now in this section we will give a brief description of the
main techniques proposed in literature for the improvement of reliability of a TC
system and some open problems in this research field.
As introduced previously, the main efforts of research comunities in TC fields has
been principally focused only on two of the above phases, namely the indexed and
above all the classification phase. Many researches investigate on the improvement
or on the introduction of many categorisation algorithms for TC tasks, starting
from widely used classification algorithms, like those described in section 2.3, up
to multiple classifiers systems (MCS) (such as boosting (Schapire et al., 2000)). In
particular, the MCS approach is based on the idea that many classifiers can give
higher performance if their individual judgments are appropriately combined.
The main part of these methods are based on the “one vs all” approach and do
not exploit the relationship between categories in order to improve categorisation
accuracy. Therefore other researches, like (Ueda et al., 2003), focused on modelling
the generative process of texts. They proposed a different approach, based on the
assumption that a document can be considered as generated by a mixture of some
component distributions, in this manner they can simultaneously detect multiple
text categories.
As pointed in section 2.2, one of the main characteristics, and difficulties, of
TC problems is the high dimensionality of the feature space, which can not be
handled by the main part of classifiers. For this reason many works investigated the
issues related to feature space reduction Yang et al. (1997), showing that feature
reduction can improve either efficiency and classification performance. In addition
they attempt to overcome the limitations of the “bag of word” approach, which
discard many semantic information from documents, by employing methods like
LSI (Baldi et al., 2003; Sebastiani, 2002), which try to infers the dependence among
the original terms of a corpus (see sect. 2.2).
Other works (Scott et al., 2000; Gómez et al., 2002) try to improve the rappresentation of documents by taking advantage of lexical information and semantic
relations between words by exploiting Lexical Databases like WordNet, which includes information about more than 125, 000 words and nearly 100, 000 concepts of
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the English language.
On the other hand, as pointed out by Yang in (Yang, 2001), an important TC
phase has been disregarded by many researches, namely the decisions phase, which
is often erroneously considered as an unimportant or trivial post-processing phase,
which has only a limited influence on classification performance. On the contrary, as
reported in section 2.4, the results reported by Yang has showed that some thresholding strategies can be employed only for off-line tasks or they don’t optimise
performance on individual categories, while others tend to overfit whether employed
without any specific optimisation algorithm. In addition, as verified during our experimental analysis, we can not use a generic algorithm for tuning thresholds in any
task, but we have to optimise it on the basis of the specific performance measure
considered (see appendix A).
Regarding the issues related to open problems of TC we noticed that, despite
there are some applicative contexts where TC methods achieved high accuracy results, there are many tasks where accuracies are far from satisfying (Sebastiani,
2006), such as the classification of Web pages (where the use of text is more varied and obeys rules different from the ones of linear verbal communication) . In
particular, some TC applications require high reliability and can not tolerate many
errors, like spam filtering (a task which has an adversarial nature) where labelling
incorrectly a legitimate e-mail as spam is not acceptable for users, or in an indexind
system where an error in keyword assignment, used for document indexing, can
avoid document retrieval. Therefore in many of those application the only reliable,
and expensive, solution is to assign labels manually. In addition classification methods which guarantee high performance can not be employed in some applications,
like on-line tasks, due to their higher computational complexity, so in these case we
have balance two requirements: performance and efficiency.
For these reasons, our effort on the improvement of TC systems reliability has
been focused firstly on the most neglected decision phase: in Chapter 3 we will
investigate the possibility of exploiting the reject option, a technique used to improve
the classification reliability of pattern recognition systems.
In Chapter 4 we focus instead on a specific application,namely the automatic
filtering of unsolicited bulk e-mails (spam), and propose an approach to improve
the categorisation reliability of a TC system based on exploiting a new information
source which is becoming very relevant, namely the text information embedded
into images attached to spam e-mails . In this case, we focus our attention to the
tokenisation phase of a TC system.

Chapter 3
Reject option in Text
Categorization
In section 2.6 we reported a brief description of the main techniques proposed in
literature for improving the reliability of TC tasks, as discussed in that section the
main part of these methods are focused on the improvement of indexing and above
all classification phase. In this chapter, motivated by the relevance of the reject
option in real pattern recognition problems, we focused our attention on the last
TC processing step (the decision phase), by investigating the potential usefulness of
this techniques for any TC tasks. The reject option is a technique used in pattern
recognition systems as a mean to improve classification reliability in tasks in which
the misclassification rate of a given classifier is unacceptably high. Classification
problems with the reject option were formalized under the framework of the minimum risk theory in (Chow, 1957, 1970). To our knowledge, the use of the reject
option in TC tasks has not been considered so far in the literature. We believe that
this could be due to the fact that its usefulness for TC tasks is not immediately
evident.
After an overview of the reject option in pattern recognition problems (Sect. 3.1),
in Section 3.2 we discuss how the reject option could be exploited in TC tasks, taking
into account the fact that they can not be formalized under the minimum risk theory.
This leads us to define three possible kinds of TC systems with the reject option for
different categories of document processing systems, and to define in Sect. 3.3 the
corresponding design strategies. We finally report in Sect. 3.4 some experimental
results on the well known Reuters data set, to give an idea of the performances
attainable by TC systems with the reject option in a real TC task.
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The Reject Option in Pattern Recognition Systems

In a traditional supervised m-class classification task, the goal of a pattern recognition system is to assign a single class label among a predefined set {1, . . . , m} to each
input pattern. In statistical pattern recognition, classification problems are usually
formalized under the minimum risk theory, which assumes that two kinds of costs
are incurred in the action of classifying a pattern: a processing cost (the computational cost of the classifier, the cost of pattern acquisition, etc.), and a classification
cost depending on the outcome of the classifier decision (either correct or incorrect).
Such costs are summarized by a loss function L(y, f (x)), where x, y and f (·) denote
respectively the feature vector associated to the pattern, the true class label and the
one provided by the decision function of the classifier. The goal of the design phase
of a pattern recognition system is to find the decision function which minimizes
the expected value (named expected risk) of the loss function over the probability
distribution of the random variable (X, Y ). In the simplest case in which the loss
function takes on only two values corresponding to a correct classification and to a
misclassification, respectively (without loss of generality) 0 and 1, the expected risk
of any given decision function f (·) coincides with its misclassification probability
P(f (X) 6= Y ). Its minimum, named Bayes error, is attained by the well known
Bayes decision rule.
In real pattern recognition systems, to avoid excessive misclassification rates it
can be useful to allow a classifier to reject (i.e. to withhold assigning a label) patterns
which would have been classified with low reliability. Rejected patterns can then be
either manually handled, or fed to a different classifier (usually more accurate but
also more costly). Classification problems with the reject option were formalized
under the minimum risk theory in (Chow, 1957, 1970) for the case in which the
consequence of the decision of rejecting a pattern, as well as classifying it, can be
summarized with a given cost (for instance, it can be the cost of manual processing).
Such cost can thus be taken into account in the loss function. It was shown that
the reject option allows to attain an expected risk lower than Bayes risk, if the
rejection cost is lower than the misclassification cost. In the simplest case, let 0 and
1 be the costs of correct classifications and of misclassifications as explained above,
and let λR denote the cost of a rejection, with λR < 1. Denoting with 0 a fictious
class label corresponding to the decision of rejecting a pattern, the corresponding
expected risk is given by λR P(f (X) = 0) + P(f (X) 6= 0, Y ), where P(f (X) = 0)
and P(f (X) 6= 0, Y ) are the probability that a pattern is respectively rejected and
misclassified (Chow, 1970). The minimum of the above expected risk is attained by
Chow’s rule, which consists in assigning a pattern to the class corresponding to the
maximum a posteriori probability (as in Bayes rule), if it is higher than 1 − λR , and
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in rejecting the pattern otherwise.
The case of multi-stage classifiers in which patterns can be rejected by any stage
but the last, and only rejected ones are fed to the next stage, was formally analyzed
in (Pudil et al., 1998). If classifiers characterized by higher accuracy and higher processing cost are used at later stages, it was shown that a multi-stage system with the
reject option can attain a lower expected risk than the one of each individual stage
without the reject option. In other words, qualitatively speaking, implementing the
reject option in a multi-stage system can allow to attain a better trade-off between
classification accuracy and pattern processing cost.

3.2

Kinds of Text Categorization Systems with
the Reject Option

As explained in Chapter 2, a traditional TC system can be formally viewed as
implementing a decision function f : Rn → {+1, −1}m , whose argument is an ndimensional feature vector representing an input document and the value +1(−1) in
the i-th element of f (d) means that d is labelled as (not) belonging to category ωi .
We are interested in TC systems with the reject option intended as implementing
a decision function f : Rn → {+1, 0, −1}m , where the output value of 0 means
that the decision whether assigning or not d to the corresponding category has been
withheld. The objective of this chapter is to discuss whether, for which purposes,
and in which kind of TC tasks such kind of TC systems can be useful.

3.2.1

Exploiting the Reject Option in Text Categorization
Systems

Intuitively, by analogy with pattern recognition systems, the reject option could be
exploited to withheld unreliable category assignments that are more likely to be
incorrect. It is also reasonable to expect that the accuracy of a TC system can
increase as the amount of withheld decisions increases. However it is also obvious
that rejects have to be handled in some way, depending on the particular application,
which could limit their allowable amount and the corresponding improvement in
categorization accuracy. Up to this point there is a clear analogy with the use of
the reject option in pattern recognition systems. However, the analogy breaks down
when one tries to formalize TC problems with the reject option. The reason is
that traditional TC problems are not formalized under the minimum risk theory
as pattern recognition problems, since effectiveness measures are based on precision
and recall which are not defined as the expected value of some loss function. In
other words, the outcome of a TC system (either a correct or incorrect category
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assignment) is not associated to a cost whose expected value has to be minimized.
There is thus no straightforward way either to take into account the consequence
of rejections into such effectiveness measures, for instance in terms of additional
document processing cost. Therefore, to investigate the potential usefulness of the
reject option in TC systems we start by analysing the characteristics of different
kinds of TC applications and of document processing systems which a TC system
can be a component of, like an information retrieval system. In particular we focus
firstly on how rejections could be handled, and then on whether and how they could
be exploited to attain some kind of improvement in a TC or document processing
system.
In principle, in a TC application there are two main different approaches to
handle rejections. The first approach is to automatically handle rejections within
the TC system itself using a multi-stage text classifier architecture analogous to
the one used in pattern recognition systems, so that only definite category labels
(either +1 or −1) are eventually assigned by the TC system. This approach, which
makes the use of the reject option transparent to the outer document processing
system (if any), is discussed in Sect. 3.2.2. The second approach is specific to TC
systems which are components of a larger document processing system. It consists
in letting rejections be handled by the document processing system outside the TC
system, and can in turn be implemented in two ways. The first way is to manually
handle rejections, and can only be feasible for applications in which the TC system
operates off-line. The second way is to automatically handle rejections. The two
corresponding kinds of document processing systems are discussed respectively in
Sects. 3.2.3 and 3.2.4.

3.2.2

Multi-stage Text Categorization Systems with Automatic Handling of Rejections

In pattern recognition systems, the reject option with automatical handling of rejections in a multi-stage classifier architecture is aimed at attaining a better trade-off
between classification accuracy and pattern acquisition or processing cost (namely a
lower expected risk) than the one attainable by any individual stage. As explained
in Sect. 3.1, the minimum risk framework allows to take into account in a natural
way the consequence of a reject decision, in terms of additional costs in the loss
function. On the contrary, this is not possible with effectiveness measures used
in TC systems, since they do not take into account the document processing cost.
It is however clear that there are applications involving the categorization of huge
amounts of documents, in which the effectiveness of TC systems can not be evaluated and compared only in terms of categorization accuracy, but the computational
cost of document processing must be taken into acount as well. Two examples are
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Documents with withheld
category assignments at
stage 1

Stage 1
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Documents with withheld
category assignments at
stage N1

Stage 2

Stage N

Document
Category
labels
(+1,1,0)

Category
labels
(+1,1,0)

Category
labels
(+1,1,0)

Figure 3.1: Architecture of an N -stage text classifier. Documents with withheld
category assignments at each stage (but the last) are fed to the next stage, possibly
characterized by different feature vector representations. If any of the stages 2, . . . , N
is implemented using an independent two-class classifier for each category, it has to
compute only category assignments withheld at the previous stage.
the categorization of web pages for hierarchical catalogues hosted by Internet portals
and search engines, and the indexing of large archives of documents (for instance,
scientific papers) with key words from a given dictionary. We therefore argue that,
by analogy with pattern recognition systems, in such kind of applications the reject option can be exploited in a multi-stage text classifier architecture, to attain
a better trade-off between categorization accuracy and computational cost of document processing at operation phase. This can be useful when several text classifiers
characterized by different accuracies are available, with an increasing computational
cost for increasing accuracy. The basic idea is that less accurate and less cosly text
classifiers should be used at earlier stages. The architecture of such a TC system is
shown in Fig. 3.1. Note that at each stage a different feature set or feature vector
representation of documents could be used, with different processing cost for feature extraction. The first stage outputs the m category labels (either +1, −1 or 0)
assigned to the input document. If there are withheld category assignments, the
document is fed to the second stage, and so on. The last stage can only output
definite category labels (either +1 or −1). Note that in multi-label TC tasks, if any
of the stages following the next one were implemented as m two-class classifiers,
it would have to compute only the labels corresponding to category assignments
withheld at the previous stage, with a reduced computational cost with respect to
its use as a stand-alone classifier.
With regard to the design of a multi-stage TC system with the reject option,
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labelled documents
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Query
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labelled documents
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Query
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Figure 3.2: a) Schematic representation of a document processing system in which
input documents are labelled off-line by a TC system, stored in a data base, and
retrieved in response to user queries. b) The same document processing system,
with a TC system with the reject option: all withheld category assignments are
manually taken before storing the corresponding documents in the data base.
there are two main issues to deal with. The first is how to implement the decision
function of each stage, namely how to decide whether a category assignment should
be rejected or not. The second is how to determine the amount of rejections at each
stage (but the last) to attain the best trade-off between the overall categorization
accuracy and computational cost. These issues will be discussed in Sect. 3.3.

3.2.3

Document Processing Systems with Off-line Manual
Handling of Rejection

In this section we consider the case of document processing systems in which documents are firstly labelled off-line by a TC system, stored in a data base, and then
retrieved in response to user queries, if deemed relevant on the basis of their category labels. This is the case of many information retrieval systems, and of document
organization systems (see the examples of Chapter 2). The scheme of such kind of
document processing systems is shown in Fig. 3.2a. In information retrieval systems,
categorization errors can affect the estimation of document relevance to user queries,
with two main undesirable consequences: firstly, retrieved documents could be not
appropriately ranked, and can even be non-relevant; secondly, relevant documents
could be not retrieved, if their relevance is excessively underestimated. Similarly,
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in document organization systems categorization errors result in filing documents
under wrong categories, preventing users from finding them. Assuming that manual
categorization is more accurate than the automatical one, and remembering that
we are considering the case in which the TC system operates off-line, we argue that
the amount of categorization errors (and thus the extent of their consequences) can
be reduced by using a TC system with the reject option, provided that all withheld category assignments are manually taken by human operators before storing
the corresponding documents in the data base. This scheme is shown in Fig. 3.2b.
Clearly, since manual categorization is likely to be more costly than automatical
one, this approach can be useful for applications in which an automatic TC system without the reject option is not able to attain the desired accuracy, and it is
admissible (in terms of the additional processing cost) that at least a fraction of
documents is manually handled. The actual advantage of this approach should be
then evaluated, for a given application, in terms of the trade-off between the accuracy attainable by the TC system on category-document pairs whose decision is not
withheld, and the amount of withheld decisions (or the corresponding processing
cost). The main issues to deal with at the design phase, besides the implementation
of the decision function of the text classifier, are how to evaluate the accuracy on
category-document pairs whose decision is not withheld, and how to determine the
allowable amount of rejections as a function of their post-processing cost. These
issues as well will be discussed in Section 3.3.

3.2.4

Document Processing Systems with On-line Automatic
Handling of Rejections

In this section we propose an approach to exploit the reject option which applies to
document processing systems in which documents are firstly categorised by a TC
system, possibly stored in a data base (but not necessarily), and then retrieved or
delivered only if they are deemed relevant to given user queries or profiles, being
the relevance estimated on the basis of category labels (see Fig. 3.3a). This is the
case of information retrieval systems and of document filtering systems, like the ones
described in Chapter 2. The consequences of categorization errors in information
retrieval systems have been described in the previous section. Similar consequences
occur for users of filtering systems, namely missing relevant documents and (perhaps
less worst) receiving non-relevant ones. We argue that in the considered kind of
document processing systems the reject option can be exploited to reduce the amount
of categorization errors made by the TC system, but without subsequently assigning
(either automatically or manually) the labels corresponding to withheld category
assignments. Instead, the document processing system could automatically take
into account the presence of withheld decisions on-line, at the phase of estimating
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Figure 3.3: a) A document processing system in which documents are categorised
by a TC system, stored in a data base (but not necessarily), and sent to final
users if deemed relevant to user queries (as in information retrieval systems) or to
user profiles (as in document filtering systems). b) The same document pocessing
system with a TC system with the reject option. The relevance of documents is
estimated, as well as its reliability, taking into account the presence of withheld
category assignments. Documents reliably estimated as relevant and documents
whose relevance is uncertain are separately sent to the user.

the relevance of documents to user queries or profiles, with the aim of discriminating
between documents whose relevance can or can not be reliably estimated. The two
resulting classes of documents should be then handled differently. Documents whose
relevance can be reliably estimated can be handled as usual, namely they will be
sento to the user only if they are deemed relevant. This would increase the likelyhood
that retrieved documents are actually relevant, and correctly ranked. Instead, all the
other documents could be separately sent to the user as documents whose relevance
is uncertain. This would lessen the risk of missing relevant documents erroneously
deemed non-relevant, and at the same time would allow the user to focus first on
documents reliably deemed relevant. The scheme of this kind of document processing
systems with the reject option is shown in Fig. 3.3b.
We point out that this approach, contrary to the one described in the previous
section, can also be feasible when manually handling documents with withheld category assignments by a third party different than the final user is not possible (like
in a the news filtering system, when the TC system operates on-line at the user end)
or is not admissible (like in the case of spam e-mail filters). However, the actual
feasibility depends on the possibility of estimating the relevance of documents to
user queries or profiles in presence of withheld category assignments, and of mea-
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suring the reliability of such estimate. To our knowledge, this issues have not been
considered so far in the TC and information retrieval fields. Nevertheless, at least
with regard to the measure of reliability, some guidelines can be given. For instance,
for a given document, reliability could be measured as a function of the fraction of
decisions withheld by the TC system among category labels involved in determining the relevance to a given query or user profile. In particular, it is reasonable
that relevance estimation should be considered reliable if no such decision has been
withheld, while it should be considered unreliable if all such decisions have been
withheld. It is also worth noting that such use of the reject option was already proposed in (Robinson, 2003; Carreras et al., 2001) for the specific application of spam
e-mail filtering: the rationale is that labelling as uncertain e-mails which can not be
reliably classified as legitimate or as spam lessen the chance of a legitimate e-mail
being ignored due to incorrect classification, and can allow the user who wants to
check for false positives (namely legitimate e-mails incorrectly labelled as spam) to
focus first his attention only to uncertain e-mails, instead of to all the ones labelled
as spam.
Let us finally introduce a specific issue to take into account in the design phase of
this kind of TC systems with the reject option, which will be discussed in Sect. 3.3. It
is reasonable that the categorization accuracy of the TC system can be improved by
increasing the amount of rejections, thus lessening the consequences of categorization
errors. However this could also increase the amount of documents whose relevance
can not be reliably estimated, at the expense of the amount of documents delivered
to the user as reliably relevant. If the amount of rejections increases beyond a
certain point, there can be no more advantage for the final user. At the extreme,
the relevance of all documents would be deemed uncertain, which would require the
user to find by itself the documents of interest. It follows that, as in the approach of
Sect. 3.2.3, a trade-off has to be found at the design phase between the accuracy of
the TC system on non-withheld category assignments, and the amount of rejections,
being the latter related to the fraction of documents whose relevance would be
uncertain.

3.3

Design of Text Categorization Systems with
the Reject Option

In this chapter we discuss the issues related to the design of the three kinds of TC
systems with the reject option proposed in the previous section. We first discuss
two common issues, namely how to implement the decision function with the reject
option described in Sect. 3.2, and how to measure the categorization accuracy on
non-withheld category assignments.
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Implementing the Decision Function with the Reject
Option

In this section we propose a simple method to implement a decision function with
the reject option for multi-label TC problems, which can be exploited with most
of the statistical text classifiers used in the literature. In Section 2.4 we explained
that in m-class TC problems the decision function fi : Rn → {+1, −1}, i = 1, . . . , m
can be implemented by thresholding m continuous-valued scores si (one for each
category). Each score can be viewed as a measure of the likelyhood that a document
belongs to the corresponding category. It is thus reasonable to assume that the
reliability of a category assignment increases as the distance between the score and
the corresponding threshold increases. This suggests that the reject option can be
implemented using two threshold values tLi ≤ tH
i for each category ωi , instead than
a single threshold, so that a document d is labeled as (not) belonging to ωi , if
L
L
H
si (d) ≥ tH
i (si (d) < ti ), while the decision is withheld if ti ≤ si (d) < ti . We point
out that this approach is analogous to the one proposed in (Tortorella, 2000) for
pattern recognition tasks, to implement the reject option using two-class classifiers
that produce one only output value for an input pattern. As explained in Section
2.4, in the usual case without the reject option the thresholds ti are estimated after
classifier training, by maximizing the chosen accuracy measure given in terms of
precision and recall. How to compute the thresholds tLi , tH
i in the three considered
kinds of TC systems with the reject option will be discussed in Sections 3.3.3-3.3.5.

3.3.2

Evaluating the Accuracy of Text Categorization Systems with the Reject Option

In pattern recognition problems each pattern belongs to exactly one class, and
accuracy is defined as the probability that a pattern is correctly classified. It is
then straightforward how to evaluate the accuracy attained by a classifier with
the reject option: it is the conditional probability that a pattern is correctly classified, given that it has not been rejected. Evaluating the categorization accuracy attained by a TC system with the reject option on a multi-label problem
is instead not so straightforward, especially in the considered case in which any
subset of category assignments could be rejected for a given document. We propose to achieve this by generalizing the definitions of precision and recall given in
Sect. 2.5 in terms of probabilities. Given a decision function with the reject option
fi : Rn → {+1, 0, −1}, m = 1, . . . , m, the definition of precision for the i-th category can be extended as the conditional probability that a document is labeled as
belonging to ωi , given that it actually belongs to ωi , and that the corresponding
decision is not withheld: πi = P(fi (d) = 1 | d ∈ ωi , fi (d) 6= 0). The definition of
recall can be extended similarly, by further conditioning the corresponding proba-
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Classifier
decision
(fi )
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Expert judgements
true
false
true T Pi
F Pi
reject RPi
RNi
false F Ni
T Ni

Table 3.1: Contingency table with reject option for category ωi .
bility to fi (d) 6= 0. However this is already implicit in the condition fi (d) = 1 of
the original definition of recall, which therefore applies as it is also when the reject
option is used. It is now easy to see that the above probabilities can be operatively
estimated from a given data set using the same formula (2.13), but taking into account only non-withheld category assignments in the computation of the T Pi , F Ni
and F Pi values (see table 3.1). By analogy, the micro- and macro-averaged values
of precision and recall over all categories, as well as derived measures like F1 , can
be computed in the same way using eq. 2.16 and eq. 2.15.

3.3.3

Multi-Stage Text Categorization Systems

Assume that N text classifiers C1 , . . . , CN are available for a given application,
characterized by increasing accuracy and computational cost at operation phase, and
that no one satisfies application requirements, which in the simplest form are given
in terms of the minimum required accuracy and maximum allowable computational
cost. In particular, we assume that C1 has a lower accuracy than required but
admissible computational cost, while CN has a satisfying accuracy but a too high
computational cost. According to Sect. 3.2.2, a multi-stage system can be obtained
as a cascade classifier C1 , . . . , CN . The decision function with the reject option for
stages C1 , . . . , CN −1 can be implemented as in Sect. 3.3.1, while the one of the last
stage CN can be implemented as in usual TC systems (see Sect. 2.4). The main
issue is now how to determine the amount of rejections at each stage, to attain a
suitable trade-off between the overall accuracy and computational cost of the N stage text classifier. To this aim, we point out that for any given set of decision
functions at the N stages the overall computational cost can be computed as follows.
For the sake of simplicity, but without loosing generality, we focus on a two-stage
text classifier. Let c1 be the cost of computing the m category labels of a given
document, for the first stage classifier. If an independent two-class classifier for each
category (for instance a SVM) is used at the second stage, a document has to be
fed only to classifiers corresponding to decisions withheld at the first stage. Let
c2,i be the computational cost of the i-th category classifier at the second stage,
and ri be the average fraction of documents for which the corresponding decision
is withheld at the first stage. The average computational cost per document of
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P
the two-stage system is then given by c1 + m
i=1 ri × c2,i . Instead, if the second
stage is implemented using a classifier whose computational cost, denoted as c2 ,
does not depend on the number of categories (for instance a k-NN classifier), then
the computational complexity of the two-stage classifier is given by c1 + r × c2 ,
where r is the fraction of documents that are fed to the second stage, i.e. documents
for which at least one category assignment was rejected at the first stage. The
above computation can be easily extended to the case of any number of stages.
Note that in the former case the amount of rejections at each stage (but the last)
can be defined in terms of the fraction of documents for which the assignment is
withheld, separately for each category, while in the latter case it can be defined as
the fraction of documents with at least one withheld category assignment. A simple
strategy at the design phase is to try different values of the amount of rejections at
each stage. In this case, at each stage (but the last) the pairs of thresholds values
for each category can be determined by maximizing the accuracy measure on nonwithheld category assignments, computed as in the previous section, keeping the
amount of rejections below the given value. A related issue is the choice of the set
of training documents of each stage, taking into account that stages next to the first
will receive at operation phase only documents with category assignments withheld
at the previous stage. In multi-stage pattern recognition systems, a typical strategy
consists in using only training patterns rejected at the previous stage, perhaps using
a higher reject rate than in classification phase (Giusti et al., 2002). The same
strategy can be exploited in multi-stage TC systems. In particular, if any stage is
implemented as m independent two-class classifiers, a different training set can be
used for each of them, made up of training documents for which the corresponding
category assignment was withheld at the previous stage.

3.3.4

Text Categorization Systems with Off-line Manual
Handling of Rejections

In applications in which documents with category assignments withheld by the TC
system can be manually labelled, application requirements can be given in terms
of the minimum required accuracy on non-withheld category assignments, and the
maximum allowed amount of rejections. Therefore, after classifier training, the pair
of thresholds values of each category could be determined by maximizing the accuracy on non-withheld category assignments, keeping the amount of rejections below
the maximum allowed value. We point out that the amount of rejections has clearly
to be determined as a function of the cost of manually handling documents, which
strongly depends on the characteristics of the application at hand. For the sake of
clarity, consider the following examples. If the cost of manually labelling a document
is a constant value which does not depend on the number of categories for which a
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decision has to be taken, then the additional processing cost due to the reject option
is proportional to the fraction of documents with at least one withheld category assignment. Instead, if the cost of manually labelling a document is proportional to
the number of categories for which a decision has to be taken, then the additional
processing cost is proportional to the average fraction of withheld category assignments per document. Accordingly, the proper measure of the amount of rejections
is the fraction of documents with at least one withheld category assignment in the
former case, and the average fraction of withheld category assignments per document in the latter case. Note that this last measure can also be expressed as the
average fraction of rejected documents per category.

3.3.5

Text Categorization Systems with On-line Automatic
Handling of Rejections

If the reject option is exploited in a document proecssing system as explained in
Sect. 3.2.4, we saw that the design phase of the TC system is similar to the case
of manual handling of rejections, namely a trade-off has to be found between the
accuracy on non-withheld decisions and the amount of rejections. Assuming that application requirements are given as in Sect. 3.3.4, this can be achieved by maximizing
categorization accuracy on non-withheld assignments while keeping the amount of
rejections below the maximum allowed value. The difference is that in this case the
amount of rejections has to be related to the average fraction of documents whose
relevance to a given query or user profile is deemed uncertain. The rationale is that
setting a constraint on the amount of rejection should allow avoiding that relevance
estimation is deemed unreliable for an excessive number of documents. However
in this case it is more difficult to devise an appropriate definition of the amount
of rejections, since the average number of documents whose relevance is deemed
uncertain depends on several factors. For instance, it depends on how relevance is
estimated and how its reliability is computed as a function of category labels. It
should also be taken into account that often relevance estimation involves only a
subset of the whole set of categories, which can be different from query to query.
For instance, let Ω0 denotes the subset of the whole set of categories Ω for which the
label was wittheld by the TC system, for a given document. If relevance estimation
to a given query involves only categories in Ω0 , it should be deemed unreliable. On
the contrary, relevance estimation for the same document should be deemed reliable
for queries which do not involve none of the categories in Ω0 . The above discussion
makes clear that the exact definition of amount of rejections for this kind of document processing systems with the reject option strongly depends on the application
at hand. Accordingly, in the context of this work we limit ourselves to suggest some
reasonable criteria: for instance, a possible and simple strategy could be to set a
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constraint on the average fraction of documents whose assignment to a given category is withheld, or on the average fraction of withheld category assignments for a
given document.

3.4

Experimental Results

In order to give at least a rough idea about the performance attainable by TC
systems with the reject option on real TC tasks, in this chapter we present an
experimental evaluation of the three approaches and the proposed design strategies
discussed above, on the Reuters data set
((Joachims, 1998; McCallum et al., 1998; Yang et al., 1997, 1999)), a set of newswire
stories classified under categories related to economics. We considered the most used
version of this data set, Reuters-21578 “ModApte” 1 , consisting of 7,769 training
documents and 3,019 test documents belonging to at least one of m = 90 predefined
categories. After stemming and stop-word removal (implemented using the software
SMART 2 ) a dictionary of n = 16, 635 distinct words was obtained. We used four
different statistical text classifiers:
• the Naive Bayes (NB) classifier implemented by the multinomial model (see
Sect. 2.3.1);
• multi-layer perceptron neural networks (ANN) with one hidden layer, a sigmoid activation function, and a number of output units equal to the number
of categories;
• the k-nearest neighbours (k-NN) classifier implemented as described in Sect. 2.3.3;
• support vector machines (SVM) with the linear kernel (see Sect. 2.3.4).
We used the tf-idf features (see Sect. 2.2) for k-NN, ANN and SVM classifiers, and
the number of term occurrences for the NB classifier. In order to carry out five runs
of all the experiments described below, the training set of each run was made up by
randomly extracting 80% of the documents in the original Reuters-21578 training
set. All the results reported below refer to test set results averaged over the five
runs.
The experiments are organized as follows. We first evaluated the categorization
accuracy and the computational complexity attained at operation phase by the above
four text classifiers, in the usual setting without the reject option (Sect. 3.4.1). We
then empirically investigated the potential effectiveness of the approach proposed in
1
2

http://www.daviddlewis.com/resources/testcollections/reuters21578/
ftp://ftp.cs.cornell.edu/pub/smart/
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Sect. 3.3.1 to implement a decision function with the reject option, based on the use
of two thresholds on the score of each category. Then, in Sect. 3.4.3, we evaluated
the trade-off between the categorization accuracy and the computational complexity
of two different two-stage TC systems. We finally evaluated (Sect. 3.4.4) the tradeoff between categorization accuracy on non-withheld category assignments and the
amount of rejections attainable by the four text classifiers.

3.4.1

Evaluation of Text Classifiers without the Reject Option

Computational Complexity
In this section we evaluate the computational complexity at operation phase of
the four text classifiers, measured as the number of floating point multiplications c
carried out to compute the m category scores for a single input document d, taking
into account the sparsity of document feature vectors which is typical of TC tasks.
The number of features is denoted with n, while the number of non-zero features in
the considered document d is denoted with n0 .
• ANNs are usually implemented as full-connected multi-layer perceptrons with
one hidden layer of h units, and a number of input and output units respectively equal to the number of features n, and categories m (Yang et al., 1999).
Disregarding the computation of the activation function of the h + m units,
we obtain c = n0 × h + h × m.
• The score for the i-th category is computed by NB classifier by eq. 2.4. Assuming that computing xp requires p − 1 products (this approximation is valid
for low values of p, as in our experiments), noting that the ratios between the
above probability
P estimates can be computed at the training phase, we obtain
c = m × (1 + nj=1 fj ). Taking into account only the n0 terms with non-zero
fj , and denoting with f the average of the corresponding fj , we finally obtain
c = m × (1 + n0 × f ).
• Using the k-NN classifier, the score of the i-th category is computed by eq. 2.6.
This requires to compute the dot product between d and all the NTR training
documents, and thus c = NTR × n0 (a lower c can be obtained, if only the
products between features that are both non-zero are carried out).
• Using SVMs, the score of the i-th category is computed as bu eq. 2.12, therefore, if the linear kernel is used (a common choice in TC tasks (Yang et al.,
1999; Joachims, 1998; Sebastiani, 2002)), corresponding to a dot product between document feature vectors, we obtain Λ = m × N SV × n0 , being N SV the
average number of support vectors over all categories.
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Classifier
NB
ANN
k-NN
SVM

F1µ
0.763 ± 0.004
0.845 ± 0.004
0.838 ± 0.003
0.874 ± 0.002

F1M
0.271 ± 0.008
0.448 ± 0.023
0.556 ± 0.011
0.596 ± 0.009

n0 = 37.02, f = 0.006
n0 = 28.44, h = 60
n0 = 31.29, NTR = 6215
n0 = 34.31, N SV = 173.37

Comp. cost
1.10E+02
7.11E+03
1.94E+05
5.34E+05

Table 3.2: Test set categorization accuracy with standard deviation, and computational complexity of the four individual text classifiers. Parameters involved in
the computation of the computational complexity are reported in the penultimate
column (see Sect. 3.4.1 for their meaning).
Performance Evaluation of Individual Text Classifiers
For each of the four text classifiers we first carried out parameter selection (namely
the number of features, plus the number of hidden units for ANNs and the k value for
the k-NN) by a a five-fold cross-validation (CV) on the training set. The classifierindependent Information Gain criterion (Yang et al., 1997; Sebastiani, 2002) was
used to select the best features. Since the SVM text classifier was implemented as
m independent two-class classifiers, feature selection was carried out independently
for each category. At each CV fold, decision thresholds ti were computed by a further
three-fold CV. The following parameter values were obtained: 10, 000 features for
the NB and SVM classifiers, 1, 000 features and 60 hidden units for ANNs, 1, 500
features and k = 40 for the k-NN classifier.
Each classifier was finally trained with the selected parameters on the whole
training set, and decision thresholds were computed by a five-fold CV. The microand macro-averaged F1 values and the computational complexity of each classifier
are reported in Table 3.2. The attained F1 values are consistent with results of
previous works, except for the macro-averaged F1 of the NB classifier, which was
lower than results reported by other authors.

3.4.2

Evaluation of the Proposed Decision Rule with the
Reject Option

To evaluate the feasibility of identifying unreliable category assignments by using
two decision thresholds on the score of each category provided by a text classifier,
as proposed in section 3.3.1, we analysed how the values of the scores corresponding
to incorrect category assignments on test documents (both false positive and false
negative errors) in the experiments of Sect. 3.4.1 were distributed throughout the
range of score values (which were normalised in the interval [0, 1]). As an example,
in Fig. 3.4 we report the values of the scores of the k-NN classifier corresponding
to incorrect category assignments for all 90 categories and all test documents, when
F1µ was used as measure of categorisation accuracy. It can be seen that for most of
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the 90 categories the scores corresponding to incorrect assignments tend to cluster
in a well defined interval of values. Similar results were obtained using all four text
classifiers and both measures of categorisation accuracy. According to these results,
it seems feasible to identify unreliable category assignments as the ones whose score
is between two given threshold values.

3.4.3

Performance Evaluation of Multi-stage Text Classifiers

Table 3.2 shows that both the F1 values attained by the four classfiers and their
computational cost are significantly different. The latter in particular lies in a range
spanning three orders of magnitude. We also point out that higher accuracies are
attained by classifiers with higher computational cost (micro-averaged F1 of the
ANN classifier is the only exception). In view of the discussions in Sect. 3.2.2 and
3.3.3, we chose to implement two different two-stage classifiers. In both cases we
used a SVM classifier at the second stage, as this was the most accurate and most
computationally costly one. At the first stage we used the NB classifier, which was
the less accurate and less costly one, and the k-NN classifier, whose accuracy and
complexity were not much smaller than the ones of SVMs. At the first stage we used
the same classifier obtained as described in Sect. 3.4.1, apart from decision thresholds which were computed as described in Sect. 3.3.3. Since the SVM classifier at
the second stage was made up of m independent two-class classifiers, the amount
of rejections was measured as the average fraction of documents whose decision was
withheld for a given category. More precisely, denoting with ci the fraction of documentsPwhose assignment to ωi was withheld, the amount of rejections was computed
as m1 m
i=1 ci . Different values of the maximum allowed amount of rejections were
considered, up to 0.15. The SVM classifier at the second stage was designed as in
Sect. 3.3.3: feature selection was carried out independently for each category, and
only training documents whose assignment to ωi was withheld at the first stage were
used to train the corresponding classifier. Values of the amount of rejections of 5%
and 50% were considered to this aim. For reference, we also used the same training
set of the first stage. The number of features was determined by a five-fold CV,
resulting in 2, 550 features in both two-stage systems. The training phase of the
second stage was then carried out as in Sect. 3.4.1. The results of these experiments
are reported in Tables 3.3 and 3.4.
For the NB+SVM classifier, Table 3.3 shows that, for increasing values of the
reject rate up to 0.009, the overall micro-averaged F1 improves from 0.762 (attained
by the NB classifier without the reject option) to 0.837, which is not much lower
than the value of 0.874 attained by a SVM classifier without the reject option. An
improvement of the macro-averaged F1 was also observed, although the maximum
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NB
SVM
Reject rate
0.025 (0.004)

0.100 (0.009)

F1µ
0.762 ± 0.004
0.874 ± 0.002
Tr. set 2nd stage
0.05
0.50
1.00
0.05
0.50
1.00

0.787
0.789
0.788
0.835
0.837
0.837

±
±
±
±
±
±

0.003
0.002
0.002
0.003
0.002
0.003

F1M
0.271 ± 0.008
0.596 ± 0.009

Comp. cost
1.10E+02
5.34E+05

±
±
±
±
±
±

1.95E+03
3.64E+03
3.97E+03
2.66E+03
3.64E+03
3.97E+03

0.300
0.299
0.300
0.321
0.321
0.321

0.007
0.007
0.008
0.006
0.006
0.007

Table 3.3: NB+SVM classifier. Average test set categorization accuracy (with standard deviation) and computational cost of the two individual stages, taken from
table 3.2, are reported in the first two rows. Values of the two stage classifier are
reported in subsequent rows. “Reject rate” is the maximum allowed average fraction
of withheld decisions per category at the first stage. The one attained on the test
set is between brackets. “Tr. set 2nd stage” is the fraction of training documents
used to train the second stage classifier.
attained value was very far from that attained by the SVM classifier, as can be
expected from the results of Sect. 3.4.4. It is worth noting that the corresponding
increase in computational complexity was relatively small: the complexity of the
two-stage classifier was up to 40 times higher than that of the NB, but at least
100 times lower than that of the SVM classifier. With regard to the k-NN+SVM
classifier, Table 3.4 shows that it attained nearly the same micro-averaged F1 than
the SVM classifier, and even a slightly higher macro-averaged F1 for a small value
of the reject rate (0.014), thus for nearly the same computational complexity of the
k-NN classifier (about the 40% of the SVM computational cost). We point out that
the categorization accuracy of both two-stage classifiers did not change significantly
with the training set size of the second stage classifier: using only 5% of the first
stage training set, almost the same value was obtained as using the whole tranining
set. This means that the computational cost of the second stage training phase can
be kept small without affecting the overall categorization accuracy. We also point
out that the actual reject rate of the first stage classifier was always much smaller
than the maximum allowed value, as can be seen from Tables 3.3 and 3.4.

3.4.4

Performance Evaluation of Text Categorization Systems with Off-line and On-line Handling of Rejections

The last step in our experimental evaluation was to assess the trade-off between
categorization accuracy on non-withheld category assignments and the amount of
rejections attainable by the four text classifiers of Sect. 3.4.1, which is related to
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k-NN
SVM
Reject rate
0.025 (0.006)

0.100 (0.014)
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F1µ
0.838 ± 0.003
0.874 ± 0.002

Tr. set 2nd stage
0.05
0.50
1.00
0.10
0.50
1.00

0.864
0.864
0.866
0.867
0.869
0.872

±
±
±
±
±
±

0.003
0.004
0.003
0.004
0.002
0.002

F1M
0.556 ± 0.011
0.596 ± 0.009

Comp. cost
1.94E+05
5.34E+05

±
±
±
±
±
±

1.99E+05
2.02E+05
2.03E+05
2.01E+05
2.03E+05
2.04E+05

0.597
0.599
0.602
0.602
0.604
0.612

0.022
0.021
0.018
0.021
0.019
0.020

Table 3.4: k-NN+SVM classifier. For the meaning of table entries, see caption of
table 3.3.
document processing systems in which withheld category assignments are handled
outside the TC system, either manually (off-line) or automatically (on-line). However as explained in Sects. 3.3.4 and 3.3.5, the exact measureof the amount of rejections strongly depends on the characteristics of the application at hand. Taking
into account the scope of our experiments, for the sake of simplicity we chose one of
the possible measures mentioned both in Sect. 3.3.4 and 3.3.5, namely the average
fraction of rejected documents per category. More precisely, the
Pm amount of rejec1
tions (denoted by now as the reject rate) was measured as m i=1 ci , being ci the
fraction of documents whose assignment to the i-th category is withheld by the TC
system. We stress however that such measure is not necessarily appropriate for all
kinds of document processing systems discussed in Sects. 3.3.4 and 3.3.5.
The experiments were carried out on the same classifiers of Sect. 3.4.1. The pair
of decision thresholds tLi , tH
i were computed by a five-fold CV on the training set,
by maximizing categorization accuracy on non-withheld category assignments, and
keeping the reject rate below a given value. To this aim, we developed an optimised
algorithm whose description reported in Appendix A. Values of the maximum allowed reject rate up to 0.20 were considered in our experiments. The results are
shown in Fig. 3.5. These results show a remarkable improvement of the microaveraged F1 for all four classifiers, at the expense of a small average fraction of
rejected documents per category. For instance, by withhelding the assignment to
a category of 1% test documents on average, the F1 measure of the SVM classifier increased from 0.88 (without the reject option) to 0.94. Improvements of the
macro-averaged F1 were also attained, although relatively smaller with respect to
the micro-averaged F1 . The only exception was the NB classifier, for which the improvement was almost negligible, which could be due to the very poor performance
of this classifier without the reject option. It is also worth pointing out that the
attained reject rate was always much smaller than the maximum allowed value. For
instance, the highest reject rate attained with the SVM classifier was below 0.018,
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when a maximum value of 0.200 was allowed.

3.5

Discussion

In Section 3.2 we proposed three different approaches to exploit the reject option
in TC systems. The first approach is to use a multi-stage text classifier, which is
in principle feasible to any document processing systems. This can allow attaining a better trade-off betwen categorization accuracy and the computational cost
of document processing at operation phase, with respect to each of the individual
text classifiers used at the different stages, which can be useful if none of them is
able to satisfy application requirements individually. The second approach consists
in manually assigning withheld category labels off-line, and applies to document
processing systems in which the TC system operates off-line (like information retrieval and document organization systems). This can allow reducing the amount
of categorization errors and the corresponding consequences to end users (missing
relevant documents erroneously deemed as non-relevant, and retrieveing too many
non-relevant ones), at the expense of an increased document processing cost due to
manual handling. This approach can be useful in applications in which the categorization accuracy of a TC system is too low, and it is admissible that at least a
fraction of documents is manually handled. Finally, the third approach applies to
document processing systems aimed at delivering to end users documents which are
deemed to be relevant to a given query or user profiles, independently on whether
the TC system operates off-line or on-line, and on whether a manual post-processing
of documents is admissible or not. This approach consists in taking into account the
possibility of withheld category assignments when estimating the relevance of each
document, and in computing accordingly the reliability of such estimate. The user
is then provided with two separate lists of documents: documents reliably deemed
relevant, and documents whose relevance is uncertain. This approach can allow reducing the amount of categorization errors and the corresponding consequences to
end users as the one based on manually handling withheld category assignments,
but in this case at the expense of letting the user decide about the actual relevance
of uncertain documents. We then discussed in Section 3.3 how to design a TC system with the reject option for each of the three approaches above. This required
in particular to devise a method to implement a decision function with the reject
option to decide whether each category assignment has to be withheld or not, and
to define a measure of categorization accuracy on non-withheld assignments. For
the first issue we extended the method used in most statistical text classifiers, while
for second issue we proposed an extension of the usual accuracy measures based on
precision and recall.
We point out that the three approaches we proposed for exploiting the reject
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option and the proposed design strategies for TC systems with the reject option are
not related to any specific application or document processing system. This means
that the actual feasibility and usefulness of these approaches, as well as the details
of their actual implementation, would need to be analyzed separately for each case
and tailored to the application at hand. This is especially true for the third of
the above approaches, which would require a major change to current document
processing systems, namely the capability of estimating relevance in presence of
withheld category assignments and to compute the reliability of such estimate, for
which we could only give qualitative guidelines. Accordingly, the work has to be
intended as a study about the potential usefulness of the reject option in TC tasks,
providing a general framework for the design of TC systems with the reject option,
rather than a detailed proposal of TC systems for specific document processing
systems.
Nevertheless, for the sake of completeness, in Section 3.4 we provided an empirical evaluation on a well known benchmark data set for TC systems, with four text
classifiers widely used in the literature. Experimental results gave some indications
about the actual usefulness of the reject option to TC tasks, in the three approaches
discussed above, namely the trade-off between overall categorization accuracy and
computational cost at operation phase for the case of multi-stage TC systems, and
the trade-off between categorization accuracy on non-withheld decisions and amount
of rejections, for the other two approaches.
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Figure 3.4: Scores of the k-NN classifier, corresponding to incorrect category assignments (both false positive and false negative), for all 90 categories (alphabetically
sorted) and all test documents. The scores were normalised in the interval [0, 1]
and discretised with a 0.01 step. Different gray levels represent different numbers
of incorrect assignments corresponding to the same score value (darker gray levels
correspond to a higher number of incorrect assignments).
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Figure 3.5: Categorization accuracy as a function of the reject rate for the four text
classifiers. The different points of each curve correspond to different values of the
maximum allowed reject rate. Note that the same classifiers of Sect. 3.4.1 were used:
accordingly, the F1 values at zero reject rate are the same reported in Table 3.2.

Chapter 4
Filtering of spam e-mail with
images
Email standards were developed in the early 1970s, in order to exchange simple text
messages in the ARPANET network, and have evolved to support rich content like
HTML and file attachments. However, the choice of keeping a simple communication protocol, which permit to reduce the complexity of e-mail systems (servers
and clients), have generated serious security holes. Today unsolicited bulk e-mails,
usually called spam, rappresent the principal security problem for e-mail services.
Many methods has been proposed so far to identify spam e-mails, recently the use
of machine learning and pattern recognition techniques have been investigated with
good results by several researchers (Sahami et al., 1998; Drucker et al., 1999; Graham, 2002; Zhang et al., 2004), due to their higher generalisation capability. As
introduced in section 2.6, due to its adversarial nature spam filtering rappresent a
challenging task for researchers in TC fields, which require the continuous adaptation and introduction of new techniques aimed to take in account the changes in
spam attacks. In this chapter, we focused on the extension of tokenisation phase (the
first processing step of a TC system) to the aim of identify and extracted potentially
more informative features able to avoid content obscuring techniques introduced by
spammers.
After an overview on the spam phenomenon, in section 4.2 we will discuss about
the approaches proposed for antispam filtering and the strategies adopted by spammers to circumvent these methods. In particular we analyse a new trick recently
introduced by spammers, which consists of embedding the e-mail’s message into images sent as attachments (examples of such kinds of e-mails are shown in Figures
4.4-4.6). Then in Sect. 4.3 we describe an approach to anti-spam filtering which
exploits the text information embedded into images sent as attachments, through
the application of state-of-the-art text categorisation techniques to text extracted
from images by OCR tools. Possible implementations of this novel anti-spam filter
47
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based on visual content analysis are experimentally evaluated in Section 4.4 on two
large corpora of real spam e-mails.

4.1

Spam overview

According to a 2003 study (Pew, 2003), spam has been defined by the 92% of email users as any “unsolicited commercial e-mail from a sender they do not know or
cannot identify”. While it is certainly an annoyance, spam is also a serious security
concern as it can be used to deliver Trojans and viruses and cause denial of service
attacks (when it is sent in sufficient quantities). The main part of spam messages
can be subdivided into four categories on the basis of attack type:
• Advertising: e-mail attacks offering or advertising general goods, services,
pharmaceutical products or financial ”opportunities”.
• Adult: messages containing or referring to products or services intended for
persons above the age of 18, often offensive or inappropriate (e.g. porn)
• Scam: messages recognized as fraudulent or known to result in fraudulent
activity on the part of the sender (e.g. Nigerian investment, pyramid schemes
and chain mails)
• Phishing: fraudulent messages that appear to be from a well-known company,
but are not. These attacks are often used to trick users into revealing personal
information such as email address, financial information and passwords.
Recent surveys reported that over 60% of all e-mail traffic is spam (see fig. 4.1), in
particular, according to Symantec Corp. reports 1 the main part of spam e-mails can
be considered of advertising type (especially related to health and pharmaceutical
products), while the volume of phishing messages is increased by 81% in the first
six month of 2006. The motivations at the base of the rapidly growing of the
spam phenomenon are essentially economically. Unlike junk postal mail, costs for
sending one or hundred spam e-mails may be very cheap (it is not completely free),
therefore spammers need only a small response rate to make a profit. For example,
if spammers spend 0.001 cent to send an e-mail and they sell only one product over
10’000 messages at 11$, they make a profit.
We point out that spam is non the only form of internet’s junk messages, there
are various form of “spam” messages like popups, instant messages or search engine
spam (thrusting search engines into returning a specific web-page). Probably, as
voice over IP (VoIP) becomes popular we experience another new kind of spam.
1

www.symantec.com
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Figure 4.1: Messagelab’s (www.messagelabs.com) statistics of spam activity in 2006.
The costs of spamming are in main part payed by users, corporations and Internet
Service Providers (ISP). Spam causes e-mail systems to experience overloads in
bandwidth, server storage capacity and disks activity, induce ISP to to buy new
servers to handle anti-spam tools and maintain acceptable quality levels of services.
Users spend a lot time to verify e-mails with a productivity loss. These effects
product an increment of annual cost for corporations of over tens of billions.
Different kinds of solutions have therefore been proposed so far:
• Legislative: some governments introduced specific laws to regolamentate electronic communications for marketing purposes, for example the U.S. CANSPAM act and the European directive 2002/58/EC. Despite some successfully
legal actions, the effects of these laws on spammers’ activity has been quite
limited. One of the maim limit of this approach is the the jurisdiction issue,
indeed spammers can avoid legal actions by transferring they activity on others
countries.
• Economical (postage): Since spam occurs primarily because it is so cheap
to send an e-mail message, some peoples proposed, in order to make spam
uneconomic, to require that all e-mail senders pay some cost for every message
they sent out.
• Safe sender lists: consit in the use lists of known good senders. In this case
we have the problem that the current e-mail standards do not permit to verify
whether a sender is who they says. A possible solutions can be to introduce
some authentication systems.
• Challenge response: e-mails from unknown senders are initially blocked. Then,
in order to deliver the message, senders have to prove that they are human
by a “Turing test”. The disadvantage of this approach is the increase of
communication traffic.
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Figure 4.2: Generative cycle of spam.
• Filtering: consist in the use of software filters installed at ISP e-mail servers
or at the client side, aimed at detecting and automatically deleting, or appropriately handling, spam e-mails.
Although it is commonly believed that a change in Internet protocols can be the
only effective solution to the spam problem, it is acknowledged that this can not be
achieved in short time (Weinstein, 2003; Geer, 2004). Actually the only practical
solution is to use anti-spam filters to reduce the number of messages that reach end
users. In the next sectionion we discuss in detail this approach and the strategies
adopted by spammers to circumvent anti-spam filters.

4.2

Spam filtering

Anti-spam filters were at first simply based on keyword detection in e-mail’s subject
and body. However, spammers systematically introduce changes to the characteristics of their attacks to circumvent filters, which in turn pushes the evolution of spam
filters towards more complex techniques. The spam generation process can therefore
be viewed as a cycle like those of fig. 4.2, where software developers respond and
each new spam attacks by improving their filters, while on the other hand, spammers
respond to these improvements by using new tricks or strategies.
In particular the strategies adopted by spammers can be subdivided in three
activity: getting e-mail address, sending spam and circumvent filters.
E-mail addresses can be obtained by spammers in different ways, like using a
software that automatically search in millions of Web pages for e-mail addresses.
Another strategy is to use dictionary attacks, namely by simply generating random
addresses (e.g. first names, common first name-last name combinations, etc.), so if
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an error code is returned the spammer knows that the address was invalid. Finally,
some spammers buy lists from others or companies.
In order to hide their identity and the point of origin of their attacks, spammers
add fake information or errors in headers or exploit security holes of mail servers,
like open relays (e-mail servers that allows everyone to send e-mails) and misconfiguration proxies. Another method used by spammers consit in usign viruses and
O.S. vulnerabilities to take control of other systems and create for example open
proxies (zombies).
In order to circumvent content analysis methods used by many anti-spam filters,
spammers introduced many tricks (see (Graham, 2003) for a comprehensive list)
like:
• Character substitution: change some word’s characters to avid keyword identification.
• Permuting word’s letters: this trick avoid the automatic detection of words
without compromising their understanding by human readers.
• MIME attacks and bogus text: in this case the e-mail contains two MIME
parts, one (the text/plain part) containing a bogus text, used to circumvent
content analysis, and the other (usually a text/html part) containing the real
spam message.
• Encoding: many spam e-mails use quoted printable and base64 encoding.
• HTML content: the use of HTML permit to introduce many tricks like splitting words using comments, employing HTML ASCII codes instead of letters,
hiding bogus text using text with background color, etc. In addition, the use
rich HTML content permit to create more attractive spam messages.
• Script: hiding message in a javascript that starts when when the email is
opened.
• External content: in this case the spam message contain a URL reference to
an external web pages. This tricks can be also used by spammer to verify
whether an e-mail address is valid.
It is clear that today no single technique is able to identify spam effectively,
therefore current commercial and open-source server-side spam filters are made up
of different modules each aimed at detecting specific characteristics of spam e-mails
(see fig. 4.3). The different modules can work in parallel, and in this case the decision
whether labeling an e-mail as legitimate or spam is based on combining the outputs
of each module, usually given as continuous-valued scores. Modules can also be
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Figure 4.3: Schematic representation of the main modules of current server-side
spam filters.
organised hierarchically, so that simpler ones are used first, while more complex
ones are used only if a reliable decision can not be taken on the basis of previous
ones. The main modules used in actual anti-spam filters are:
• Black/White lists: e-mails whose sender address (or IP) are in the black or
in the white list are respectively automatically discarded or delivered without
any further control.
• Header analysis: this module detect header’s anomalies typical of spam emails.
• Anti spoofing: in some cases spammers send spam attacks using the identity
of a legitimate user of the attacked server, the aim of this module is to identify
this kind of attacks.
• Signature: a digital signature is extracted from incoming e-mails and then it
is compared with those of a database of known spam e-mails.
• Key word search: this is the simplest content analysis method, in this case the
anti-spam tools search into e-mail’s subject and/or body for specific words,
like “viagra” and “click here”.
• URL filters: the system search URLs in body field of e-mail which point to
known spammer web sites.
• Rule based modules: techniques mainly based on hand-made rules which look
for specific spam characteristics, like the presence of non-alphabetic characters
used to “hide” spam keywords.
Most of these techniques are focused on identification of “known spam” (usually
collected by trap-accounts), and are characterised by low flexibility and low generalisation capability (like the expert systems described at the beginning of Chapter 2),
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which makes some of them ineffective in detecting e-mails similar, but not identical.
According to Graham (Graham, 2002), the only hole of spammers strategies is that:
despite spammers can circumvent any barrier, they have to deliver their message to
final users, whatever it is, so we “only” have to extract the true spam’s message and
recognize it. Therefore in recent years, the use of TC techniques have been investigated by several researchers ((Sahami et al., 1998; Drucker et al., 1999; Graham,
2002; Zhang et al., 2004)), due to their potentially higher generalisation capability.
The architecture of a statistical content analysis module is based on the standard
structure described in Chapter 2. In the tokenisation step, after the e-mail decoding
(the RFC 2822 and MIME specifications define the syntax of a e-mail messages),
subject and body fields are extracted from e-mail and all message’s contents (like
HTML) are properly parsed. The extracted plain text is then rapresented as a
fixed-length feature vector (see the bag-of-words rappresentation in Sect 2.2), during the indexing phase, using a dictionary made up of all terms belonging to training
documents. Statistical classifiers can be finally applied to the feature-vector representation in order to produce the score that will be used to make the final decision.
The main text categorisation techniques analysed so far for the specific task of spam
filtering are based on the Na´’ive Bayes text classifier (see Sect. 2.3), and are named
“Bayesian filters” in this context (Sahami et al., 1998; Graham, 2002). It is worth
noting that such techniques are currently used in several client-side spam filters.
A variety of other classifiers have been used like support vector machine (SVM)
(Drucker et al., 1999; Zhang et al., 2004), memory based methods like k-nearest
neighbour (KNN) and boosting (Zhang et al., 2004).
Like others TC applications, filtering software cannot be simply evaluated using
accuracy measure, because it implicit assumes that all the wrong classification cases
have the same influence. For most users, missing legitimate emails is much worse
than receiving spam. Therefore anti-spam tools have to balance two requirements:
maximise spam identification and do not filter any legitimate email. Usually, these
quantities are respectively evaluated in terms of false positive (FP) and false negative
(FN) or by precision and recall measures (see Sect. 2.5).
We point out that the task of spam filtering has distinctive characteristics that
make it more difficult than traditional text categorisation tasks. The main problem
is that this is a non-stationary classification task. As described previously spammers
modify their attacks continuously, which makes it difficult to define an appropriate
set of discriminant features and require to update filters periodically. Another problem is that it is difficult to collect representative samples of both categories for the
training phase of machine learning techniques. Indeed, besides the non-stationary
nature of spam, legitimate e-mails can exhibit very different characteristics across
users, and anyway obvious privacy concerns make them difficult to collect. Moreover, no standard benchmark data sets of spam e-mails yet exist, although some
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efforts in this direction have been made recently (see for instance the SpamArchive2
and SpamAssassin3 data sets).
It should also be noted that, although the effectiveness of text categorisation
techniques could be affected by tricks used by spammers for content obscuring (like
separating word characters, misspelling words, etc. ), spam e-mails containing such
kinds of tricks can be identified by other modules of a spam filter,for instance by
performing lexicographic analysis or analysis of syntactic anomalies.
All the techniques for content analysis mentioned above rely on a plain text
representation of e-mails’ subject and body, however these techniques are ineffective when the spam message can not properly extracted from e-mail. To this aim,
spammers recently introduced a new trick in which the spam message is carried by
text embedded into images sent as attachments, and bogus text not related to the
spam message, or even text made up of random words, is included in the subject
and body of such e-mails with the aim of misleading statistical text classifiers (see
the examples in Figures 4.4 and 4.6).
We point out that the use of such tricks is rapidly growing, as an example, among
around 21,000 spam e-mails collected by the authors in our personal mailboxes from
October 2004 to August 2005 (see Section 4.4), 4% contained attached images.
However this percentage increased to 25% in spam e-mails collected between April
and August 2006. As another example, among 142, 000 spam e-mails donated by end
users throughout 2005 to the ‘submit’ archive of the publicly available SpamArchive
corpus, 9% contained attached images, while the percentage increased to 17% among
the 18, 928 spam e-mails posted between January and June 2006 (see Fig. 4.4.1).
This means that the percentage of spam e-mails erroneously labelled as legitimate
(false negative errors) by current spam filters can increase significantly. Although
these kinds of errors can be tolerated by end users more than false positive errors
(legitimate e-mails labeled as spam), a high false negative error rate is nevertheless
a serious problem, and is even harmful in cases like phishing e-mails. Accordingly,
improving content-based spam filters with the capability of analysing text embedded
into attached images is becoming a relevant issue given the current spam trend.
In order to take into account attached images, some commercial spam filters
use techniques based on the extraction of image signatures, while only a plug-in of
the SpamAssassin spam filter is capable of analyzing text embedded into images
(http://wiki.apache.org/spamassassin/OcrPlugin). However, these solutions
exhibit a very poor generalisation capability, in particular the SpamAssassin’s plugin provides only a boolean attribute indicating whether more than one keyword
among a given set is detected in the text extracted by an OCR system from attached
images. Recent works proposed to detect the presence of text by using low-level
2
3

http://www.spamarchive.org
http://spamassassin.apache.org
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Hidden bogus text:
Free E Cards The XFiles sorry stars
battle
...
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Figure 4.4: Example of spam e-mail in which the text of the spam message is
embedded into an attached image. The subject and body fields contain only bogus
text.
features like colour distribution, texture and the area of text regions (Wu et al.,
2005; Aradhye et al., 2005). However, to our knowledge, no study has addressed the
problem of analysing the semantic content of e-mails by taking into account the text
information embedded into images. In the next section we discuss this problem and
propose an approach to spam filtering based on the analysis of the text embedded
into images.

4.3

Handling spam e-mails with text embedded
into images

In this Section we describe the approach to the problem of filtering spam e-mails
with text embedded into attached images, introduced by us in (Fumera et al., 2006),
aimed to increase filter reliability on this kind of messages. Our solution is based
on the following consideration: text embedded into images plays the same role as
text in the body of e-mails without images, namely it conveys the spam message.
Therefore the text contained in the e-mail’s body and that embedded into images
can thus be viewed simply as a different “coding” of the message carried by an email. Accordingly, we propose to carry out the semantic analysis of text embedded
into images using text categorisation techniques like the ones applied to the body
of the e-mail. The basic idea is to extend the phase of tokenisation in the document
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Images

Figure 4.5: Example of spam e-mail containing text embedded into several attached
images. In this case the text in the subject and body fields is more clearly identifiable
as spam than the text embedded into the images.

Hidden bogus text:
in 1861 in fact Super
Bowl Commercials in
1806 rest
...

Image

Figure 4.6: An example of a phishing e-mail in which the text of the whole message
is embedded into an attached image, while the body field contains only hidden bogus
text.
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Figure 4.7: The tokenisation phase is extended by including the plain text extraction
by OCR from attached images, besides plain text extraction from the subject and
body fields. These two kinds of text can then be handled in several ways in the
others e-mail processing phases.
processing steps of a TC system, described in Sect. 2.1, also including plain text
extraction from attached images by OCR tools, as well as from the subject and
body fields (see fig. 4.7).
In the context of the considered application, this immediately raises two issues.
Firstly, is the OCR computational cost compatible with the huge amount of e-mails
handled daily by server-side filters? Secondly, spammers could use content obscuring
techniques (as in the case of body text) by distorting images to the extent that OCR
techniques would not be able to extract any meaningful text.
Concerning the first issue, we point out that computational complexity could be
reduced by using a hierarchical architecture for the spam filter, like those described
in Chapter 3. Text extraction and analysis could be carried out only if previous
and less complex modules were not able to reliably determine whether an e-mail is
legitimate or not. To further reduce computational complexity, techniques based
on image signature could be employed: although they are ineffective in recognising
similar (but not identical) images, they can nevertheless avoid the re-processing of
identical images (note that a server-side filter is likely to handle several copies of
identical spam e-mails sent to different users). For instance, the text extracted by an
image could be stored together with the image signature, so that it is immediately
available if an image with the same signature has to be analysed.
Concerning the second issue, it should be noted that at present no content obscuring techniques are used by spammers for text embedded into attached images,

58

Chapter 4. Filtering of spam e-mail with images

as observed also in (Wu et al., 2005). Moreover, we believe that content obscuring
can not be excessive in the most harmful forms of spam like phishing, in which
e-mails should look as if they come from reputable senders, and thus should be
as “clean” as possible. However, it is likely that in the future spammers will try
to make OCR systems ineffective without compromising human readability, for instance by placing text on non-uniform background, or by techniques like the ones
exploited in CAPTCHAs. In particular, CAPTCHAs have proven to be a hard challenge for OCR systems, although some of them have been defeated (Baird et al.,
2005a; Chellapilla et al., 2005), and several researchers believe that many of today’s
CAPTCHAs are vulnerable (see for instance (Baird et al., 2005b)). This issue is
thus not of immediate concern, although it could become relevant in the future.
We now discuss in the following how to extend others standard e-mail processing step (indexing, classification and decision phase), in order to handle the two
kinds of text source, extracted during tokenisation phase, namely the standard email’s text content (subject and body) and the text extracted from attached images,
respectively denoted in the following as “T” and “I”.
Indexing: for e-mails containing text embedded into images, a possible choice is
to use both the terms belonging to such text and the ones belonging to the subject
and body fields to compute the feature vector (see fig. 4.8-center). However in
spam e-mails with attached images the whole spam message is often embedded into
images, while the body field contains only bogus text or random words (as in the
examples in Figs. 4.4,4.6). Therefore in such cases can be usefull to compute the
feature vectors using only the text extracted from attached images, while text in
the subject and body is disregarded (see fig. 4.8-right). Obviously, in all cases if an
e-mail does not contain attached images, its feature vector has to be computed as
usual from the text in the subject and body fields.
We point out that, since text extracted from the subject and body fields of an
e-mail and text extracted from attached images are viewed as playing an identical
role of carrying the e-mail message, the term dictionary used for feature vector
generation can be constructed from training documents by merging terms belonging
to these two kinds of text. On the other hand, it should be taken into account that a
dictionary in which clean digital text is mixed with noisy text (due to OCR errors)
could affect the generalisation capability of a text classifier. To avoid including
spurious terms generated by OCR noise in the dictionary, we can also consider to
use only the terms coming from the subject and body fields to create it.
Classification: feature vector generated using text embedded in images can be
classified by the standard text classifier, trained using only subject and body’s text
of training e-mails (see fig. 4.9-left), the rationale is that spam’s contents carried
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Figure 4.8: The standard indexing phase (left) can be extended by considering both
text source (center) or only text extracted from images (right).

by images is usually very similar to those sent using standard text e-mails. In
addition this choice permit, like during dictionary construction, to avoid that OCR
noise affects the generalisation capability of the text classifier. However if a text
classifier is trained only on clean digital text, its categorisation accuracy could be
poor on text affected by OCR noise. This issue has recently been experimentally
investigated in (Vinciarelli, 2005), in the context of categorisation of noisy text
obtained from different kinds of media, among which OCR. For the purposes of
this work, it is worth noting that results obtained in (Vinciarelli, 2005) showed that
state-of the art text categorisation algorithms (based on SVMs) trained on clean
digital text are resilient to noise introduced by OCR, and that performance loss is
minimal in tasks in which a high precision is required, and recall values up to 6070 percent are acceptable. We point out that the task of e-mail categorisation for
spam filtering fits this characteristic, since a high precision on spam e-mails (i.e. a
small false positive misclassification rate, namely the fraction of legitimate e-mails
misclassified as spam) is more important than a high recall (i.e. a small false negative
misclassification rate). This means that using a text classifier trained only on clean
digital text can be feasible, at least in principle, for the specific task considered in
this work, namely for categorisation of text extracted by OCR from images attached
to e-mails.
On the other hand, experimental analysis reported in (Ittner et al., 1995) shown
that, employing also in the training phase texts affected by the same source of
noise of test documents (OCR’s noise in this case), we can achieve categorisation
performance comparable to those obtainable in the case of noise-free text. Therefore
it is reasonable also to utilise during this phase a classifier trained using both kind
of text sources (see fig. 4.9-center), able to classify e-mails with or without images,

60

Chapter 4. Filtering of spam e-mail with images
Feature Vector
(T, T+I, I)

Training set
(T)

Classifier

Score

Feature Vector
(T, T+I, I)

Training set
(T+I)

Classifier

Score

Feature Vector
(I)

Training set
(I)

Classifier

Score

Figure 4.9: During classification phase, any feature vector generated in the indexing
phase can be classified by the standard text classifier (left) or using the one trained
on both text sources (center). Besides, feature vectors generated using only text
extracted from images (denoted by “I”) can be also categorised by a specialised
classifier (right), trained only on this kind of text source.
or to classify e-mails with text embedded in images by a specialised classifier trained
only on image’s text (see fig. 4.9-right). In the last case e-mails without images has
to be categorised using a the standard text classifier.
We finally point out that the effectiveness of the different implementations described above can strongly depend on the characteristics of spam e-mails. As an
example, in the two data sets used for our experiments (see Sect. 4.4) we found
that many e-mails with text embedded into images also contain clean digital text
easily identifiable as spam in the body field, and not only random words or bogus
text. This means that using a unique feature vector representation of the e-mail
text, mixing body text and text extracted by OCR, could be a suitable approach
for these data sets. Instead, if the body of most spam e-mails with attached images
contained only random words, it could be better to use a distinct representation of
body text and of text extracted from images.
Decision: as described in Section 2.4, the real-valued score s generated at the end
of previous phase is usually converted into a binary decision “filter spam / accept
legitimate e-mail” (+1, −1) by a threshold, usually tuned on a validation set. With
the introduction of image’s text extraction, the new threshold can be estimated in
the same way employed previously, on a validation set generated in the same manner
of the training set (e.g. without considering text embedded in images in both sets).
A more complex decision strategy can also be employed: the two kinds of information source can be also combined at score or decision level (while we considered
above only the combination at feature level), as showed in our experimental analysis report in Section 4.4.3. For example two kinds of scores can be independently
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Figure 4.10: The standard decision phase (left) can be improved by using, for example, a combination rule (like max) which take in accounts scores generated at
classification phase in different ways (right).
computed at categorisation phase, namely one taking into account only terms in
the subject and body fields, and the other one taking into account only terms in
the text extracted from images. The two classification outcomes are then combined
either within the considered module of the spam filter to yield a single decision (see
fig. 4.10).

4.4

Experimental Results

In this section we present an experimental evaluation of the approach introduced in
the previous section for filtering spam e-mails with visual contents. In particular in
section 4.4.3 we will first compare each variant of the proposed approach described
above on one of the largest collection of spam e-mails publicly available: the SpamArchive corpus (www.spamarchive.org), then in section 4.4.4 we will evaluate on
a personal spam corpus the effects of OCR noise.

4.4.1

Datasets

The personal corpus was collected from October 2004 to August 2005 in our mailboxes, and has been used for first experiments and for the evaluation of OCR noise
effects. This corpus is made up of around 21, 000 spam e-mails, among which around
4% contain attached images with embedded text, the e-mails in the examples of Figures 4.4-4.6 belong to this corpus. We point out that at the beginning of our analysis
of the spam filtering problem, to our knowledge there were no publicly available data
sets of spam e-mails containing attached images.
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Figure 4.11: Rate of spam e-mails with attached images for each month.
The SpamArchive corpus is a collection of spam e-mails (periodically updated)
donated by end users for testing, developing, and benchmarking anti-spam tools.
This corpus is subdivided in two sub sets: “submit” (e-mails directly sent by users)
and “submit automated” (e-mails sent by automatic tools), in this work we considered over 162, 000 spam messages belonging to the first set (the bigger), of which
around 10% contained attached images (see Fig. 4.4.1) collected upto May 2006.
Classifier training requires a data set containing samples of both e-mail categories, namely spam and legitimate e-mails. However, to our knowledge the only
publicly available large data set of legitimate e-mails is the Enron data set (Klimt
et al., 2004) (http://www.cs.cmu.edu/∼enron/). This data set is made up of more
than 600, 000 e-mails, related to 158 users. Some other data sets containing legitimate e-mails exist (for instance the LingSpam 4 and SpamAssassin 5 archives, but
their size is much smaller than that of the two data sets of spam e-mails used in
these experiments. We therefore chose to use a subset of the Enron corpus as a
source of legitimate e-mails for our experiments. Unfortunately the Enron data set
does not contain e-mails with attached images (as in the other data sets mentioned
above). This can be a limitation to our experiments, although it should be noted
that legitimate e-mails containing text embedded into attached images should be
much rarer than spam e-mails. As suggested in (Klimt et al., 2004), to avoid many
duplicate e-mails we first discarded from the Enron data set the ones in the “deleted
items”, “all documents” and “sent” folders, reducing it to about 200, 000 e-mails.
We then selected two subsets of legitimate e-mails to be added to our data set of
4
5

http://iit.demokritos.gr/skel/i-config/downloads/lingspam public.tar.gz
http://spamassassin.apache.org/publiccorpus/
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spam e-mails and to the SpamArchive data set. The number of legitimate e-mails for
the two data sets was chosen so that the ratio between spam and legitimate e-mails
was 3:2, according to recent estimates about true e-mail traffic. We first considered
all e-mails related to the years 2000 and 2001 (since these were the most represented
years), chronologically ordered them, selected the first 15, 000 and 108, 000 e-mails,
and added them respectively to our data set of spam e-mails and to the SpamArchive
data set.

4.4.2

Experimental setup

To make several runs of the experiments, the spam e-mails of our data set and
of the SpamArchive data set, and the legitimate e-mails taken from the Enron
corpus, were first chronologically ordered on the basis of the date in the “Received”
field, and then subdivided (in chronological order) respectively into three and ten
data sets, each one of about 12, 000 and 22, 000 e-mails respectively. Each of these
data sets was further subdivided, in chronological order, into training, validation
and test sets, respectively containing 45%, 15% and 40% of the e-mails. We point
out that the chronological subdivision was done due to the marked time-varying
characteristics of spam: a random subdivision into training, validation and testing
e-mails would not reflect the operation of a real spam filter and could lead to an overoptimistic performance estimation. The experiments described below were carried
out on the training, validation and test set of each run independently, by employing
the approaches described in Section 4.3.
To perform OCR on images attached to e-mails, we used the commercial software ABBYY FineReader 7.0 Professional (http://www.abbyy.com/). We did not
perform the preliminary training of this software, and used default parameter settings (obviously in a real spam filter the OCR software should be optimised to the
specific kinds of images with embedded text attached to e-mails). The only exception was the use of a fixed resolution setting of 75 dpi for all images, this choice
was determined by the fact that in the header of several images of our data set the
resolution indicated was not correct and was very different from the true one, which
could negatively affect OCR performance. The value of 75 dpi we used was midway
between the maximum and minimum resolution found in our images, and gave a
good OCR performance.
The standard tokenisation phase,namely the extraction of the plain text from the
subject and body field of e-mails and the HTML parsing (if any), was carried out using the open-source SpamAssassin spam filter6 . While, punctuation and stop words
were removed, and stemming was then carried out, using the software SMART7 .
6
7

http://spamassassin.apache.org.
ftp://ftp.cs.cornell.edu/pub/smart/.
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Dictionary lists, with between 40, 000 and 44, 000 distinct terms, were obtained in
the different runs, both from our data set of spam e-mails and from the SpamArchive
data set. In particular the dictionary was constructed in two ways: by employing
only the terms in the subject and body fields or by considering also terms extracted
only from attached images.
For each kind of dictionary, during the indexing phase, feature vectors were
generated in three ways: by considering only term extracted from subject and body
fields (denoted as “T ”), using only terms extracted from attached images (denoted as
“I”) and by merging the two information types (denoted as “T + I”). In particular,
the experiments have been carried out using the four kinds of features widely used
in text categorisation described in Section 2.2: binary weights, number of term
occurrences (with subsequent euclidean normalization of the feature vector), term
frequencies and tf-idf measure. While feature selection was performed on the training
set using the classifier-independent Information Gain criterion (Sebastiani, 2002).
Experiments have been repeated using 2, 500, 5, 000, 10, 000, and 20, 000 features.
A SVM was used as text classifier, given its state-of-the-art performance on
text categorisation tasks. The SVM-light software (Joachims, 1998), available at
http://svmlight.joachims.org/, was used for the SVM training on the three
kinds of feature vectors, generated during indexing phase (T ,T + I and I). However as described above, the Enron corpus does not contain e-mails with attached
images, while some images attached to spam e-mails do not contain text informations. Therefore in order to construct a training set which take in account only text
embedded in spam images, we chose to take all spam feature vector previously denoted as “I”, which contain at least one term, and those legitimate feature vectors,
denoted as T , that are more similar, on the basis of a similarity measure (the scalar
product), to the spam samples previously selected. In this manner we construct a
training set (denoted in the following as I) which contain the same number of spam
and legitimate e-mails. We point out that, in order to obtain reliable performance,
e-mail without attached images has to be classified only using a classifier trained
employing also text of subject and body fields.
In spam filtering tasks a false positive error (labelling a legitimate e-mail as
spam) is more costly than a false negative error (labelling a spam e-mail as legitimate). Therefore, a suitable working point on the receiver operating characteristic
(ROC) curve has to be found, according to specific application requirements. To
this aim, the minimisation of a weighted combination of false positive and false negative misclassification rates (denoted from now on respectively as FP and FN) was
proposed in several works (for instance, (Androutsopoulos et al., 2000; Wang et al.,
2005)). However, the definition of misclassification costs for this application is somewhat arbitrary, and no consensus exists in literature, so in our experiments we chose
to evaluate classification performance in terms of the whole ROC curve. Different
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points of the ROC curve were obtained by setting different decision thresholds t on
the SVM output (s), using an approach analogous to (Zhang et al., 2004). Spam
and legitimate training e-mails were labeled respectively as +1 and −1. Accordingly,
at classification phase an e-mail was labeled as spam (legitimate), if s ≥ t (s < t).
Each value of t (corresponding to a single point of the ROC curve) was computed on
validation e-mails (not used during the SVM training phase) generated in the same
way of the training set, by minimising FN, while keeping FP below a given value.
The results of our experiments are presented in the next sections.

4.4.3

Results on the SpamArchive Corpus

Fig. 4.12 shows the test set ROC curve (FP vs FN rate) obtained on the spamArchive
corpus, averaged over the twelve runs of the experiments, for the case of 20, 000
features of the tf-idf kind and text of subject and body fields (T ) was employed
for dictionary construction and classifier training. The three curves correspond to
the indexing methods T , T + I and I (described above) employed for test samples.
Each point of the ROC curves corresponds to a different value of the FP rate chosen
on the validation set. Qualitatively similar results were also obtained for all the
other combinations of kind and number of features considered. In the ROC curves
of Fig. 4.12 the most relevant working points for the design of spam filters are
the ones corresponding to FP lower than 0.02. We point out that lower values of
FP and FN than those in Fig. 4.12 are required in real spam filters. However in
our experiments only a single module based on a text classifier was used, while
real filters also exploit other modules among the ones described in Section 4.2.
We also point out that the above results are not directly comparable to the ones
reported in other studies about spam filtering with text categorisation techniques,
given that different (and often smaller) data sets are used by different authors, and
that performance is often evaluated using measures different than the ROC curve,
as explained previously,or using a single working point of the ROC curve. A rough
comparison can be made with results reported in (Cormack et al., 2006), where an
attempt to compare the results of different studies was made, recasting them, if
possible, to common measures. Disregarding the differences in the data sets and in
the experimental settings, the results summarised in (Cormack et al., 2006) seem to
show that, for values of FP below 2%, lower FN values than the ones in Fig. 4.12 can
be attained by other spam filters based on text classification methods proposed in
literature. Anyway, we point out that the purpose of this work was not to design a
high-performance spam filter, but to investigate whether the performance of a given
filter on spam e-mails with attached images can be improved by also taking into
account the text information embedded into images.
Remember that only spam e-mails contained attached e-mails. Therefore, when
text embedded into images was taken into account at classification phase, all the
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Figure 4.12: Test set ROC curves (false positive misclassification rate (FP) vs false
negative misclassification rate (FN)) averaged over the twelve runs of the experiments carried out with 20, 000 features of tf-idf kin and text of subject and body
fields (T ) was employed for dictionary construction and classifier training. The
three curves correspond to the indexing methods T , T + I and I (described above)
employed for test samples.
other experimental conditions being equal (namely the kind and number of features,
and the maximum allowed FP value), only the value of FN could change (for the
subset of e-mails with images). We found that the use of the text embedded into
images allowed the attainment of lower values of FN although this is not evident
from the whole ROC curve due to the fact that e-mails with embedded images
were only about 10%. To precisely assess the categorisation performance attained
on e-mails with embedded images, in Tables 4.1-4.4 we reported the fraction of
misclassified test set e-mails among the ones containing attached images, averaged
over the twelve runs of the experiments, for the four different kind of features and
for four values of the maximum allowed FP value (0.050, 0.030, 0.010 and 0.005).
These results refer again to 20, 000 features, but similar results were obtained when
lower number of features were used. We again point out that in our experiments
e-mails with attached images are the only ones for which the label assigned by the
classifier depends on whether text embedded into images is taken into account or
not, the other experimental conditions as described above being equal.
First of all, Tables 4.1-4.4 shows that even when only the text in the subject and
body fields was used (see the first row of each table), most of the e-mails containing
attached images were correctly classified, especially for higher values of FP. This
means that in our data set, e-mails with text embedded into images often contained
also digital text in the subject and body fields which allowed the identification of
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Text Indexing
Dict. Train Test
T
T
T
T

T

T+I

T

T

I

T

T+I

T+I

T

T+I

I

T

I

I

T+I

T+I

T+I

T+I

T+I

I

T+I

I

I

Maximum allowed overall FP
0.050
0.030
0.010
0.005
0.057
0.097
0.313
0.465
(0.062) (0.071) (0.155) (0.211)
0.041
0.084
0.270
0.381
(0.046) (0.060) (0.171) (0.229)
0.046
0.088
0.285
0.372
(0.033) (0.051) (0.175) (0.219)
0.030
0.051
0.165
0.273
(0.035) (0.048) (0.112) (0.162)
0.022
0.039
0.119
0.214
(0.021) (0.030) (0.068) (0.127)
0.026
0.041
0.082
0.110
(0.028) (0.033) (0.051) (0.060)
0.030
0.048
0.170
0.282
(0.037) (0.049) (0.118) (0.174)
0.022
0.033
0.125
0.223
(0.021) (0.027) (0.072) (0.133)
0.026
0.034
0.069
0.096
(0.024) (0.032) (0.051) (0.053)

Table 4.1: Fraction of misclassified testing spam e-mails among the ones containing
attached images of the SpamArchive corpus. Different values of the maximum allowed FP rate has been considered (computed on the validation set), when 20, 000
feature of the tf-idf kind was used. Reported values are averaged across the ten
runs of the experiments and standard deviation is reported between parentheses.
The first column reffer to text source employed for Dictionary generation. The
columns “text indexing” refer to the way in which e-mails text source are employed
to construct the feature vector representation of training and testing e-mails.
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Text Indexing
Dict. Train Test
T
T
T
T

T

T+I

T

T

I

T

T+I

T+I

T

T+I

I

T

I

I

T+I

T+I

T+I

T+I

T+I

I

T+I

I

I

Maximum allowed overall FP
0.050
0.030
0.010
0.005
0.066
0.105
0.370
0.607
(0.073) (0.096) (0.222) (0.262)
0.028
0.065
0.331
0.556
(0.035) (0.066) (0.242) (0.294)
0.052
0.087
0.302
0.460
(0.040) (0.048) (0.222) (0.260)
0.018
0.040
0.249
0.469
(0.026) (0.051) (0.192) (0.321)
0.031
0.049
0.176
0.342
(0.033) (0.041) (0.140) (0.289)
0.035
0.047
0.088
0.111
(0.022) (0.029) (0.030) (0.038)
0.018
0.039
0.249
0.481
(0.025) (0.049) (0.196) (0.328)
0.031
0.048
0.174
0.351
(0.032) (0.040) (0.145) (0.296)
0.020
0.028
0.071
0.108
(0.012) (0.014) (0.027) (0.045)

Table 4.2: Same results of table 4.1, when term frequencies kind of feature was used.
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Text Indexing
Dict. Train Test
T
T
T
T

T

T+I

T

T

I

T

T+I

T+I

T

T+I

I

T

I

I

T+I

T+I

T+I

T+I

T+I

I

T+I

I

I

Maximum allowed overall FP
0.050
0.030
0.010
0.005
0.073
0.126
0.396
0.533
(0.079) (0.104) (0.187) (0.224)
0.049
0.087
0.277
0.386
(0.062) (0.073) (0.153) (0.210)
0.048
0.096
0.295
0.390
(0.038) (0.057) (0.175) (0.221)
0.041
0.062
0.202
0.317
(0.051) (0.061) (0.128) (0.168)
0.037
0.054
0.164
0.250
(0.032) (0.046) (0.118) (0.161)
0.027
0.047
0.095
0.120
(0.026) (0.030) (0.054) (0.061)
0.041
0.065
0.206
0.326
(0.051) (0.065) (0.132) (0.178)
0.037
0.054
0.167
0.265
(0.033) (0.046) (0.118) (0.173)
0.028
0.044
0.085
0.110
(0.023) (0.027) (0.029) (0.048)

Table 4.3: Same results of table 4.1, when term occurrences (with euclidean normalisation) kind of feature was used.
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Text Indexing
Dict. Train Test
T
T
T
T

T

T+I

T

T

I

T

T+I

T+I

T

T+I

I

T

I

I

T+I

T+I

T+I

T+I

T+I

I

T+I

I

I

Maximum allowed overall FP
0.050
0.030
0.010
0.005
0.093
0.163
0.405
0.600
(0.070) (0.102) (0.182) (0.190)
0.087
0.129
0.241
0.373
(0.059) (0.087) (0.133) (0.202)
0.076
0.159
0.349
0.563
(0.039) (0.085) (0.158) (0.199)
0.064
0.096
0.193
0.288
(0.050) (0.069) (0.110) (0.156)
0.047
0.114
0.238
0.371
(0.033) (0.088) (0.143) (0.213)
0.071
0.081
0.153
0.179
(0.056) (0.059) (0.101) (0.106)
0.066
0.097
0.198
0.291
(0.050) (0.068) (0.110) (0.155)
0.051
0.114
0.246
0.376
(0.038) (0.088) (0.142) (0.201)
0.073
0.089
0.133
0.163
(0.059) (0.066) (0.076) (0.085)

Table 4.4: Same results of table 4.1, when binary kind of feature was used.
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them as spam. Nevertheless, these results shows that when the text automatically
extracted from images was also taken into account, the number of misclassified spam
e-mails always decreased.
In particular, using only at classification phase the text extracted from attached
images (see table entries denoted with Dictionary T and text indexing of training
set T ) allow to obtain a significant reduction of the fraction of misclassified e-mails.
This result confirm that the text content embedded into images is more similar to
standard text contents and allow to recognize image’s text. While, when both kinds
of text were employed also for classifier training (see table entries corresponding to
indexing text of training set T +I) the fraction of misclassified e-mails was reduced up
to around one half, which demonstrate that the use of image’s text during classifier
training do not negatively affects performace, but can increase filtering reliability.
Finally, higher improvements can be obtained for the lowest values of the required FP
rate by employing a specialised classifier, trained only on text embedded in images
(as described in previous section), in particular this approach allow to obtain a
reduction FN up to one third, with respect to the case when text embedded into
images was not taken into account (reported in the first row of each table). We
point that the above results shown that the use of text embedded in images also for
Dictionary generation do not give significant improvements on filtering accuracies.
To sum up, the above results provide evidence that text information embedded into attaches images can be effectively exploited to improve the categorisation
reliability of a spam filter, using state-of-the-art text categorisation techniques.
From Tables 4.1-4.4 one can wonder whether the improvement in categorisation
accuracy attained using text automatically extracted from images was due only
to the correct classification of some e-mails that were instead misclassified when
only the text into the subject and body fields was used. To investigate this issue,
we compared the fraction of e-mails correctly and wrongly classified among the
ones containing attached images in the personal data set, attained by using at
classification phase only the text in the subject and body fields (T ), and by using
the text automatically extracted from images (both T + I and I).
The results reported in Tables 4.5 and 4.6, averaged over the twelve runs of the
experiments, are carried out by using 20, 000 features of tf-idf kind, when text of
subject and body fields (T ) were employed for dictionaryconstructionn and classifier
training. Analogous results were obtained for the other kinds of features. From
Table 4.5 it can be seen that a certain fraction of e-mails (between 0.049 and 0.165,
depending on the maximum allowed overall FP rate) were misclassified using only
the text in the subject and body fields (T), but were correctly classified as spam
when also the text embedded into images was used at classification phase (T + I).
However it can also be seen that a fraction between 0.035 and 0.081 of e-mails
that were correctly classified using only the text in the subject and body fields,
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trn:T tst:T

Maximum allowed overall FP
0.030
0.010
0.005
trn:T tst:T+I
trn:T tst:T+I
trn:T tst:T+I
1
0
1
0
1
0
0.868
0.035
0.597
0.089
0.454
0.081
1
(0.076) (0.027) (0.181) (0.084) (0.242) (0.071)
0.049
0.048
0.133
0.181
0.165
0.300
0
(0.027) (0.052) (0.069) (0.131) (0.079) (0.189)

Table 4.5: Comparison between the fraction of correctly and wrongly classified emails among the ones containing attached images in the spamArchive data set,
attained by using at classification phase feature vectors T and T + I. These results,
averaged over the twelve runs of experiments, was obtained by employing 20, 000
features of tf-idf kind and the text in the subject and body fields for dictionaryconstructionn and classifier training. Standard deviation is reported between brackets.

trn:T tst:T

Maximum allowed overall FP
0.030
0.010
0.005
trn:T tst:I
trn:T tst:I
trn:T tst:I
1
0
1
0
1
0
0.833
0.070
0.514
0.172
0.388
0.147
1
(0.082) (0.047) (0.214) (0.119) (0.261) (0.089)
0.079
0.018
0.199
0.114
0.239
0.226
0
(0.052) (0.023) (0.089) (0.090) (0.096) (0.161)

Table 4.6: The same comparison as in Table 4.5, but referred to the case in which
only the text automatically extracted from images was used at classification phase
(I).
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was misclassified when text automatically extracted from images was taken into
account. Since the latter fraction was lower than the former, the net results was
the improvement of categorisation accuracy which was observed in Tables 4.1-4.4.
However the results in Table 4.5 clearly show that for some e-mails text embedded
into images was detrimental to their correct classification. Similar considerations
can be drawn from Table 4.6, in particular in this case the fraction of spam e-mails
that were misclassified by both classification approach was lower than the main
part of results reported in the above tables, the only exception was the specialised
classifier (the one trained only on image’s text), for lower values of the FP rate. For
these reasons in the next section we investigated the improvements attainable by
using some combination rule, at decision levels, of the two information sources.
Evaluationn of the use of Combination Rules at the Decision Level
In this section we evaluated the performance attainable byconsideringg two combinations strategies at decision level:
Single classifier (max{T, I}): in this case we classify two feature vector xT and
xI ,relatedt to the two complementary content type, namely text of subject
and body fields (T ) and textembeddedd in images (I), by employing a single
classifier (trained using also standard text content). Then the e-mail is labelled
as spam by applying the threshold to the maximum of the two scores obtained
(max{s(xT ), s(xI )} ≥ t).
Two specific classifiers (or{T, I}): in this case the two feature vector xT and xI are
classified separately by two classifiers each specialised (trained) on one of the
twokindss of text content. Then the e-mail is labelled as spam when one of the
two scores is above thecorrespondentt threshold (sT (xT ) ≥ tT or sI (xI ) ≥ tI ).
We point out that in this case we cannot employ a single threshold because
the two scores are generated from twodifferentt classifiers.
The results are summarised in Tables 4.7-4.10
From these results we can see that, being equal thekindd of features and the
required value of the FP rate, the use of a score/decision combination rule allow to
obtain the highest improvement. This means that the spam message with attached
images could be often recognised by the classifier either using only the text in the
subject and body fields (T ), or using only the text embedded into images (I). The
rationale is based on these two consideration: spammers try to confuse filters by
adding bogus text into e-mail’s body, so discarding this text we can can improve
filter reliability on those e-mails (see the examples reported in fig. 4.4 and 4.6). On
the other hand, there are some spam e-mails with attached images, like the one
reported in fig. 4.5, which do not contain any usefull text embedded into images
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Text Indexing
Dict. Train
Test
T
T
max{T,I}
T

T+I

T

T,I

T+I

T+I

T+I

T,I

Maximum allowed overall FP
0.050
0.030
0.010
0.005
0.009
0.018
0.114
0.226
(0.015) (0.023) (0.090) (0.161)
max{T,I} 0.007
0.016
0.062
0.136
(0.010) (0.018) (0.052) (0.096)
or{T,I}
0.008
0.013
0.043
0.067
(0.010) (0.014) (0.041) (0.050)
max{T,I} 0.007
0.015
0.063
0.143
(0.010) (0.017) (0.054) (0.101)
or{T,I}
0.008
0.013
0.037
0.059
(0.011) (0.015) (0.040) (0.047)

Table 4.7: Fraction of misclassified testing spam e-mails among the ones containing
attached images, obtained in the same condition considered in Table 4.1. The first
column reffer to text source employed for Dictionary generation. The columns “text
indexing” refer to the way in which e-mails text source are employed to construct
the feature vector representation of training andtestingg e-mails. In particular we
denoted as “T, I” the case when two classifiers arecombinedd, trained respectively
only on T or Ifeaturea vectors.

Text Indexing
Dict. Train
Test
T
T
max{T,I}
T

T+I

T

T,I

T+I

T+I

T+I

T,I

Maximum allowed overall FP
0.050
0.030
0.010
0.005
0.008
0.022
0.162
0.358
(0.012) (0.030) (0.169) (0.256)
max{T,I} 0.006
0.014
0.112
0.287
(0.010) (0.019) (0.122) (0.284)
or{T,I}
0.008
0.014
0.047
0.086
(0.009) (0.015) (0.031) (0.045)
max{T,I} 0.006
0.013
0.109
0.295
(0.010) (0.018) (0.121) (0.289)
or{T,I}
0.007
0.010
0.036
0.084
(0.008) (0.011) (0.026) (0.050)

Table 4.8: Same results of table 4.7, when term frequencieskindd of feature was
used.
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Text Indexing
Dict. Train
Test
T
T
max{T,I}
T

T+I

T

T,I

T+I

T+I

T+I

T,I

Maximum allowed overall FP
0.050
0.030
0.010
0.005
0.012
0.026
0.150
0.265
(0.022) (0.036) (0.113) (0.189)
max{T,I} 0.014
0.022
0.098
0.184
(0.019) (0.025) (0.093) (0.140)
or{T,I}
0.010
0.018
0.047
0.078
(0.013) (0.020) (0.035) (0.049)
max{T,I} 0.015
0.023
0.099
0.197
(0.019) (0.024) (0.093) (0.153)
or{T,I}
0.011
0.018
0.043
0.070
(0.016) (0.021) (0.031) (0.038)

Table 4.9: Same results of table 4.7, when term occurrences (with euclidean normalisation)kindd of feature was used.

Text Indexing
Dict. Train
Test
T
T
max{T,I}
T

T+I

T

T,I

T+I

T+I

T+I

T,I

Maximum allowed overall FP
0.050
0.030
0.010
0.005
0.018
0.039
0.162
0.357
(0.028) (0.050) (0.116) (0.208)
max{T,I} 0.017
0.034
0.138
0.272
(0.015) (0.028) (0.111) (0.213)
or{T,I}
0.018
0.027
0.086
0.138
(0.025) (0.031) (0.067) (0.084)
max{T,I} 0.018
0.034
0.143
0.277
(0.017) (0.030) (0.114) (0.201)
or{T,I}
0.020
0.029
0.078
0.129
(0.028) (0.034) (0.057) (0.072)

Table 4.10: Same results of table 4.7, when binarykindd of feature was used.
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Figure 4.13: Test set ROC curves (FN vs FP) obtained on our corpus of spam
e-mails using 20, 000 features of the tf-idf kind, averaged over the three runs of
the experiments. Dictionaryconstructionn and classifier training was carried out
by employing text of subject and body fields (T ). Three ROC curves are shown,
corresponding to the index methods T , T + Ia and T + Im .
(e.g icons, banners, etc.), therefore without using text of subject and body fields
we cannot obtain a reliable categorisation. Accordingly, separately computing the
corresponding scores and taking their maximum turned out to be a better solution
than both using only the text embedded into images (I), and mixing the two kinds
of text to construct a single feature vector (T + I). We point out that for the lowest
values of the FP rate, which correspond to higher thresholds, the best results can
be obtained only by the combination (at decision level) of two specialised classifiers.

4.4.4

Evaluationn of OCR’s noise effects on the Personal
Corpus

In this section we present a preliminary evaluation of the effects of OCR’s noise to
filtering performance. To this aim we repeated some of the experimentsconsideredd
in section 4.4.3, by also manually extracting text embedded into images. In particular we considered only the cases when classifier was trained by using only feature
vectors denoted as T and T + I (for each dictionary considered). To distinguish
between manual and automatic text extraction, the symbol “I” introduced above
we will followed by the index “m” or “a”, respectively.
Figure 4.13 shows the average ROC curves (over three runs of the experiments)
obtained on our personal corpus of spam e-mails. Similar considerations as for
Figure 4.12 can be made in this case also, except for the fact that in this data set
the difference in performance between the three cases considered are not appreciable
from the ROC curves, due to only a small part of all e-mails contains attached
images.

4.4. Experimental Results

Text Indexing
Dict.
Train
Test
T
T
T
T
T
T + Im
T
T
T + Ia
T
T
Im
T
T
Ia
T
T + Im T + Im
T
T + Ia T + Ia
T
T + Im
Im
T
T + Ia
Ia
T + Im T + Im T + Im
T + Ia T + Ia T + Ia
T + Im T + Im
Im
T + Ia T + Ia
Ia
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Maximum allowed overall FP
0.050 0.030 0.010 0.005
0.073 0.160 0.311 0.478
0.038 0.055 0.124 0.271
0.035 0.061 0.120 0.297
0.040 0.057 0.142 0.192
0.038 0.054 0.138 0.240
0.032 0.053 0.090 0.231
0.030 0.048 0.084 0.221
0.036 0.053 0.073 0.118
0.034 0.042 0.090 0.132
0.032 0.053 0.090 0.231
0.030 0.052 0.092 0.222
0.036 0.053 0.073 0.126
0.034 0.042 0.095 0.126

Table 4.11: Fraction of misclassified testing spam e-mails (averaged across the three
runs of the experiments) among the ones containing attached images of the personal
e-mail corpus. Different values of the maximum allowed FP rate has been considered
(computed on the validation set), when 20, 000 feature of the tf-idf kind was used.
The first column reffer to text source employed for Dictionary generation. The
columns “text indexing” refer to the way in which e-mails text source are employed
to construct the feature vector representation of training andtestingg e-mails.
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Text Indexing
Dict.
Train
Test
T
T
T
T
T
T + Im
T
T
T + Ia
T
T
Im
T
T
Ia
T
T + Im T + Im
T
T + Ia T + Ia
T
T + Im
Im
T
T + Ia
Ia
T + Im T + Im T + Im
T + Ia T + Ia T + Ia
T + Im T + Im
Im
T + Ia T + Ia
Ia

Maximum allowed overall FP
0.050 0.030 0.010 0.005
0.070 0.158 0.367 0.762
0.040 0.087 0.242 0.632
0.039 0.095 0.244 0.628
0.057 0.084 0.185 0.362
0.048 0.086 0.191 0.269
0.040 0.072 0.187 0.639
0.038 0.071 0.202 0.609
0.053 0.081 0.116 0.365
0.047 0.077 0.147 0.270
0.040 0.072 0.186 0.644
0.038 0.071 0.206 0.640
0.053 0.081 0.116 0.365
0.047 0.077 0.147 0.270

Table 4.12: Same results of table 4.11, when term frequencieskindd of feature was
used.

Text Indexing
Dict.
Train
Test
T
T
T
T
T
T + Im
T
T
T + Ia
T
T
Im
T
T
Ia
T
T + Im T + Im
T
T + Ia T + Ia
T
T + Im
Im
T
T + Ia
Ia
T + Im T + Im T + Im
T + Ia T + Ia T + Ia
T + Im T + Im
Im
T + Ia T + Ia
Ia

Maximum allowed overall FP
0.050 0.030 0.010 0.005
0.077 0.189 0.421 0.504
0.042 0.066 0.191 0.241
0.046 0.071 0.195 0.262
0.051 0.059 0.180 0.230
0.050 0.065 0.190 0.360
0.047 0.063 0.143 0.220
0.045 0.068 0.157 0.232
0.052 0.055 0.136 0.203
0.050 0.064 0.168 0.268
0.047 0.063 0.143 0.220
0.045 0.072 0.157 0.236
0.052 0.055 0.136 0.203
0.050 0.064 0.161 0.268

Table 4.13: Same results of table 4.11, when term occurrences (with euclidean normalisation)kindd of feature was used.
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Text Indexing
Dict.
Train
Test
T
T
T
T
T
T + Im
T
T
T + Ia
T
T
Im
T
T
Ia
T
T + Im T + Im
T
T + Ia T + Ia
T
T + Im
Im
T
T + Ia
Ia
T + Im T + Im T + Im
T + Ia T + Ia T + Ia
T + Im T + Im
Im
T + Ia T + Ia
Ia
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Maximum allowed overall FP
0.050 0.030 0.010 0.005
0.130 0.231 0.406 0.503
0.036 0.073 0.127 0.168
0.052 0.078 0.132 0.181
0.028 0.103 0.300 0.344
0.066 0.139 0.401 0.446
0.029 0.057 0.115 0.168
0.053 0.061 0.111 0.162
0.028 0.083 0.318 0.342
0.068 0.126 0.399 0.411
0.029 0.055 0.109 0.163
0.053 0.064 0.111 0.166
0.028 0.083 0.304 0.342
0.068 0.126 0.399 0.411

Table 4.14: Same results of table 4.11, when binarykindd of feature was used.

Tables 4.11-4.14 reports the fraction of misclassified test set e-mails among the
ones containing attached images, averaged over the three runs of the experiments,
for the same conditions of Tables 4.1-4.4. Results are qualitatively similar to those
obtained on the SpamArchive data set. It can, however, be seen that, when only
the text in the subject and body fields was used at classification phase, the fraction
of misclassified e-mails in the SpamArchive data set was lower. Also in this data
set, using the text automatically extracted from images allowed a reduction in the
misclassification rate with respect to using only the text in the subject and body
fields, with greater reductions corresponding to higher FP values.
By comparing results obtained with manual and automatic extraction of text
from images (i.e. T +Ia vs T +Im , and Ia vs Im ) it can be seen that the corresponding
categorisation accuracies were very similar. This means that noise introduced by
OCR did not significantly degrade the performance of the text classifier used with
respect to the ideal condition of zero OCR noise. On the contrary, it can be seen that
sometimes results obtained using text manually extracted were slightly worse than
in the cases of text automatically extracted, especially when only text extracted
from images was used at classification phase (namely in the cases Ia and Im ). We
found that this counter-intuitive behaviour was due to the fact that sometimes
words not correctly recognised by the OCR software were not typical spam words:
they were instead related to finance or economics, and appeared also in several
legitimate e-mails (remember that legitimate e-mails were taken from the Enron
corpus). Therefore, including these words (when text was manually extracted from
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images) caused the score produced by the text classifier to decrease, becoming in
some cases lower than the decision threshold, thus leading to the misclassification of
the e-mail as legitimate. Results analogous were obtained when the other number
of features were used.
It is worth pointing out that a finer analysis of the effect of differentlevelss of
OCR noise would be an interesting issue for this application, also in view of the
possible use of techniques for content obscuring by spammers. However, this was
beyond the scope of this work, also because no well-established methodology yet
exists to analyse the effect of OCR noise on the performance of text categorisation
systems, as explained in (Vinciarelli, 2005).

4.5

Discussion

In Sect. 4.3 we proposed an approach to anti-spam filtering which exploits the text
information embedded into images sent as e-mail attachments. Our approach is
based on applying state-of-the-art text categorisation techniques to text extracted
by OCR tools from attached images, as well as to text extracted from the subject
and body fields. The extraction of plain text from images is viewed, in our approach,
as part of the tokenisation phase, which is the first step of text document processing techniques. Therefore using the two kind of content information, namely text
of Subject and Body fields and text embedded in images, we extended the other
processing steps (indexing, categorisation and decision phase). In particular, we
proposed to carry out indexing of e-mails either by simply merging the text in the
subject and body fields and that extracted from images, or by using only one of the
two texts, depending on whether the e-mail has an attached image or not. In this
manner we can obtain three differnt kinds of feature vectors that can be employed at
training and classification phase. In addition, on the basis of our first experimental
results, we considered the combination of the two kind of content information at
decision level, by a score and decision combination.
The effectiveness of our approach has been evaluated on two large data sets of
spam e-mails, the publicly available SpamArchive corpus and a personal corpus, in
which respectively 10% and 4% of e-mails contained attached images. These experimental analysis demonstrate that the proposed approach allow the improvement of
the categorisation accuracy on e-mails which contained text embedded into attached
images. In particular in our experiments we achieved a reduction of the fraction of
misclassified spam e-mails (among the ones containing attached images) by employing text extracted from images only during classification (while subject and body’s
text hasbeenn used only for classifier training), which confirm that this text is similar to that usually sent as standard text content. In particular the reduction of
the fraction of misclassified spam e-mails (among the ones containing attached im-
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ages) obtained by employing text extracted from images only during classification
(while subject and body’s text hasbeenn used only for classifier training) confirmed
the assumption that image’s text plays the same role of standard text content and
therefore these two contents are more similar. Ontheh other hand, the use of textembeddedd in images also during classifier training allowed to achieve better results
anddemonstrateethata OCR’s noisy do not negativelyaffectss performance. While
the combination at score/decision level the two information source, namely the score
obtained by using only text embedded or only text of subject and body fields, allowed to achieve the best results with a reduction of misclassification rate up to one
order of magnitude. We point out that the results obtained in the last case which
indicate, as discussed in section 4.4.3, that some e-mails with attached images can
be recognised using only the text in the subject and body fields, or using only the
text embedded into images.
In addition a preliminary evaluation of the effects of OCR’s noise to filtering
performance has been carried out on our personal e-mail corpus, by comparing
the performance obtained by employing either automatic or manual image’s text
extraction. This analysis confirmed that the noise introduced by OCR tools do not
significantly impact on filtering reliability.
We point out the main limits of our experiments. Firstly, no legitimate e-mail
among the ones used in our experiments contained attached images (although legitmate e-mails in which the whole text message is embedded into an image are likely
to be much rarer than spam e-mails). Secondly, we used an OCR software not optimised for this task, neither from the viewpoint of the specific kind of images to be
processed, nor from the viewpoint of the computational complexity. Nevertheless,
we believe that our results are a first clear indication that exploiting text information
embedded into images attached to spam e-mails through the use of OCR tools and
text categorisation techniques, as in the proposed approach, can effectively improve
the categorisation accuracy of server-side spam filters. These results are relevant
given that an increasing fraction of spam e-mails has text embedded into images,
although it is likely that in the future spammers will also apply content obscuring
techniques to images, to make OCR systems ineffective without compromising human readability. Accordingly, analysing the robustness of the approach proposed to
OCR noise is an interesting development of our work.

Chapter 5
Conclusions
The main efforts of the research communities working in the TC field aimed at improving the categorisation accuracy of TC systems have been focused so far on the
improvement of the indexing and classification phases. In this work we addressed
this issue from a different point of view. First, we considered how to improve the
last proccessing step of a TC system, namely the document labelling phase, by
investigating the potential usefulness of the reject option, a technique with great
relevance to pattern recognition applications which require a high classification reliability. Since the theoretical framework based on the minimum risk theory used
to formalize pattern recognition problems with the reject option can not be applied
to TC tasks, we first analyzed the characteristics of different kinds of TC tasks and
of document processing systems, in order to understand which advantages could be
attained by using the reject option, taking into account how rejections could be
handled. This lead us to define three possible approaches (summarized in section
3.5), suitable to different kinds of document processing systems, and to define the
design strategies for the corresponding TC systems. A demonstration of the performances attainable by TC systems with the reject option on a real TC task, using
these approaches, was finally given. As explained in Section 3.5, the scope of our
work is not to be intended as a proposal of TC systems with the reject option tailored to specific TC tasks or document processing systems. We believe instead that
its main contributions are pointing out that the reject option can be a useful tool
also in TC applications, and the development of a framework for the development
of TC systems with the reject option in different kinds of TC tasks and document
processing systems. An interesting follow-up of this work is to investigate methods
for document relevance estimation (in document processing systems like information
retrieval systems), and for computing the reliability of such estimate, in presence of
category assignments withheld by the TC system.
The second problem we addressed was how to improve classification reliability in
a specific TC task, namely spam e-mail filtering. We proposed an approach based on
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exploiting a new information source which has become available due to a new trick
introduced very recently by spammers to circumvent current filtering techniques
based on the analysis of e-mails’ body text, namely the text information embedded
into attached images extracted by OCR tools. Our approach is based on applying
state-of-the-art TC techniques to text extracted by OCR tools from attached images,
as well as to text extracted from the subject and body fields. In particular, in
our approach the extraction of plain text from images is viewed as part of the
tokenisation phase, which is the first step of text document processing techniques.
After tokenisation, as described in Section 4.5, we proposed different methods to
extend the other processing phases in order to take in account the new information
source. The effectiveness of our approach has been evaluated on two large data sets
of spam e-mails, a personal corpus and the publicly available SpamArchive corpus.
Our results are a first clear indication that exploiting text information embedded
into attached images through the use of OCR tools and TC techniques can effectively
improve the categorisation reliability of server-side spam filters. This is a relevant
result since, although spammers could apply content obscuring techniques to try to
make OCR tools ineffective, such a trick can not be exploited in some kinds of spam
e-mails like phishing, which should look as “clean” as possible. Future work on this
problem can be aimed at finding even more effective methods to combine the two
textual information sources, namely e-mail’s body and attached images: the field of
multiple classifier systems can provide useful suggestions to this task.
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Appendix A
An optimised algorithm for
thresholds estimation
When the reject option is implemented in a TC problem by using two thresholds
(tLi ≤ tH
i ) for each class, as described in Section 3.3, we have to estimate the optimal
values of 2m thresholds, that maximise the performance for any given value of the
maximun allowed reject rate. As pointed out in chapter 2, we can not employ a
genirc algorithm for threshold tuning, but we have to optimise each one on the
basis of the specific performance measure considered, therefore we have to solve a
constrained problem of the form:


maxtLi ,tHi {perf ormancemeasure}
reject 6 RJmax

(A.1)

In a real application this problem can not be directly solved, because we have
to known the true a posteriori probability, therefore usally thresholds are estimated
on a validation set. Obviously an exaustive search of the 2m thresholds can be
performed only when the number of categories is small or when the considered
performance measure can be expressed as a combination of some functions of few
thresholds. For these reason in this section we analyse the characteristics of the two
performance measures considered in our experimental analysis, namely F1M and F1µ ,
and then we will described the algorithms developed for threshold estimation in the
case that reject constrain can be expressed separately for each class (rji ≤ RJmax ).
From eq. 2.15 we can see that macro-averaged F1 is defined as the average of the
F1i (i = 1, . . . , m) related to each class i. Therefore, the thresholds tLi ≤ tH
i that
M
maximise F1 can be simply estimated by independently maximise each F1i , using
an exaustive search.
On the contrary, the F1µ measure depends on all 2m thresholds contemporaneously, therefore an exaustive search is computationally intractable. In order to
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reduce search space of optimal thresholds for F1µ , we exploited the following properties:
• F1µ is a non-increasing function of any tLi
∗

∗

• consider the values of the thresholds of category i, (tLi , tH
i ), which maximise
F1µ , for any fixed value of the thresholds of the other classes; now, if the
thresholds of the other classes are changed so as to increase F1µ , with the
H
H∗
constraint rji = const, then values of tLi and tH
can not
i such that ti < ti
µ
further increase F1 .
We point out that the above properties can be also emploied in the case whitout
the reject option (rji = 0), by setting tLi = tH
i = ti .
On the basis of the above properties, we developed an algorithm for maximising
F1µ under the constraint rji = const = RJmax , based on an iterative search in the
space of the 2m threshold values. The thresholds are initially set to zero. The above
properties allow to reduce the search space by considering at each step only higher
values of the thresholds with respect to the current ones, and permit to increment
the thresholds of only one category at a time, while keeping the ones of the other
categories at their current values. Accordingly, at each step, the thresholds of only
one category are changed, provided that F1µ can be increased with rji ≤ RJmax . If
no threshold values satisfying this condition are found, the algorithm terminates.
The algorithm can be schematised as follows.
initilize thresholds tLi = 0, tH
i = 0, i = 0, . . . , m
repeat
for each category ωi
for each k in 0, . . . , kmax
0
set tiH = tH
i + k∆t
0L
set ti as the minimun value such that rji0 ≤ RJmax
∗
∗
select the pair of threshold values (tLi , tH
i ) that
give the maximum improvement of F1µ with respect
to the current value, if any, and set them as new
values for the corresponding category
until a higher F1µ is found with respect to the previous step
Where the parameter ∆t is a predefined discretisation step, while kmax determines the number of different values of tH
i which are explored at each step.
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