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Abstract
Pattern recognition and machine learning techniques have become very popular in several
applications, like speech recognition, hand-written character recognition, text categorisation and image analysis. In particular, pattern recognition systems are increasingly being
used in adversarial classification tasks like biometric identity recognition and verification,
intrusion detection in computer networks and spam filtering. In these tasks, malicious adversaries can manipulate data at operation phase to make a classifier ineffective. As an instance, a spammer may camouflage his spam e-mails to evade a spam filter. Current pattern
recognition theory and design methods do not take into account the presence of such adversaries at all. Hence, understanding if these methods lead to design secure systems is an open
problem. Accordingly, there is a need of a systematic and unified treatment of adversarial
classification, aimed at extending the theory of pattern recognition and at developing new
design methods for pattern recognition systems in adversarial environments. In this thesis,
we provide a first step toward this direction. Broadly speaking, three main issues need to
be addressed: (1) identifying the vulnerabilities of pattern recognition systems which can be
exploited by an adversary to make it ineffective; (2) evaluating the robustness of pattern classifiers against adversarial attacks; (3) developing methods to design robust pattern classifiers
in adversarial environments.
We start our analysis by introducing the problem of pattern classification and classifier
design, described in Chapter 1. We then provide a main overview of adversarial classification and related works, through a detailed state of the art, presented in Chapter 2. Then,
we describe our contributions to the second and third of the above issues. We propose a
methodology to assess the robustness of a classifier at design phase, against attacks consisting in manipulating malicious samples at operation phase with the aim of making it ineffective. Our methodology is based on simulating the effects of attacks by modifying the feature
vectors of malicious samples available at design phase, and then evaluating the resulting
classifier’s performance degradation as a function of the attack strength. Since the concrete
implementation of our methodology depends on the specific kind of attack to simulate and
on the classifier to evaluate, we give a concrete example of the implementation of two kinds
of attacks which can be of interest in many adversarial classification tasks. The proposed
methodology to assess the robustness of classifiers in adversarial environments is described
in Chapter 3. In Chapter 4, we propose some techniques to design more robust classifiers,
based on the use of multiple classifier systems, and on modifying the training set used to
build a classifier. The rationale behind the former technique is to avoid to over-emphasise
or under-emphasise input features, since their importance may change at operation phase
due to adversary’s attacks. In particular this is generally true when the adversary attacks
by exploiting some knowledge on the decision function. For what concerns the latter technique, which we called robust training, the idea is to add simulated attacks to the training
set of a classifier to make it aware of the possible new attacks that it may incur at operation phase. In Chapter 5, we present an experimental analysis to show how the proposed
methodology to assess classifiers’ robustness can be used, and to test the effectiveness of the
proposed techniques to design more robust classifiers. We assess the robustness of several
text classifiers used in spam filtering tasks, of a widely used open source spam filter, of two
classifiers used in intrusion detection tasks, as well as the effectiveness of the techniques
that can be exploited to build more robust classifiers, using real and publicly available data
sets. Concluding remarks are eventually highlighted in Chapter 6.

Abstract (Italian)
Le tecniche di pattern recognition e machine learning sono diventate molto popolari in
diverse applicazioni, come il riconoscimento vocale, il riconoscimento di caratteri manoscritti, la categorizzazione dei documenti e l’analisi d’immagine. In particolare, i sistemi di
pattern recognition sono stati usati in modo crescente in applicazioni cosiddette adversarial,
come il riconoscimento dell’identità basato su biometrie, i sistemi di rilevazione delle intrusioni in reti di calcolatori e il filtraggio dello spam, dove esistono avversari malintenzionati
che possono manipolare alcuni dati in fase operativa per rendere il classificatore inefficace.
Ad esempio, uno spammer può modificare opportunamente le sue e-mail (di spam) in modo
da evadere il filtro anti-spam. La teoria del pattern recognition e le relative metodologie
di design non tengono conto della presenza di questi avversari in alcun modo. Quindi,
capire se questi metodi permettono di realizzare sistemi sicuri è ovviamente un problema
aperto. In accordo, esiste la necessità di un trattamento più generale, sistematico e unificato
dell’adversarial classification, con l’obiettivo di estendere la teoria del pattern recognition e
sviluppare nuove metodologie per il design dei sistemi di pattern recognition in ambiente
avverso. In questa tesi, si fornisce un primo passo verso questa direzione. In generale, tre
sono i principali problemi che devono essere analizzati: (1) identificare le vulnerabilità dei
sistemi di pattern recognition che possono essere sfruttate da un avversario per renderlo inefficace; (2) valutare la robustezza dei sistemi di classificazione sotto attacco; (3) sviluppare
metodi per progettare sistemi di classificazione robusti.
Questa tesi inizia introducendo il problema del pattern recognition e della progettazione
dei sistemi di classificazione, descritto nel Capitolo 1. Successivamente, viene illustrato il
problema dell’adversarial classification attraverso un dettagliato stato dell’arte, presentato
nel Capitolo 2. Sono poi presentati i contributi di questa tesi alla seconda e terza problematica evidenziate sopra. In particolare, si è proposta una metodologia per valutare la robustezza dei classificatori in fase di progetto, contro attacchi che consistono nel manipolare
gli esempi della classe “malicious” in fase operativa, per rendere il classificatore inefficace.
La metodologia proposta si basa sulla simulazione dell’effetto degli attacchi modificando
i vettori delle feature degli esempi “malicious” disponibili in fase di progetto, e successivamente valutando il risultante decadimento delle prestazioni del classificatore come funzione dell’intensità dell’attacco. Visto che l’implementazione concreta di questa metodologia dipende dal tipo di attacco che si vuole simulare e dal classificatore da valutare, viene fornito un esempio concreto relativo all’implementazione di due tipi di attacchi che possono
essere di interesse per molti problemi adversarial. La metodologia proposta per valutare
la robustezza dei classificatori in ambiente avverso è descritta nel Capitolo 3. Nel Capitolo 4, vengono proposte alcune tecniche per sviluppare classificatori più robusti, basate
sull’utilizzo dei sistemi di classificatori multipli e sulla modifica del training set usato per
addestrare il classificatore. L’idea alla base della prima tecnica è quella di evitare che il classificatore basi la sua decisione sostanzialmente valutando poche feature rispetto a tutte quelle
disponibili, considerato che la capacità discriminante delle feature può cambiare in fase operativa in relazione agli attacchi degli avversari. In particolare, questo è tipicamente vero
quando l’avversario attacca sfruttando qualche informazione sulla funzione di decisione
usata dal classificatore. Per quanto riguarda la seconda tecnica, chiamata robust training,
l’idea è quella di aggiungere attacchi simulati al training set di un classificatore per renderlo cosciente in qualche modo dei possibili nuovi attacchi che potrebbero verificarsi in
fase operativa. Nel Capitolo 5, viene presentata un’analisi sperimentale per mostrare come

la metodologia proposta possa essere utilizzata per valutare la robustezza degli algoritmi di
classificazione e l’efficacia delle tecniche proposte per migliorare la robustezza degli stessi.
In primo luogo, si è valutata la robustezza di diversi classificatori di testi usati nel filtraggio
dello spam, di un famoso filtro anti-spam open source e di due classificatori usati nei sistemi di rilevazione delle intrusioni nelle reti di calcolatori. Inoltre, si è valutata l’efficacia
delle tecniche che possono essere sfruttate per costruire classificatori più robusti. I data set
usati per questi esperimenti contengono dati reali e disponibili pubblicamente. Nel Capitolo
6 vengono discusse le conclusioni e i potenziali sviluppi futuri di questo lavoro.
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Chapter 1

Introduction

Human beings and some animal species are able to easily recognize and classify objects in a
fast and efficient way. As an instance, you will not experience any problem if asked to recognize your friends in a picture. However, even the top computer scientists will not be able to
translate this process into an algorithm (as accurate as you), since the recognition process is
carried out subconsciously. In other words, it is neither possible to explain nor understand in
detail how the recognition process works. Alan Turing (1912-1954), one of the founders of the
modern computer science, thought that in a few years, machines would be able to automatically read hand-written text, or understand speech. Actually, these are still open research
problems in the pattern recognition and machine learning fields, and very challenging tasks
for computer scientists. More generally, pattern recognition and machine learning address
the problem of automatic pattern classification, including the above mentioned problems as
well as many others, like text categorisation, biometric identity verification, and intrusion
detection in computer networks.
Pattern recognition is “the act of taking in raw data and taking an action based on the category of the pattern” [21]. Typically, a set of samples (the raw data), whose category (or class)
is unknown, is given. The goal is then to design an algorithm which assigns such samples to
one of the possible (predetermined) classes, based on some previous knowledge (typically,
a set of previously collected samples, whose class is known). Furthermore, as soon as the
sample is classified, an action may be taken. As an instance, when an intrusion is detected
in a computer network, the system administrator may decide to temporarily stop the network activity to fix the problem. Pattern recognition and machine learning offer a variety
of algorithms which can be used in many classification tasks. They are typically referred to
as classification algorithms, or classifiers for short. A classifier is usually trained on a set of
collected samples whose class labels are known (referred to as training set), and infers some
properties from the data. When a sample has to be classified, the classifier exploits the acquired knowledge to assign the sample to one among the given classes. The main advantage
of such algorithms is their generalisation capability, namely, their ability to correctly classify
unseen samples (that is, samples which were not present in the training set). The generalisation capability depends on several factors, like the characteristics of the data used to train
the classifier, the number of patterns, the type and number of features used, just to cite a
few. Indeed, there is no best classifier at all, but it is possible to exploit different techniques
to select the classification algorithm which performs best on the task at hand.
1
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Recently, pattern recognition and machine learning techniques have been used in security applications like spam filtering, intrusion detection in computer networks and biometrics, to improve the generalisation capability of traditional security systems. In these applications, the task is to discriminate between legitimate and malicious samples (like ham and
spam e-mails in spam filtering, or legitimate and intrusive traffic in intrusion detection systems), but, here, intelligent and adaptive adversaries (human beings) may modify their samples to defeat the system. In spam filtering, spammers usually modify the content of their
e-mails to have them misclassified as legitimate, for instance by misspelling typical spam
words (like “viagra” as “v1agr4”) or adding good words to spam e-mails [30, 70, 48]. In intrusion detection, a hacker may camouflage intrusive network packets by mimicking the characteristics of legitimate traffic, like packet size, content, and transmission rate, to eventually
evade the intrusion detection system [24]. Hence, the presence of malicious adversaries has
to be taken into account explicitly at design phase to improve the security of pattern recognition and machine learning systems in these kinds of applications. This approach is generally
known as security by design in the security engineering field. As an instance, in the following
we quote a sentence from [3], related to the use of biometric systems.
“If any biometric becomes very widely used, there is increased risk of forgery in
unattended operation: voice synthesizers, photographs of irises, fingerprint molds,
and even good old-fashioned forged signatures must all be thought of in system
design”.
In this thesis we thus argue that pattern recognition and machine learning systems which
operate in adversarial environments should be designed from the beginning not only to have
a high generalisation capability, but also to be robust against potential attacks that may mislead the system. Therefore, we focused on the most important aspects which have been
mainly disregarded since pattern recognition and machine learning algorithms were introduced in security applications, namely
1. identifying vulnerabilities of pattern recognition systems which can be exploited by an
adversary to make them ineffective;
2. evaluating their performance, in terms of generalisation capability and robustness
against attacks;
3. designing robust pattern recognition systems in adversarial environments.
We first provide a state of the art of works in several applications which deal with pattern classification in adversarial environments, according to the above mentioned issues,
to highlight the need for a more systematic and unifying view of these kinds of problems.
Then, we propose a general methodology to assess the performance of classifiers in adversarial applications, explicitly dealing with the issue of robustness. Moreover, we propose
some techniques which can be used to improve the robustness of pattern classifiers at design phase, including the use of multiple classifier systems. We eventually present a thorough experimental analysis to exemplify the application of the proposed approaches and
their effectiveness.
In the next section we describe the typical design scheme for pattern recognition systems, and introduce the problem of pattern classification more formally. Then, in Section
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1.2, we describe the problem of pattern classification in adversarial environments, also referred to as adversarial classification, calling attention to the above mentioned issues. Eventually, in Section 1.3, we underline the main contributions of this thesis.

1.1

Pattern classification

Suppose you are asked to design a system for classifying males and females automatically.
This is indeed a simple pattern recognition task: we are given two classes (males and females), and a set of samples to classify (the individuals). First, what characteristics would
you measure for each individual? A possible choice may be to simply evaluate height and
weight of each individual, since typically men are taller and heavier than women. Intuitively,
we look for some features which we expect to exhibit a high discriminant capability, namely,
whose values are significantly different (similar) for objects belonging to different classes
(the same class). Assuming that a set of individuals, whose class labels and feature values
are known, is given, it is thus possible to plot the samples of each class in the feature space,
as depicted in Fig. 1.1.
110

male
female

100

Weight (Kg)

90
80
70
60
50
40
150

160

170
180
Height (cm)

190

Figure 1.1: Male and female samples in the feature space.

Now, a classification algorithm may be trained on such data to find a classification function, namely, a function which classifies any sample in the feature space either as male or
female, according to its feature values. Notice that this corresponds to partition the feature
space in different decision regions, each one corresponding to a different class. The boundary which separates such regions in the feature space is named decision boundary. Different
classification functions may be obtained by training different algorithms on the given data.
An example is shown in Fig. 1.2.
At this point, one should choose the most appropriate classification model for the task at
hand, based on its performance estimation. Performance estimation is mainly focused on
assessing the generalisation capability of classifiers using specific performance measures,
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Figure 1.2: Different classification functions for the male vs. female classification problem.
Samples in red and blue regions are respectively classified as females and males. Decision
boundaries are shown in black.

although sometimes it may involve other criteria as well, like computational efficiency, depending on the specific application domain. Consider again the classifiers shown in Fig. 1.2.
Intuitively, the classification function depicted in the left plot is expected to have a higher
ability to generalise, namely, to better classify unseen samples. The underlying reason is
that this classifier better reflects the original intuition that men are taller and heavier than
women, although it may misclassify more samples in the training set than the one in the
right plot. Indeed, in this particular case, the classifier in the right plot has specialised on the
classification of the training data, losing generalisation capability. In the pattern recognition
and machine learning literature, this problem is usually referred to as overfitting [21, 12].
This can be also noted by estimating the generalisation capability of the two classifiers on a
testing set, namely, a set of samples not used during the training phase.

Design of PR systems
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Figure 1.3: Design stages of a typical pattern recognition system.

Broadly speaking, the design stages of a pattern recognition system can be summarised
as depicted in Fig. 1.3. First, a set of training data has to be collected and, in case, preprocessed. For instance, this could be the case of a face recognition system, where the acquired face images need to be pre-processed before feature extraction. After that, features
can be extracted from each sample and used to train a classifier, chosen among different
classification
algorithms.
Once a classifier
is trained, ado
set of
unseen
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• Standard
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to estimate its performance. As above mentioned, this is usually referred to as testing set,
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and it basically includes a set of samples that were not used at training phase, whose class
labels are known as well. As an instance, a testing set can be built by simply extracting (and
removing) a number of samples from the training set, before training the classifier. Every
testing sample has to be pre-processed, and its features have to be computed, as done for
training samples. The classifier will then provide an estimated class label for each sample.
The overall performance can be evaluated, as an instance, by comparing the estimated class
labels with the true ones. If the estimated performance meets the application requirements,
the system can be finally released.
In the following, we focus on model selection and pattern classification, giving a more
formal view of these problems, and underlining their main issues. From now on, we assume
samples to be represented through their feature vectors, since feature extraction is already
performed at this point. As previously mentioned, the problem of pattern classification can
be defined as the assignment of a given pattern to one (or more) classes, chosen among a
predefined set. More formally, a pattern can be generally represented as a n-dimensional
feature vector, say x = [x 1 , x 2 , . . . , x n ], whose values can be either numerical or categorical.
The set of predefined classes can be referred to as Ω = {ω1 , . . . , ωc }, assuming c to be the total
number of classes. Now, the classification problem can be stated as the problem of estimating a classification function f ∗ : X → Ω, which maps any input pattern (x ∈ X ) to the
corresponding class (or classes). In statistical pattern recognition, both the input pattern
X ∈ X and its class label Y ∈ Ω are assumed to be random variables, and the aim is to find
a function f (i.e., an estimate of f ∗ ) which minimises f (X) 6= Y , namely, the probability of
classification error. Notice that other measures of performance can be adopted, depending
on the given application. In supervised learning, the classification function f is estimated
from a set of previously collected and labelled samples (i.e., the training set), supposed to
be independent and identically-distributed (i.i.d.). The classification function may also be
estimated from unlabelled data, or from data which contain labelled and unlabelled samples as well. Indeed, these problems have been addressed in the literature respectively as
unsupervised and semi-supervised learning [21, 12].

g1(x)

…
x

gi(x)

argmax

!j

…
gc(x)

Figure 1.4: Canonical model of a classifier. The input pattern x is evaluated by the set of
discriminant functions g 1 (x), . . . , g c (x). The output of the arg max selector is the class label
ω j , assigned according to the maximum membership rule.
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A more detailed representation of a classifier is given by its canonical model, shown in
Fig. 1.4 [21, 44]. Given a pattern x to classify, a set of c discriminant functions g 1 (x), . . . , g c (x)
is first evaluated, each yielding a score (or support) for the respective class. Then, typically,
the classifier assigns the pattern to the class which exhibited the highest support, according
to the maximum membership rule [44]:
f (x) = ω j ∈ Ω

if and only if

ω j = arg max g i (x).

(1.1)

i =1...c

In some cases, the discriminant functions may provide an estimate of the posterior probability of x to belong to class ωi , for i = 1 . . . c. Consequently, x may be assigned to the
class which exhibits the maximum a posteriori probability, according to the MAP criterion
[21, 12, 44]:
f (x) = ω j ∈ Ω

if and only if

ω j = arg max P (ωi |x).

(1.2)

i =1...c

This is typically the case of neural networks and bayesian classifiers, while other classifiers, like support vector machines, estimate the class support for each pattern based on
how far the pattern is from the decision boundary. The above described model of classifier
also allows for an elegant formalisation of the concept of decision region, that we intuitively
introduced before:
¾
½
j = 1, . . . , c.
(1.3)
R j = x|x ∈ X , g j (x) = arg max g i (x) ,
i =1...c

In other words, the decision region for the generic class ω j , i.e., R j , is given by the set
of points in the feature space for which the discriminant function g j (x) exhibits the highest
value (with respect to the other discriminant functions).
So far, several classification algorithms have been proposed in the literature, like support
vector machines (SVMs), neural networks, bayesian classifiers, decision trees and k-nearest
neighbour classifiers, just to cite a few. Broadly speaking, classification algorithms can be divided into discriminative and generative models. The former are based on the direct estimation of the decision boundaries between classes (like SVMs and neural networks), while the
latter (e.g., bayesian classifiers) are based on the estimation of the class-conditional pattern
distributions, which consequently provide a partition in the feature space corresponding to
the different decision regions. Unfortunately, as previously mentioned, there is not an absolute best classification algorithm at all, since the generalisation capability of any classifier
mainly depends on the specific application and the characteristics of the data, like number
of features and training samples, and correlation between feature values. This phenomenon
may also be explained by the “no free lunch” theorem [71]. Some classifiers use very simple
models for classification, either in terms of complexity of the decision function or dimensionality of the feature space. Several times they may perform better than more complex
models, although complex models may be intuitively expected to have a higher generalisation capability. For instance, consider a simple linear classifier, whose classification function
is given by
Ã
!
n
X
f (x; θ) = sign
w i xi + w 0
(1.4)
i =1
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where θ is the set of parameters {w 0 , w 1 , . . . , w n }, sign(t ) = +1 (−1) if t ≥ 0 (t < 0), and
Ω = {+1, −1} is the set of classes. Notice that this function corresponds to a linear decision
boundary in the feature space. Clearly, such classifiers perform well only under certain assumptions, while in other cases, more complicated classification functions have to be used.
In general, classification functions have different capacity, namely, their ability to fit the data
is different. However, although more complicated models may exhibit a higher capacity, they
typically require a higher number of parameters to set. Consequently, larger training sets are
required to provide a reliable estimation of such parameters, and to avoid the problem of
overfitting.
Moreover, also the number of features used to build a classifier influences its generalisation capability. Intuitively, one may expect that the more features are used the better, since
more detailed information about the samples is given to the classifier. However, as the number of features increase, the volume of the feature space increases exponentially, and a very
large number of training samples is typically required to obtain a good estimation of the
classification function. The reason behind is that high-dimensional functions can be much
more complex than low-dimensional ones, and such complexities are harder to learn from
data (unless a very large amount of data is available). This problem is generally known in the
literature as curse of dimensionality [21, 12]. A possible method to overcome this problem
is to include some knowledge about the data during the classifier design, namely, assuming
some model for the class-conditional pattern distributions, or a specific kind of classification
function (i.e., linear, quadratic). Another possibility is to use feature selection or dimensionality reduction approaches, like principal component analysis (PCA), or linear discriminant
analysis (LDA) [21, 12, 44]. The above mentioned issues are typical examples of why simple
classification models may be preferred in some applications. This is indeed the case of text
categorisation [21, 12], where linear classifiers are widely used to cope with the complexity
of high dimensional feature spaces.
To sum up, in this section we described the typical design stages of a classification system, and the main issues related to the choice of an appropriate classification model, like
overfitting and curse of dimensionality. In the next section we instead focus on the main
issues raised from the application of traditional pattern recognition and machine learning
techniques in adversarial applications.

1.2

Adversarial classification

We already pointed out that machine learning and pattern recognition techniques have been
recently adopted in security applications, like spam filtering, intrusion detection systems,
and biometrics. The underlying reason is that traditional security systems were not able
to generalise, namely, to detect new (i.e., never-seen-before) kinds of attacks, while classification algorithms have indeed a good generalisation capability. On the other hand, the
introduction of pattern recognition and machine learning techniques in such applications
has raised itself an issue, namely, if these techniques are themselves secure [5]. In principle,
an adversary may find different ways to defeat a pattern recognition system. In particular,
attacks can be devised at any stage of the design process (see Fig. 1.3), as well as at operation phase. As an instance, an adversary may compromise the training set used to build
a classifier, by injecting carefully designed samples during the data acquisition phase [54].
Moreover, he can devise some attack to mislead the data pre-processing (e.g., in spam filter-
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ing, different techniques can be used to avoid the filter to correctly parse an e-mail), as well
as feature extraction (e.g., samples may be camouflaged to make the module, sensor or algorithm which performs feature extraction ineffective). Nevertheless, an adversary may exploit
some characteristics of the selected classification model to design more effective attacks at
operating phase. For example, a spammer may be able to get to know some among the most
discriminant words used by a spam filter to classify legitimate e-mails, and use them to perform a more effective good word attack [30, 70, 48]. In general, the main vulnerabilities introduced by the use of classification algorithms in security applications and the corresponding
attacks have to be first identified, to eventually propose some countermeasures.
Another problem which emerged from the application of classification techniques to security tasks is related to the evaluation of the classifiers’ performance. Indeed, assessing
the classifiers’ performance on a set of previously collected and labelled data, according to
the traditional methodologies, is likely to provide an optimistic estimate of the real performance. The reason behind is that the collected data either does not contain attack samples
at all, or it may contain attack samples which however were not targeted against the system
being designed [42]. In other words, the performance of a classifier is typically assessed without taking into account its robustness under attack. For example, a biometric system is not
usually tested against spoof attempts, while an intrusion detection system is usually tested
against a set of previously collected attacks. However, such attacks can not be specifically
targeted against it. Indeed, carefully crafted attacks aimed to evade the system under design
should be considered as well. Notice that a system which is more robust under attack may
be a better choice with respect to a system which is more accurate according to the standard evaluation of performance, since the performance of the latter one may decrease faster
at operating phase, due to the adversary’s attacks. In general, the problem of assessing the
performance of a classifier, in terms of both generalisation capability and robustness under
attack, is an open research problem.
Nevertheless, since we deal with adversarial environments, the design of robust pattern
recognition systems is itself an open issue as well.
Basically, all the above mentioned issues (i.e., vulnerability identification, performance
evaluation, and design of robust classifiers) raise from the fact that pattern recognition and
machine learning techniques are not designed from the ground up to be secure. In other
words, they were not originally thought to operate in adversarial environments. In general,
the design of a pattern recognition system should take into account explicitly that malicious
adversaries can attack the system at any design stage, at least in principle. Just like a detective must think like a thief to catch a thief and a doctor must know how viruses and diseases
work and behave to diagnose and counteract them, the designers of a pattern recognition
system should try to identify and exploit the vulnerabilities of the system at any design stage
and fix them before the system is released. In other words, the designers should put themselves in the adversary’s shoes and try to anticipate the adversary’s attacks. As an instance,
defence strategies may be adopted to prevent the adversary to compromise the training set,
or features which are more difficult to modify for an adversary may be preferred. In general, the presence of malicious adversaries has to be considered at any level of the design of
a pattern recognition system, as shown in Fig. 1.5, ranging from data acquisition to classification, including feature extraction and selection, and performance evaluation. This approach is usually referred to as security by design in security engineering, and it is one of the
approaches exploited in this thesis to develop more secure pattern recognition systems. The
security by design approach aims to improve the security of a system from its design, and it
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is opposite to the security by obscurity paradigm. Indeed, the latter relies solely on the fact
that a given vulnerability is hidden or secret as a security measure. In other words, if an adversary discovers the vulnerability, no real protection exists to prevent exploitation. Hence,
it is worth noting that security by obscurity can provide a further security measure, but a
system can not rely simply on secrets to be as secure as possible.

Vulnerability analysis
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Figure 1.5: Adversaries may exploit different vulnerabilities at any stage of the design of a
pattern recognition system. In a security by design approach, the designers should look for
such vulnerabilities in advance, and propose specific countermeasures.

In this thesis, we thoroughly investigate the open issues raised from the application of
pattern recognition systems in adversarial environments. We then propose different techniques to address the problem of performance evaluation of classifiers in adversarial environments, and to design more robust classifiers, mainly exploiting and applying security
engineering methodologies to pattern classification. We summarise our contributions in the
next section.

1.3

Outline and goals of this thesis

In the previous sections, we introduced the problem of pattern recognition and adversarial classification. We also pointed out the main issues related to the application of pattern
recognition techniques in adversarial environments, which are thoroughly discussed in the
following chapters. The main contributions of this thesis are summarised below.
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• We first provide a state of the art of works in adversarial classification, classified according to the three main open issues mentioned in the previous sections, namely
1. identifying vulnerabilities of pattern recognition systems which can be exploited
by an adversary to make them ineffective;
2. evaluating their performance, in terms of generalisation capability and robustness against attacks;
3. designing robust pattern recognition systems in adversarial environments.
This state of the art aims to make the reader aware of how these issues have been faced
similarly in different applications, and consequently it highlights the need for a more
systematic and unifying view of adversarial classification.
• We then propose a general methodology to assess the performance of classifiers in adversarial environments, evaluating their generalisation capability and their robustness
under attack.
• We eventually propose some general techniques to design more robust classifiers.
This thesis is structured as follows. In the next chapter, we closely analyse the problem
of adversarial classification, and report a critical review of the state of the art of works in
adversarial classification. In Chapter 3, we describe the proposed methodology to assess
the performance of classifiers in adversarial environments. Then, in Chapter 4, we discuss
the proposed techniques to improve the classifiers’ robustness at design phase. An extensive
experimental analysis is presented in Chapter 5. Concluding remarks and new open research
issues are eventually discussed in Chapter 6.

Chapter 2

An overview of adversarial
classification: open issues and
related works

In this chapter we introduce the problem of adversarial classification, and review the main
theoretical contributions as well as several related works in specific applications, like spam
filtering, intrusion detection, and biometrics. It is worth noting that a systematic review of
works in adversarial classification does not exist yet in the literature, although several common aspects of this problem have been faced in similar ways among different applications.
Within this state of the art of works in adversarial classification, we aim to highlight the need
for a more systematic and unifying view of such problem, which can eventually provide some
practical guidelines for the application of pattern recognition and machine learning techniques in adversarial environments.

2.1

Main issues and related applications

Pattern recognition and machine learning techniques are currently used in several applications, like intrusion detection in computer networks, biometric identity recognition and
verification, and spam filtering. Indeed, in these applications, traditional systems were only
able to detect well known kinds of attacks, and the application of pattern recognition and
machine learning techniques has thus become necessary to improve their generalisation
capability and to detect also new (namely, never-seen-before) kinds of attacks. As an instance, in intrusion detection systems, this problem has been pointed out explicitly, making
a clear distinction among misuse detectors (i.e., systems based on the detection of known
attack signatures) and anomaly-based IDSs (i.e., systems based on automatic classification
techniques), also pointing out their complementary aspects [19, 39, 43, 65].
Applications like the above mentioned ones can be typically faced as a two-class classification problem, where the goal of a classifier is to discriminate between “legitimate” (legitimate e-mails, legitimate network traffic, genuine users) and “malicious” samples (spam emails, intrusive network traffic, impostors). However, this problem is slightly different from
a standard two-class classification task, since in these applications, the data is actively ma-
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nipulated by an intelligent, adaptive adversary, with the aim of making a pattern classifier
ineffective. As an instance, samples of the malicious class can be camouflaged by adversaries (spammers, hackers, users not authorized to access a resource protected by a biometric system), to have them misclassified as legitimate. The problem of classifying patterns in
presence of malicious adversaries has been named adversarial classification in [18].
Mainly, adversarial classification problems, like intrusion detection in computer networks, biometrics, and the detection of fraudulent e-mails (phishing), are related to security.
There are also examples of adversarial classification tasks not directly related to security,
which include the automatic ranking of Web sites, where a malicious webmaster can manipulate pages and links to inflate their rankings [18], spam filtering (when e-mails are not
fraudulent), and network protocol verification, in which a user could “disguise” the protocol
of his traffic flow to get some advantage (like a better quality of service) [27].
Current pattern recognition theory [21, 12] does not take into account the adversarial
nature of classification problems like the ones mentioned above. One of the consequences
is that the effectiveness of standard pattern classifiers can significantly degrade when they
are used in adversarial classification tasks, as a result of adversary’s attacks. As an instance,
consider a multi-modal biometric system, based on face and fingerprint recognition. Biometric systems are typically designed without taking into account that biometric traits can
be spoofed, as previously mentioned in Chapter 1, and pointed out in [3]. For example, a
malicious adversary could use a fake fingerprint or a photograph of a genuine user to gain
unauthorised access to the system. In general, the evaluation of a pattern recognition system
only focuses on its generalisation capability, mainly disregarding its robustness under attack.
Indeed, we argue that the performance of pattern recognition and machine learning techniques in adversarial classification tasks has to be assessed not only in terms of generalisation capability, but also in terms of robustness to different kinds of attacks. Our contribution
to the evaluation of pattern recognition systems in adversarial environments is discussed in
detail in Chapter 3.
Another issue which has not been addressed sistematically in the literature yet, is the
design of pattern classifiers for adversarial classification problems. A few theoretical contributions come from the machine learning literature [18, 47, 5], while most of the works
focused on pointing out vulnerabilities of specific classifiers in specific tasks (like text classifiers commonly used in spam filters), and on proposing specific countermeasures. However,
the relevance and the increasing number of adversarial classification tasks in which pattern recognition systems are used demand for a more systematic and unified treatment of
this topic, aimed at extending the theory of pattern recognition to adversarial classification
problems and at developing new design methods for this kind of problem. This need was
also highlighted in a recent workshop held in the context of the 2007 NIPS conference [46].
From a more concrete and general point of view, we argue that adversarial classification has to address the open issues raised from the application of pattern recognition and
machine learning techniques in adversarial applications, like performance evaluation and
system design, and provide some practical guideline to design more robust systems.
However, a clear state of the art of works in adversarial classification, aimed at giving a
unifying view of the problem and of its main applications, does not even exist in the literature
yet. This is indeed the first contribution of this thesis.
In this chapter, we first report a critical review of works in adversarial classification, including both theoretical and applicative works. We then classify works according to the main
issues related to the application of pattern recognition techniques in adversarial environ-
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ments, namely, identifying vulnerabilities of pattern recognition systems, evaluating their
robustness against attacks, and designing robust classifiers. Eventually, we sketch our contributions to the performance evaluation of classifiers in adversarial environments, and to
the design of robust classifiers, which are described in detail in Chapter 3 and 4, respectively.

2.2

State of the art

In this section we make a survey of the main works on adversarial classification. We review both earlier theoretical works on adversarial classification and many works which considered specific adversarial applications, like spam filtering, intrusion detection systems
(IDSs), and biometrics. The aim of this state of the art of works in adversarial classification is
twofold. First, we want to make the reader aware of the main open issues which have to be
faced when one wants to adopt pattern recognition techniques in adversarial applications.
Second, although these issues are faced differently in specific applications, we want to point
out their common aspects and the need for a more systematic and unified investigation of
this topic. Hence, by adopting an engineering viewpoint, we choose to subdivide works in
the literature on the basis of the three following main open issues:
1. identifying vulnerabilities of pattern recognition systems which can be exploited by an
adversary to make them ineffective;
2. evaluating their performance, in terms of generalisation capability and robustness
against attacks;
3. designing robust pattern recognition systems in adversarial environments.
In Sections 2.2.1, 2.2.2 and 2.2.2, we respectively review works according to the above
classification scheme. In Section 2.3, we eventually review our earlier contributions to adversarial classification.

2.2.1

Vulnerability identification

To our knowledge, the only work which addressed the problem of identifying potential vulnerabilities of pattern classifiers in adversarial environments without focusing on a specific
application or classifier is the one by Barreno et al. [5]. The main contribution of this work
is a taxonomy of the kinds of attacks which may be carried out by an adversary with the
aim of either acquiring information about a classifier, or making it ineffective. The authors
classified attacks according to the following three distinct aspects:
1. Influence on the classifier (causative or exploratory attacks);
2. The type of security violation the adversary is looking for (integrity or availability attacks);
3. The specificity of the attack (targeted or indiscriminate attacks).
Under the viewpoint of the influence on the classifier, attacks can be either causative,
if they are aimed at compromising the classifier’s training phase, or exploratory, if they are
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carried out at operation phase with the aim to gain further knowledge about the classifier
(for instance, through some feedback on the class labels assigned to malicious samples).
The security violation caused by an attack can be either an integrity violation, if the goal is
to have some malicious samples misclassified as legitimate, causing the false negative error
rate to increase, or an availability violation, if the goal is to send “fake” (namely, innocuous)
malicious samples to generate a large number of false alarms, which could make the classifier useless (notice that this is a common attack in intrusion detection systems). Lastly, the
specificity of an attack refers to the scope of the kind of intrusion it is aimed to produce, or
of the set of malicious samples it is focused on. The specificity ranges from targeted to indiscriminate attacks. For instance, checking if a single malicious sample is misclassified by
a classifier is a targeted attack, while trying to have all malicious samples misclassified as
legitimate is an indiscriminate one.
Barreno et al. [5] summarised their attack model as reported in Table 2.1. They also
sketched some possible defence strategies, aimed at preventing the adversary from gaining
enough knowledge on the classifier.

Causative:

Exploratory:

Targeted

Integrity
Permit a specific intrusion

Indiscriminate

Permit at least one intrusion

Targeted

Find a permitted intrusion
from a small set of possibilities
Find a permitted intrusion

Indiscriminate

Availability
Create sufficient errors to
make system unusable for
one person or service
Create sufficient errors to
make classifier unusable
Find a set of points misclassified by the classifier

Table 2.1: The attack model proposed by Barreno et al. [5].
To our knowledge, all the other works related to identifying vulnerabilities of classifiers
focused on specific applications, like spam filtering, intrusion detection systems, and biometric systems. Several works analyzed a strategy that a spammer can apply to evade text
classifiers based on the bag-of-words feature model, which are used in many spam filters.
Such strategy, named “good word” attack, consists in adding to an e-mail a certain number
of words commonly found in legitimate e-mails, which can be aimed either at compromising online learning algorithms, which are periodically run on updated training samples [52],
or at having a spam e-mail misclassified as legitimate [70, 48]. According to the above described taxonomy (also adopted in [52]), such attacks are respectively causative availability
attacks [52], and exploratory integrity attacks [70, 48]. In [30] an exploratory attack that a
spammer can use to discover the “good words” of a naïve Bayes text classifier was described,
as the first step to carry out the corresponding integrity attack.
Several works in intrusion detection exploited specific vulnerabilities of IDSs to generate attacks aimed at misleading them [68, 5, 24, 54, 41, 16]. As an instance, in [24] the
authors proposed a class of new attacks to evade anomaly-based IDSs at operating phase,
based on an improvement of existing polymorphic techniques used to evade traditional
signature-based IDSs (also referred to as misuse detectors). These attacks, named polymorphic blending attacks, can effectively evade byte frequency-based network anomaly IDSs by
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carefully matching the statistics of the mutated attack instances to the normal traffic profiles.
Moreover, the authors analysed the robustness of PAYL [69], a famous byte frequency-based
anomaly IDS, as a case study. They eventually sketched some possible countermeasures that
can be used as defence. A different vulnerability of IDSs is instead exploited in [5, 41, 54, 16].
Indeed, these works focused on a specific vulnerability of online classifiers, which can allow a hacker to make a classifier ineffective by “tainting” its training set (namely, using a
causative attack).

2. Replay old data

SENSOR

1. Fake biometric

3. Override feature
extractor

5. Override
matcher

FEATURE
EXTRACTOR

MATCHER

8. Override final decision
(Genuine/Impostor)

APPLICATION
DEVICE
(e.g., cash dispenser)

4. Synthesized
feature vector
7. Intercept the
channel

6. Modify template

STORED
TEMPLATES

Figure 2.1: Possible attack points in a generic biometric system (adapted from [56, 35, 25]).

Recently, some works have focused on identifying the vulnerabilities of biometric systems as well [56, 66, 64, 26, 36, 35, 25]. Ratha et al. [56] identified eight possible attack points
in a generic biometric verification system, depicted in Fig. 2.1, which were also considered
in [35, 25]. In a generic biometric verification system, first genuine users are enrolled into the
system: typically, a representation of one of their biometric traits, called template, is stored
into a data base, together with their identity. At operating phase, the user is asked for his
biometric trait and identity to access some restricted resource or application. The goal of
the biometric system is to correctly verify the claimed identity of the user. Typically, an image of the biometric trait is first acquired by a specific sensor and it is further processed by
a feature extractor. Then, a matcher computes a similarity score between the provided biometric sample and the one stored in the template data base corresponding to the claimed
identity of the user. Eventually, the similarity score is compared with a threshold to take the
final decision whether the user is genuine or he is an impostor. At operating phase, several
attacks can be carefully crafted to evade the system. According to [56], they can be classified
as described below (see also Fig. 2.1).
1. Fake biometric: the adversary may provide a fake biometric to the sensor. As an instance, he can provide a fake fingerprint or even wear a face mask.
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2. “Replay” attack: a recorded signal may be replayed into the system, bypassing the sensor. For example, the adversary may present an old fingerprint image or a recorded
speech signal of a genuine user.
3. Override feature extractor: a computer virus, like a Trojan Horse, may be used to compromise the feature extractor and produce a feature representation chosen by the adversary.
4. Synthesized feature vector: features extracted from the input signal may be replaced
with a different synthesized feature vector. In the majority of the cases, feature extraction and matching are performed by a unique device, and hence this can be a very
difficult attack to perform.
5. Override matcher: the matching score can be altered by the adversary.
6. Modify template: the templates stored during the enrollment phase may be compromised, since the data base may be distributed over several servers. This could lead to
unauthorised access for an impostor, or denial of service for genuine users.
7. Intercept the channel: the communication channel between the data base of stored
templates and the matcher can be attacked to modify the template sent from the data
base to the matcher.
8. Override final decision: the adversary may also change the final decision of the system,
if he gains administrative privileges through the use of a Trojan Horse, as an instance.
Moreover, the authors also sketched some techniques to thwart attacks at various points.
For instance, liveness detection [15, 2, 49] can prevent simple attacks at point 1, and encrypted communication channels can eliminate remote attacks at points 4 and 8. Having
the matcher and data base placed in a secure location can prevent attacks at points 5, 6 and
7. Of course, any of the above countermeasures cannot prevent attacks in which there is collusion between a hacker and security personnel. Two other works which is worth to mention
here are [36, 35], where the authors categorised the different causes of biometric system vulnerabilities as a fish-bone model, and eventually made a critical review of the methods used
to improve the template security, mainly based on cyphering the stored templates.
To sum up, in this section we reviewed several works focused on identifying potential vulnerabilities introduced by the use of pattern recognition and machine learning techniques
in adversarial applications. Notice that it is possible to provide a general classification of
the potential attacks which can exploit these vulnerabilities, as done by Barreno et al. [5], although it is necessary to consider the specific application domain to obtain a more detailed
categorisation (like the one above described for biometric verification systems).

2.2.2

Robustness and performance evaluation

We have already pointed out that the standard performance evaluation of pattern recognition systems is only focused on evaluating their generalisation capability, without taking into
account their robustness to attacks. Indeed, no clear and agreed definition of “robustness”
has been proposed so far. Many authors use this concept to refer to performance degradation of a given classifier under attack. While performance degradation due to specific
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attacks against specific classifiers was evaluated also in works like the ones mentioned in
the previous section, no authors addressed the problem of developing general methods for
robustness evaluation.
In [38] the robustness of some learning algorithms against “malicious” labelling errors
introduced in the training set was analytically evaluated, in terms of PAC-based bounds on
the corresponding additional error rate. In [42] the performance degradation of some linear
text classifiers for spam filtering was evaluated against the good word and word obfuscation
attacks, by simulating their effects on the available testing emails. We mention here also the
work by Lowd et al. [47], where the computational complexity of reverse-engineering the decision function of a classifier was evaluated, for an adversary who can probe it with “query”
samples and get a feedback on the assigned label. The complexity was measured in terms of
the number of queries needed to find the minimum amount of changes on the feature vector
of any malicious sample to have it misclassified as legitimate by the classifier. It was proven
that discovering the exact discriminant function is a NP-hard problem, although a good approximation can be obtained with a polynomial number of queries for some kinds of discriminant functions and features. Although this was not explicitly presented as a robustness
evaluation method, we point out that it suggests an alternative definition of robustness in
terms of the effort required to an adversary to evade a classifier. In particular, it shows that
some decision functions can be intrinsecally more difficult to be reverse-engineered than
others. It is worth noting that, in the above works, robustness was evaluated with respect to
specific kinds of attacks: causative attacks in [38], and exploratory attacks in [42] and [47].
Some works in intrusion detection focused on the performance evaluation of IDSs, mainly
discussing the different metrics that can be used to assess the generalisation capability of
such systems and their computational efficiency (notice that typically IDSs are required to
be fast and efficient, to process large amounts of data in real time) [31, 34]. However, these
works did not focus explicitly on the issue of robustness. As discussed in the previous section, other works exploited specific vulnerabilities of IDSs to create specific attacks against
them [68, 5, 24, 54, 41, 16]. These works implicitly carried out a robustness assessment of
IDSs, since they evaluate the performance of the system under attack.
Apart from these works, Cardenas et al. [14] explicitly addressed the problem of evaluating the performance of IDSs in terms of generalisation capability, computational efficiency
and robustness against attacks. Indeed, their work mainly focused on two aspects: first, the
authors pointed out that, since in IDSs only few attack samples are usually available for testing, the estimation of the detection rate of such systems is typically poor; and, second, they
also pointed out that the evaluation of an IDS based only on its average performance is not
complete, since such systems operate in adversarial environments. Regarding the second issue above, the authors introduced a formal framework for reasoning about the performance
of an IDS against adaptive adversaries. They proposed an intruder model which allows for
a worst case analysis of the classifier’s performance under attack, and a robust setting of the
classifier’s parameters. Moreover, they also pointed out that
“the extent by which the analysis with an intruder model will follow the real operation of the IDS will depend on how accurately the person doing the evaluation
of the IDS understands the IDS and its environment, for example, to what extent
the IDS can be evaded, how well the signatures are written (e.g., how likely is it
that normal events fire alarms), and so on. However, by assuming robust parameters we are actually assuming a pessimistic setting, and if this pessimistic scenario
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never happens, we might be operating at a suboptimal point (i.e., we might have
been too pessimistic in the evaluation)”.
As we will discuss later on, these considerations still hold when one wants to assess the
robustness of a classification system by simulating the presence of an adversary.
Recently, Laskov et al. [45] proposed a framework for a quantitative security analysis of
machine learning methods. They first argued that worst case analyses are too pessimistic,
since in such scenarios an adversary can always subvert the security system. Then, the authors considered an adversary model to perform a kind of more “reasonable case” analysis.
They focused on four aspects, described in the following.
1. The learning and attack processes have to be formalised, namely, risk functions have to
be defined for both adversary and classifier, the knowledge available to the adversary
has to be explicitly considered, and the attack goal has to be defined.
2. Adversary’s constraints have to be taken into account. As an instance, a maximum
value of the percentage of traffic that an hacker can control to mislead the training
phase of an IDS can be set.
3. Under the above assumptions, optimal attack strategies have to be considered. By
optimal attack strategies, the authors mean strategies which minimise the expected
risk of both adversary and classifier, as done in [18] and described more in detail in the
next section.
4. The adversary’s gain has to be analysed with respect to the previously defined attack
goal. As an instance, it can be assessed by computing the probability of the attack to
succeed.
The authors eventually presented a case study considering a causative attack against an
IDS, where the adversary injected malicious traffic during the training phase of the IDS to
allow for a specific intrusion at operating phase. Although the application of the framework
requires a formal definition of the problem, and the analysis of optimal attack strategies may
not always be computationally feasible (as we will discuss later on), the authors pointed out
two very important aspects. Firstly, a worst case analysis may lead to a too pessimistic estimate of the classifier’s performance under attack. Moreover, the adversary model used to
attack the system has to explicitly defined, in terms of available knowledge and other constraints. The latter aspect, in particular, helps to understand the real feasibility of the attack.
We have taken into account these aspects explicitly to assess the performance of classifiers
in adversarial environments, and to formulate the corresponding methodology proposed in
Chapter 3.
Although few works addressed the issue of evaluating the robustness of spam filters and
IDSs under attack, to our knowledge no work has explicitly raised the problem of assessing the performance of biometric systems in terms of both generalisation capability and
robustness so far. However, it is worth pointing out that several works in biometrics focused on vulnerability identification, specific attack implementations, and defence strategies [56, 66, 64, 26, 25, 58]. As an instance, Galbally et al. [25] tested the vulnerability of two
face recognition systems to indirect attacks (namely, attacks which do not involve the use of
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fake biometric traits directly), using a similar approach to that of reverse-engineering classifiers adopted in [47], and thus provided an implicit robustness evaluation. Eventually, the
authors also sketched some possible countermeasures against the considered attacks.
To conclude, in this section we reviewed several works from different applications, which
face the problem of performance evaluation of classifiers in adversarial environments under
different perspectives, in particular not always addressing explicitly the issue of robustness.
This evidences the need for a more systematic and unifying view of performance evaluation
of classifiers in adversarial environments, which is still an open research problem. In this
thesis, we explicitly address this problem by proposing a general methodology to assess the
performance of classifiers in adversarial environments, as described in Chapter 3.

2.2.3

Robust classifiers

We finally consider works which addressed the problem of designing robust classifiers for
adversarial environments. The key idea common to all these works is that adversarial actions
must be anticipated when the classifier is designed.
This idea was clearly presented in [18], where an analytical model of adversarial classification tasks was proposed, as a two-player game in which both players have full knowledge
of each other and make alternate moves: the classifier chooses a decision function in a given
feature space, while the adversary devises a modification of malicious samples to evade the
classifier. The goal of both players is assumed to be the maximisation of the expected value
of the respective utility functions over the distribution of legitimate and malicious samples.
The utility function of the classifier was defined in terms of gains for correct classifications,
cost of misclassifications, and cost of feature measurement. The utility function of the adversary consisted in the gains for misclassifications and costs for correct classifications, and
the cost of modifying malicious samples. This model was applied to a case study involving a
spam filtering task and a naïve Bayes text classifier, to show that a so-called adversary-aware
classifier (namely, a classifier which is designed by taking into account the presence of an adversary) performs better than a traditional adversary-unaware one. It should be pointed out
however that under a practical viewpoint no concrete method to design an adversary-aware
classifier was derived in [18], since the proposed model of adversarial classification tasks is
not realistic. For instance, it is based on the assumption that both “players” have full knowledge of each other and of the probability distributions of legitimate and malicious samples;
it also assumes that they make alternate moves (as in games) and that the adversary always
plays optimally according to a given utility function.
Other works focused on learning algorithms for specific kinds of classifiers, mainly aimed
at counteracting the good word and word obfuscation attacks against spam filters. In [29] a
SVM-like learning algorithm was proposed for linear classifiers, with an objective function
which takes into account the possibility that up to a given number of features can be modified at operation phase to have malicious samples misclassified as legitimate. The modification considered in this work was the obfuscation of “spammy” words in spam filtering
tasks. The proposed learning algorithm is based on a minimax approach, and its goal is to
minimize the worst case loss. A similar approach was recently presented in [72], where the
authors showed that the regularisation term in the objective function of SVMs, which is typically used to improve their generalisation capability, may also be exploited to improve their
robustness under attack. In [52] a method was proposed to discard from the training set
spam messages which are likely to come from a good word attack. In [37] multiple instance
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learning was proposed against the same attack, when it is carried out at operation phase. The
underlying idea is that the added “good words” are likely to be concentrated in some parts
of spam e-mails, and thus it is possible to correctly recognize a spam e-mail by separately
analysing different parts of its body text. Lastly, Kolcz et al. [42] suggested that the robustness of linear classifiers can be improved by avoiding to over-emphasise (under-emphasise)
features which are highly (slightly) discriminant on training samples, since their discriminant capability may change when the classifier is under attack, in particular if the adversary
attacks by exploiting some knowledge on the decision function used by the classifier. To this
aim, the authors proposed different algorithms to implement this strategy for linear classifiers, which we discuss more in detail in Chapter 5. The first one is called reweight. The basic
idea is to apply a two-stage learning phase: the learning algorithm is first run on the original
training set, then a second run is carried out after rescaling the feature values of each training
sample in inverse proportion to the corresponding weight. Another strategy, called average,
is instead based on training a set of linear classifiers on different feature subsets, to build
another linear classifier whose weights are computed by averaging the weights of the base
linear classifiers. Intuitively, this should allow to obtain a more uniform weight distribution
and, consequently, a higher robustness against attacks which are devised by exploiting some
knowledge on the decision function.
Research on intrusion detection systems has certainly been the most familiar with adversarial classification tasks, due to its explicit treatment of the adversarial nature of the problem. Indeed, lot of works here proposed specific defence strategies against specific attacks,
like [22, 16, 55], just to cite a few. In [22], artificial anomalies were used during the training
phase of the classifier to obtain a decision boundary which better enclosed the legitimate
pattern distribution. This eventually led to systems with an improved detection capability,
although the false alarm rate sometimes increased. We exploited a similar idea for the design of robust classifiers, as described in Chapter 4. In [16], Cretu et al. pointed out that
most realistic data sets include a number of attacks or anomalous events which compromise the training phase of anomaly-based IDSs (notice that, typically, IDSs are trained using
only samples of the legitimate class, indeed the training set is assumed to contain only such
samples). Manual removal or labelling of such attack data is not feasible, since the data sets
collected are typically huge (namely, they can contain up to million of samples), and lot of
data is required to build a fairly accurate system. As a result, classifiers trained on these data
sets can miss some attacks as well as their variations. Hence, the authors proposed to extend
the training phase of anomaly detection sensors by including a sanitization phase (broadly
speaking, it consists in cleaning up the data from potential attack samples). Eventually, we
mention the work by Perdisci et al. [55], where the authors proposed a MCS combination
scheme to build a more robust and efficient IDS. The underlying rationale was that a MCS
architecture can improve robustness since, at least in principle, it would force a hacker to
evade more than one classifier. Other works related to the use of MCSs in intrusion detection did not take into account explicitly the issue of robustness, but mainly focused on the
use of MCS architectures to improve the detection capability of IDSs [28].
Another work which is worth to mention here is the one by Rodrigues et al. [58], where
the authors first investigated the vulnerability of multi-modal biometric systems against
spoof attacks, and then proposed two score fusion rules to improve the robustness of such
systems against these attacks. Both rules exploit some information about the intrinsic security of each biometric system being fused, and take into account the (estimated) probabilities
that each individual biometric sensor is attacked, as well as the probability that any attack
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succeeds. The authors experimentally showed that their fusion schemes are more robust
than traditional ones against spoof attempts.
Eventually, it is worth pointing out that each of the above mentioned strategies is aimed
to improve the classifiers’ robustness against a specific kind of attack, according to the taxonomy in [5].

2.3

Our works

We conclude this survey by mentioning our previous works on adversarial classification. In
[8] and [7] we attempted an analytical investigation of two possible defence strategies against
indiscriminate integrity attacks, without focusing on a specific application or to a given kind
of classifier. The first strategy consist in adding features to a given feature set, or classifiers to
a given ensemble. This is a common practice in spam filters and intrusion detection systems
to counteract new kinds of attacks. The second one consists in randomising some parameters of the classifier’s decision function, and was suggested in [5] as a possible way to avoid
that the adversary gains too much knowledge on the classifier through exploratory attacks.
However, in these works we used the analytical framework proposed in [18], whose above
mentioned unrealistic assumptions did not allow us to derive practical guidelines for the
implementation of the considered defence strategies. In [9], we considered instead the issue of evaluating the robustness a classifier’s decision function at the design phase, against
indiscriminate integrity attacks. In particular, we proposed a robustness measure for classifiers with binary features, given by the expected value of the minimum number of features
to modify in malicious samples to have them misclassified as legitimate. Such value was estimated from the available malicious training samples. It is worth noting that this approach
to robustness evaluation is similar to the one in [47], in the sense that if focuses on the effort
required to an adversary to evade a classifier.
The methodology we propose in the next chapter is instead more general and based on
evaluating the performance degradation of a classifier against different kinds of attacks: integrity or availability, targeted or indiscriminate, and causative attacks. Moreover, in Chapter
4, we discuss our recent contributions to the design of robust classifiers.

2.4

Conclusions

In this chapter we reviewed several works on adversarial classification, ranging from theoretical works [18, 47] to applications like spam filtering, intrusion detection systems and
biometrics. We classified works according to three main open issues related to the application of classification techniques in adversarial environments, namely, vulnerability identification, performance evaluation, and design of robust classifiers, also pointing out the
common aspects shared by the different applications.
First, in Section 2.2.1, we reviewed works aimed at identifying vulnerabilities that an adversary may exploit to mislead a pattern recognition system, among the different applications. In particular, a taxonomy of the potential attacks which can defeat a classification system was given in [5], and it helps in understanding the potential vulnerabilities introduced
by the use of machine learning and pattern recognition techniques in specific applications.
We then discussed, in Section 2.2.2, some works related to the performance evaluation of

22

CHAPTER 2. AN OVERVIEW OF ADVERSARIAL CLASSIFICATION: OPEN ISSUES AND RELATED
WORKS

pattern classifiers in adversarial environments, in particular, by focusing on the issue of assessing the robustness of the system under attack. It is worth noting that no general and
agreed definition of robustness has emerged from our review, although many authors defined the concept of robustness using a similar rationale, even among different applications.
Eventually, in Section 2.2.3, we focused on the design of robust classifiers. As in the previous
case, there is not any unifying framework which allows to devise some practical guideline
for designing robust classifiers. Instead, several authors proposed specific defence strategies against specific attacks in different applications, although exploiting similar underlying
ideas.
To conclude, we can say that the state of the art presented in this chapter clearly highlights the need for a more general and systematic view of adversarial classification and its
main applications, in particular, through a systematic investigation of the above mentioned
issues. Indeed, in the following chapters of this thesis we focus on two of the above mentioned issues, namely, the performance evaluation of classifiers in adversarial environments,
and the design of robust classifiers. Our contributions to these problems are completely general, in the sense that they neither focused on a specific application nor a specific attack.
Indeed, they provide a first step toward a unifying view of adversarial classification. We respectively describe our contributions in Chapter 3 and 4.

Chapter 3

Performance evaluation of pattern
classifiers in adversarial
environments

In this chapter we address the problem of assessing the performance of pattern classifiers
in adversarial environments. We argue that the standard methods proposed in the literature
of machine learning and pattern recognition to assess the performance of pattern classifiers
do not provide a complete and exhaustive view of the performance of a classification system
in adversarial environments, since they only focus on assessing the generalisation capability
of such algorithms, and completely disregard the issue of robustness to attacks.
The need for a general methodology to evaluate the robustness of a classifier in adversarial environments was also highlighted in Chapter 2, where we reviewed several works which
assessed the robustness of classifiers in specific applications and against specific attacks.
As explained in Chapter 1, one goal of this thesis is to develop a general methodology
to evaluate the robustness of a classifier in adversarial environments at the design phase,
where the concept of “robustness” is related to the performance degradation a classifier incurs when it is under attack. We first present in Section 3.1 the rationale underlying our
methodology, which is then described in Section 3.2. Eventually, in Section 3.3, we discuss
two examples of attack strategies which can be used to evaluate the robustness of pattern
classifiers in adversarial environments.

3.1

Rationale of the proposed methodology

The traditional design process of pattern classifiers consists in the following steps [21, 12]:
collecting a set of labelled samples, chosing a set of features and possibily selecting or extracting a feature subset, choosing a classifier model (for instance, a linear decision function in feature space), training the chosen classifier using a given learning algorithm, and
estimating its performance (generalisation capability) on testing samples. Model selection,
classifier training, and of classifier’s generalization capability (as well as some feature extraction or selection methods) require to evaluate the classifier’s performance, using a measure which depends on the kind of application and on its requirements. Such evaluation is
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usually made using labelled data collected for classifier design, using techniques like crossvalidation. However, traditional performance evaluation methods do not take into account
the fact that in adversarial environments the performance of a classifier at operation phase
may be significantly lower than the one evaluated from training data, due to adversary’s attacks. Under a statistical pattern recognition viewpoint, an adversarial classification problem is in principle non-stationary, since adversary’s actions can change the distribution of
the malicious class in the feature space at operation phase. In this case, as pointed out in
[42], traditional evaluation methods are likely to overestimate the classifier’s performance
even if labelled data collected for classifier design contain malicious instances modified by
the adversary, since such modifications were targeted to the system which was active when
the data was collected and not to the one which is being designed. Moreover, adversary’s
actions can also cause a wrong estimation of the distribution and of the prior probability of
the malicious class at training phase, when online learning algorithms are used, or a change
of the distribution of the legitimate class, if they are aimed at producing many false alarms.
As an example, consider a spam filter designed on the basis of a set of samples (e-mails)
manually labelled as legitimate or spam. Following the steps described above, the designer
could choose features and find a model that allow to discriminate the two classes of e-mails
in the training set with very few classification errors. For instance, both naïve Bayes (named
“bayesian filters” in the spam filtering jargon) [60, 50, 4] and support vector machines [20] associated to the bag-of-words feature model are claimed to attain a very high accuracy. However, as mentioned in the previous chapter, it is known that spammers can easily evade such
text classifiers by misspelling typical spam words or adding words which are likely to occur
frequently in legitimate e-mails [70, 30, 48, 29, 42]. The consequence is that the accuracy
attained at operation phase by a support vector machine or a bayesian filter is likely to be
much lower than the one estimated at design phase. Qualitatively, one would say that such
a classifier is not robust to evasion.
According to the above discussion, training data are not sufficient to evaluate classifiers’
performance in adversarial environments, since they do not allow to take into account also
the performance degradation the classifier can incur at operation phase, due to both known
(if any) and potentially new (never-seen-before) attacks. The methodology we propose in
this work is intended to complement traditional performance evaluation methods by providing also information on the performance degradation the classifier can incur when it is
under attack. Since adversary’s attacks consists essentially in manipulating, camouflaging
or generating “fake” malicious samples at operation phase (including attacks against online
learning algorithms), the solution we propose is to simulate the effect of attacks of interest
by appropriately modifying the feature vectors of the available validation or testing samples,
and then evaluating the resulting classifier’s performance degradation.
Broadly speaking, one may argue that simulated attacks may not correspond to any real
attack sample, in practice. This is true in general, but it depends on how the attack simulation is performed. In particular, it depends on how the feature values are modified. Indeed,
the effect of real attacks may be closely simulated at feature level by keeping into account
specific application constraints. Moreover, attack simulation may also allow for a different
investigation of the classifier’s robustness: one may be interested to figure out what happens
if some features of a malicious sample are modified in a certain way. Clearly, such modifications must still correspond to a real sample, whose adversarial nature is not compromised
(e.g., a camouflaged spam e-mail has still to contain a comprehensible spam message). This
aspect clearly depends on the kinds of features used and on how an adversary may change
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their values, and it will be discussed in the next section. However, it is worth pointing out
here that this kind of analysis may allow one to discover unknown vulnerabilities of a classifier before an adversary exploits them, as well as new (never-seen-before) kinds of attacks.
Since classifiers have clearly to be robust also against new kinds of attacks, this constitutes a
major advantage of simulating attacks at the feature level.
Besides the fact that labelled data collected for classifier design are not representative of
samples that will be processed at operation phase, and that attack simulation may allow one
to discover new vulnerabilities, there are other reasons why we propose to assess robustness by simulating the effect of attacks. Indeed, designing new attack samples or even implementing known kinds of attacks to camouflage real samples may be too costly and time
consuming. It also requires a strong knowledge about the specific application and lot of
creativity, while attack simulation can be much more easily performed. Nevertheless, simulating attacks also allows one to evaluate the effectiveness of defence strategies aimed to
improve classifier’s robustness, and could even suggest new defence strategies.

3.2

Implementation of the proposed methodology

Assume that a set of labelled samples has been collected to design a pattern recognition system for an adversarial classification task. Without loosing generality, for the purposes of the
following discussion we assume that such data is subdivided into a training set TR which is
processed by the learning algorithm (and can be used for parameter selection, for instance
through a cross-validation procedure), a validation set VAL which is used for performance
evaluation during model selection, and a testing set TS which is used to estimate the generalization capability of the chosen classifier.
For a given set of features, we denote the feature vector of any sample as x, the corresponding feature values as x 1 , x 2 , . . . , x n , and the labels of the malicious and legitimate class
respectively with +1 and −1. The decision function of a given classifier will be denoted with
f (x; θ) ∈ {+1, −1}, where θ denotes a set of parameters whose values have to be fixed by a
given learning algorithm. As an example, such decision function can be obtained by thresholding some discriminant function: f (x; θ) = sign(g (x; θ)). For instance, in the case of a linear
P
discriminant function, g (x; θ) = nk=1 w k x k + w 0 , and θ = {w 0 , w 1 , . . . , w n }.
As explained in the previous section, we propose to evaluate the classifier’s robustness by
simulating the effect of the attacks of interest on the available labelled samples. To this aim,
the possible kinds of attacks can be subdivided according to [5]. Causative attacks may be
targeted against an online learning algorithm. They consist first in sending “fake” malicious
samples to mislead the learning algorithm, and then in sending “true” malicious samples
which should be more easily misclassified as legitimate. Exploratory attacks consist in manipulating or camouflaging malicious samples to have them misclassified as legitimate, or
in constructing innocuous malicious samples to generate many false alarms.
To evaluate the robustness of an online learning algorithm against causative attacks, the
samples in VAL or TS can be subdivided into several subsets (at least two, possibly overlapped) to carry out multiple runs of classification and re-training steps. The classifier is
first trained on the original training set TR, then it is used iteratively to classify the samples of each subset of VAL or TS, which are subsequently used to update the training set
and to re-train the classifier. To simulate an adversary’s attack, the malicious samples of
the first subsets could be modified to simulate “fake” attacks, and the malicious samples of

26

CHAPTER 3. PERFORMANCE EVALUATION OF PATTERN CLASSIFIERS IN ADVERSARIAL
ENVIRONMENTS

subsequent subsets can be modified to simulate the true attacks. The corresponding classifier performance must be compared to the performance attained using the same evaluation
procedure, without any modification to malicious samples.
To simulate exploratory attacks, instead, we propose to modify all the malicious samples of VAL or TS (for indiscriminate attacks) or just some of them (for targeted attacks). In
particular, the classifier is first trained on TR, then it is evaluated on the modified VAL or
TS samples. The comparison must be made with the performance evaluated on the original
VAL of TS samples. We point out that only malicious samples have to be modified to simulate
attacks as described above.
Formally, for a given attack we propose to define the corresponding modifications to malicious samples as a function A(x) which, given the feature vector x of any malicious sample,
returns the modified feature vector. Let us thus address the problem of how to define the
modification function A(x) to simulate any attack of interest. In principle an attack depends
on several factors: the nature of the samples to classify (e-mails, network packets, biometric traits, etc.), the corresponding feature representation (for instance, Boolean, discrete, or
continuous features), the kind of decision function (linear, quadratic, etc.), the learning algorithm (batch or online, etc.), the knowledge that the adversary has about the classifier, the
vulnerability of the classifier he would like to exploit, and his capability to devise effective
manipulations to malicious samples. We propose to simulate an attack on the basis of two
main elements:
1. what information about the classifier components an adversary may exploit to modify
his samples;
2. the attack strength.
The first element can be used to simulate different levels of knowledge of the adversary
about the classifier, while the second one can be used to simulate the effort spent by the
adversary to modify his samples. Considering a classification system, an adversary may generally know
1. the feature set (i.e., the algorithms used to perform feature extraction);
2. the training set (i.e., which samples were used to train the classifier);
3. the classification algorithm (e.g., SVM, neural network, etc.), and the kind of decision
function (e.g., linear, quadratic, etc.) and its parameters.
Following a security by design approach, we assume that a fictitious adversary is always
able to exploit some knowledge about the classifier to defeat it. In other words, he always
know something about the classifier. This aims to improve the security of the system by
trying to anticipate potential adversary’s attacks, which may become a real threat whenever
a real adversary unexpectedly gains some knowledge about the system. Recall that security
by design can be thought as a complementary approach to security by obscurity, since it does
not only rely on information hiding or secrets as security measures. According to his level of
knowledge, the adversary may perform several kinds of attacks to mislead the system, with
different effectiveness.
As previously pointed out, the attack strength can be used to simulate the effort which is
spent by an adversary in modifying malicious samples, taking also into account his knowledge on the classifier. As an instance, the attack strength may be evaluated as the number of
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words which a spammer may delete or add to a spam e-mail to make it appear as legitimate.
Clearly, for increasing values of the attack strength, the attack is supposed to become more
effective in misleading the classifier (e.g., the more spammy words are deleted from a spam
e-mail, the more the probability of evading the filter), but, on the other hand, a very high
value of this parameter may compromise the attack pattern itself (if too words are modified
in a spam e-mail, the spam message may become not understandable anymore).
In general, the definition of A(x) must take into account first that the modified feature
vector has to correspond to a real sample. As an instance, in some applications it has to be
taken into account that features may not be modified independently. Generally speaking,
this can be taken into account by setting some mathematical constraints during the definition of A(x). Moreover, if x was originally a malicious sample, its adversarial nature has not to
be compromised after camouflaging, namely, it has still to represent an effective attack (e.g.,
a spam e-mail which still contains a readable spam message). As previously pointed out, in
our model this mainly depends on the value of the attack strength, and on how the adversary
may modify his samples. As an instance, a spammer may set to zero the value of a feature by
deleting a word from a spam message, by substituting it with a synonym not known to the
classifier, or even by misspelling it (i.e., changing some of its characters). Depending on the
modifications that the adversary is allowed to do on malicious samples, the maximum value
of the attack strength may vary (e.g., it is clearly possible to set a higher number of features
to zero without compromising the readability of the spam message, if words are misspelled
instead of being completely removed). In practice, also considering a specific application,
it may not be possible to identify a maximum value for the attack strength. For example,
how many words a spammer is allowed to add or delete without compromising the e-mail
content completely? Apart from the way a spammer may modify his spam e-mails, this also
depends on the user who receives the message. Indeed, some users may understand the
message content although it is obfuscated, while others may not. Hence, identifying a maximum value for the attack strength does not generally make sense in practice. It is however
of interest to evaluate the robustness of a classifier against a given attack, for different attack
strengths. As an instance, the robustness of a spam filter may be evaluated against attacks in
which the adversary adds or deletes words in spam e-mails, for different number of modified
words. To this aim, we propose to set a constraint on the maximum amount of modifications that can be made to the feature vector of a malicious sample x by any given A(x). This
can be attained by constraining the modified feature vectors x0 to lie within a distance d MAX
from the original vector x, measured according to some appropriate metric d (x, x0 ) in the feature space. The d MAX value can thus be viewed as a parameter of the modification function,
which can also be rewritten as A(x; d MAX ). We point out that the definition of an appropriate metric d (·, ·) depends on the kinds of features (for instance, Boolean or continuous), the
modifications that the adversary is allowed to do, and in principle on information such as
the difficulty for the adversary to modify each feature (this concept was used in [18, 47]).
For instance, real positive numbers e 1 , . . . , e n can be associated to the n features, representing the corresponding relative degree of difficulty in modifying their values, and the metric
d (·, ·) can weight the features according the e 1 , . . . , e n values. However, in practice it is difficult to evaluate such difficulty, which depends also on the adversary’s skill. It is therefore
better to assume that the same effort is required to the adversary to modify each feature.
In general, the detailed implementation A(x) of any simulated attack necessarily depends
on the specific task and classifier. Thus, it is up to the designer to find an appropriate model
of A(x), including the definition of a suitable metric d (·, ·) and a set of reasonable values
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accuracy

for the attack strength, depending on the assumptions made. In the next section we give
two concrete examples related to attacks which may be of interest for several adversarial
classification problems.
We now describe how the robustness of a classifier under attack can be analyzed by
considering the behaviour of a chosen performance measure for different values of d MAX ,
namely for different attack strengths. Let us give two concrete examples. Assume that the
performance is evaluated in terms of the false negative and false positive misclassification
rates (denoted in the following respectively with F N and F P ) at a given operating point.
The performance under attack can then be evaluated as the behaviour of F N and F P as a
function of d MAX , which can be denoted as F N (d MAX ) and F P (d MAX ). Obviously, F N (0) and
F P (0) correspond to the performance when the classifier is not under attack, which is evaluated using standard methods on the original validation or testing samples. In particular, if
the attack does not modify the distribution of legitimate samples, then only the F N values
change for different d MAX values, while the F P values remain unchanged.

C1
C2

attack strength

Figure 3.1: Example of a possible result of our methodology for robustness evaluation, when
the classifiers’ performance measure consists in a scalar value, like the TP rate (1 minus the
FN rate) or the area under the ROC curve. The performance of two classifiers C 1 and C 2 is
shown as a function of the attack strenght, for a given attack. The performance when no
attack is considered corresponds to zero attack strength. In this example C 2 outperforms C 1
when they are not under attack, but its performance degrades more than the performance
of C 1 under attack. Accordingly, we can say that C 1 is more robust than C 2 , except for very
low attack strenght.

An example of a possible result of our methodology for robustness evaluation is reported
in Fig. 3.1. If the performance is measured using the ROC curve (namely, the true positive
classification rate, T P = 1 − F N , as a function of F P ), then the above robustness evaluation
procedure will produce a ROC curve for each d MAX value.
Before concluding this section, we address the issue of how to interpret the results of the
proposed robustness analysis. We remind the reader that it is known from theoretical as well
as empirical results that there is no overall “best” classifier, namely a classifier which is more
accurate than all the other ones in all possible classification tasks [21, 12]. Analogously, we
argue that there is no single best classifier in terms of robustness to attacks. In general the
robustness can depend on the kind of attack, and it is reasonable that a classifier can be
more robust than another against some attacks, and less robust against other attacks. Fur-
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thermore, it is difficult to define general criteria to determine which classifier is more robust
even against a single attack, using the proposed robustness analysis. Indeed its result, even
for a given attack and a given classifier, is not a single number. It can be a curve of FN rates
versus d MAX , or even a set of ROC curves parametrized by different d MAX values. The simplest case is when the original FN values or ROC curves (namely the ones corresponding to
d MAX = 0, when no attack is considered) of all the classifiers are identical, and the F N (d MAX )
values of a classifier are lower (or the whole ROC curve lies above) than the ones of another
classifier, for all d MAX > 0. In this case one can say that the first classifier is more robust than
the other for the considered attack. However the original FN rates or the ROC curves of the
classifiers under analysis can differ; the FN vs d MAX curves of different classifiers may cross
at some d MAX value; the ROC curve of a classifier can be above the one of the other classifier
for some d MAX values, and below that curve for other d MAX values, or the ROC curves can
even cross for some d MAX value. An example is given in Fig. 3.1.
Therefore, if robustness is evaluated at the model selection phase, no general criteria
or guidelines can be defined for the choice between the models under consideration, but
the characteristics and the requirements of the application at hand should be taken into
account, as also pointed out by Cardenas et al. [14] (see also Section 2.2.2). Some concrete
examples will be shown in the experiments of Chapter 5.

3.3

Two implementation examples: worst case and
mimicry attacks

In the following we describe a possible implementation of A(x; d MAX ) for the simulation of
two different kinds of attacks which can be of interest for many adversarial classification
tasks. In particular, they are indiscriminate integrity attacks, which are aimed at manipulating all malicious samples (at testing phase) to have them misclassified as legitimate.

3.3.1

Worst case attack

The first kind of attack we consider is aimed at testing the robustness of a classifier in a
worst case scenario. This means that malicious testing samples have to be modified in the
worst possible way for the classifier, under the constraint that the attack strength, namely,
the amount of changes to their feature vectors, is no greater than a given value d MAX . Note
that this scenario corresponds to the case in which an adversary has full knowledge on the
classifier, and it provides the most pessimistic estimate of the classifier’s performance under
the considered model of adversary (e.g., the way samples are assumed to be modified) and
attack strength. It is easy to see that finding the worst case modification A(x; d MAX ) to the feature vector x of any malicious sample under the constraint above amounts to find the feature
vector x0 = A(x; d MAX ) which minimizes the classifier’s discriminant function g (·), among the
ones for which d (x, x0 ) ≤ d MAX . Indeed, this guarantees to the adversary the best possible
change to malicious samples toward their misclassification as legitimate, namely in the direction of having a negative value of g¡ (·) (we
¢ remind the reader that the classifier’s decision
function is assumed to be f (x) = sign g (x) ). Formally, this can be written as the solution of
the following optimization problem:
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A(x; d MAX ) = x0 = arg min g (x∗ ) ,

(3.1)

x∗
0

s.t. d (x, x ) ≤ d MAX .
For instance, if the features are Boolean and the metric d (·, ·) is the Hamming distance
between feature vectors, then d MAX is the maximum number of features that can be modified in malicious samples. The result of this analysis would be the behaviour of the FN error
rate as a function of the maximum number of features which can be modified in the worst
possible way for the classifier. In general, this analysis will provide the FN error rate as a function of the worst possible change to feature vectors of malicious samples, within a distance
d MAX from the original one.
From a practical viewpoint, we point out that analyzing the robustness to such kind of
attack provides useful information, only if the worst case modification of malicious samples
can be computed in practice (or at least approximated) by a real adversary. This is the case of
P
linear classifiers, in which g (x; θ) = nk=1 w k x k + w 0 . In this case the solution of problem 3.1
can be found at a very low computational cost for some distance metrics. In the following we
will provide the solution for the case of Boolean features with the Hamming distance, and of
continuous features with the Euclidean distance.
In the case of Boolean features, without loss of generality we represent their values as 0
and 1. We also consider the Hamming distance between feature vectors as the metric d (·, ·),
P
namely the number of features with different values: d (x, x0 ) = ni=1 |x i0 − x i | (below we give
an example of why this choice can be useful in practice). It is easy to see that the solution of
P
problem 3.1 for a linear classifier amounts to minimize g (x) = ni=1 w i x i +w 0 by changing the
values of up to d MAX features. This problem can be solved by first sorting the absolute weight
values |w 1 |, |w 2 |, . . . , |w n | in decreasing order, and subsequently ordering the corresponding
features accordingly. We denote the sorted features as x (1) , x (2) , . . . , x (n) , where |w (1) | ≥ |w (2) | ≥
. . . ≥ |w (N ) |. Then, for each feature x (i ) (starting from i = 1):
• if x (i ) = 1 and w (i ) > 0, x (i ) is set to zero;
• if x (i ) = 0 and w (i ) < 0, x (i ) is set to 1;
• otherwise x (i ) is left unchanged.
This procedure is repeated until d MAX feature values have been changed, or all the features
have been considered. Note that the features have to be sorted only once for a given classifier
(namely, for a given values of the weights w 1 , . . . , w n ), and not once for each malicious testing
pattern. The exact procedure is reported in Algorithm 1.
In the case of continuous features, if the metric d (x, x0 ) is continuous and differentiable
with respect to x0 , then problem 3.1 can be analytically solved by using the method of Lagrange multipliers, including (if needed) constraints on the range of the feature values. As
an instance, we solve problem 3.1 for linear classifiers, using continuous features and the Euclidean distance as distance metric. In this case, the solution to the above problem is unique
and it is given by
x0 = x −

w
d MAX .
||w||

(3.2)
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Algorithm 1 Worst case attack strategy for Boolean features and linear classifiers.
Input: x, the malicious sample to be camouflaged; d MAX , the maximum number of features
which can be modified. The features x (1) , x (2) , . . . , x (n) in x are sorted according to |w (1) | ≥
|w (2) | ≥ . . . ≥ |w (n) |
Output: x0 , the camouflaged malicious sample
x0 ← x
d ← 0, the distance between x0 and x
k ←1
while d ≤ d MAX and k ≤ n do
if x (k) = 1 and w (k) > 0 then
0
x (k)
←0
d ← d +1
else if x (k) = 0 and w (k) < 0 then
0
x (k)
←1
d ← d +1
end if
k ← k +1
end while
return x0
qP
n
2
where ||w|| =
i =1 w i is the Euclidean norm of the weight vector w = (w 1 , . . . , w n ). The
complete proof is given in Appendix A, and a simple algorithm which implements this solution is given as Algorithm 2. It is worth noting that this corresponds to move the original malicious pattern x perpendicularly to the decision boundary, up to a distance equal to d MAX ,
as shown in Fig. 3.2.
Algorithm 2 Worst case attack strategy for continuous features and linear classifiers. The
Euclidean distance is considered as distance metric.
Input: x, the malicious sample to be camouflaged; d MAX , the maximum distance between
the camouflaged sample and x.
Output: x0 , the camouflaged sample
for i = 1 to n do
x i0 ← x i − (w i /||w||) · d MAX
end for
return x0
In Fig. 3.3 we report an artificial example to show how the distribution of malicious
patterns changes when a worst case attack strategy is considered. We considered a twodimensional continuous feature space, and the Euclidean distance as distance metric. We
used Algorithm 2 to camouflage malicious samples, for different values of d MAX . Legitimate
and malicious patterns are sampled from two different Gaussian distributions. Notice how
malicious patterns move perpendicularly toward the decision boundary. Consequently, the
corresponding Gaussian distribution shifts in the feature space, always exhibiting the same
correlation among features (namely, its covariance matrix does not change). Furthermore,
the more d MAX increases, the more malicious patterns are misclassified as legitimate: as expected, the higher the attack strength, the more the attack is effective.
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x2
d MAX

+x

+ x'

!
!w

x1
Figure 3.2: Solution to problem 3.1 for linear classifiers, using continuous features and the
Euclidean distance as distance metric. The camouflaged sample x0 lies on the line perpendicular to the decision boundary which passes through the original sample x, and its distance from x is exactly d MAX .

Let us consider now a more realistic example. Many spam filters include a text classifier with binary features x 1 , . . . , x n ∈ {0, 1}n , where each x k is associated to a given term t k .
If term t k appears in an e-mail, then the feature x k in the corresponding feature vector
equals 1, otherwise x k = 0. If the classifier is linear, then the “spammy” terms in the training
set (namely the ones which occur more frequently in training e-mails) tend to get positive
weights while “legitimate” ones tend to get negative weights. Accordingly, a spammer can try
to have f (x; θ) = −1 for his spam e-mails by introducing legitimate terms (the so-called good
word attack) and by obfuscating spammy terms, so that the corresponding features become
P
respectively 1 and 0, which results in a decrease of nk=1 w k x k + w 0 . In this case it makes
sense to measure the attack strength as the number of added or obfuscated terms, which is
equal to the number of modified features. By setting a constraint on the maximum number
d MAX of terms which can be added or modified in any email, it is easy to see that the corresponding worst case modification to a spam e-mail consists first in obfuscating (adding) up
to d MAX “spammy” (“legitimate”) terms among the ones with highest (lowest) weights which
are present in the e-mail. We point out that in [42] a method analogous to Algorithm 1 was
used to evaluate the performance degradation of linear classifiers with Boolean features in
spam filtering tasks against the good word and word obfuscation attacks.

3.3.2

Mimicry attack

The second kind of attack considered here refers to adversarial classification tasks in which
it is not realistic that an adversary is capable to devise or even approximate a worst case
attack. This can happen when the adversary does not have a full knowledge of the classifier,
or when analytically finding the worst case modification to malicious samples has a too high
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Figure 3.3: Effect of the worst case attack for different values of d MAX . A two-dimensional
continuous feature space, a set of artificial data and a linear classifier are considered. The
Euclidean distance is used as distance metric. Legitimate and malicious patterns are sampled from two different Gaussian distributions.
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computational cost, for instance due to the analytical form of the classifier’s discriminant
function. In such cases a worst case analysis would provide a too pessimistic evaluation of
classifier’s performance degradation. Nevertheless, it is known that adversaries can devise
effective attacks, even if they do not know the classifier’s discriminant function. Indeed, in
many cases they can exploit the knowledge of some legitimate samples, and thus can try to
modify his own samples to make them as much similar as possible to legitimate ones.
As an example, this kind of attack can be used in some anomaly-based intrusion detection systems (IDSs) in which the byte frequency histogram of network packets’ payload is
used as feature set, and a non-linear decision function is obtained by training a one-class
classifier on legitimate samples only [69, 55]. The corresponding decision function can be
highly non-linear and can exhibit many local extrema, which makes it difficult to find worst
case modifications to malicious samples. However, hackers can easily obtain legitimate samples (for instance by “sniffing” network traffic), and can try to evade such an IDS by coding
the payload bytes of their malicious packets in order to obtain a byte frequency histogram as
similar possible to the one of known legitimate packets [55]. A similar kind of attack can also
be used by spammers, who can guess a subset of the “legitimate” and “spammy” words of a
given classifier, and use them in the good word and word obfuscation attacks. The guessed
legitimate words can be viewed as belonging to some known legitimate e-mail. Adopting the
terminology used in [55], we will refer to this attack strategy as mimicry attack.
We propose to model mimicry attacks as follows. We assume that the adversary knows
p
a set T S L of p L legitimate samples, T S L = {x1L , . . . , xL L }. Then for any malicious sample x he
randomly selects one sample from T S L , denoted as x− , and modifies x to a feature vector
A(x; d MAX ) = x0 which is the one closest to x− , under the constraint d (x, x0 ) ≤ d MAX , namely
that the resulting sample x0 lies within a distance d MAX from x− . The resulting x0 is equal either to x− , if d (x, x− ) ≤ d MAX , or to the feature vector closest to x− among the ones for which
d (x, x0 ) = d MAX . Note that there is no guarantee that x0 will be misclassified as legitimate,
since no information on the discriminant function is exploited. Formally, the modified feature vector A(x; d MAX ) is the solution of the following optimization problem:
A(x; d MAX ) = x0 = arg min d (x∗ , x− )

(3.3)

x∗

s.t. d (x, x0 ) ≤ d MAX .
As an instance, in the case of continuous features, when d (·, ·) is the Euclidean distance,
the solution of problem 3.3 is always unique (and, hence, deterministic), and can be computed as in Algorithm 3).
As done in the previous section, in Fig. 3.4 we report an artificial experiment using a twodimensional continuous feature space, and Euclidean distance. Legitimate and malicious
patterns are randomly sampled from Gaussian distributions here as well. The aim of this
short experiment is to show how the mimicry attack strategy modifies the malicious pattern
distribution in the feature space. Indeed, it can be noted that the Gaussian distribution of
malicious patterns approaches the legitimate pattern distribution by gradually changing its
mean and covariance matrix, as the value of d MAX increases.
Instead, in the case of binary features the solution could be not unique. Considering
again the Hamming distance as the metric d (·, ·), then d MAX equals the maximum number
of features that can be modified, and d (x, x− ) is the number of features which have different
values in the considered malicious sample x and in the legitimate sample to mimic, x− . Let
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Figure 3.4: Effect of the mimicry attack for different values of d MAX . A two-dimensional continuous feature space and a set of artificial data are considered. The Euclidean distance is
used as distance metric. Legitimate and malicious patterns are sampled from two different
Gaussian distributions.
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¡
− ¢
us denote with F this subset of features. If d (x, x− ) > d MAX , then there are dd(x,x ) different
MAX
solutions of the above problem, corresponding to the subsets of F of size d MAX . Since in this
kind of attack no information on the discriminant function is exploited, the only reasonable
choice is to randomly select one of the corresponding feature subsets to modify. The exact
procedure is given in Algorithm 4.
Note that, since this attack has random components, it is better to evaluate the corresponding performance measure as the expected value (in practice, the average) over random
choices of legitimate samples to mimic (and of feature subsets, for Boolean features).
Algorithm 3 Mimicry attack strategy for continuous features.
Input: x, the malicious sample to be camouflaged; x− , the legitimate pattern to mimic; d MAX ,
the maximum distance between the camouflaged sample and x− .
Output: x0 , the camouflaged sample
if d (x, x− ) < d MAX then
d ← d (x, x− )
else
d ← d MAX
end if
for i = 1 to n do
x i0 ← x i + [d /d (x, x− )] · (x i− − x i )
end for
return x0

Algorithm 4 Mimicry attack strategy for Boolean features.
Input: x, the malicious sample to be camouflaged; x− , the legitimate pattern to mimic; d MAX ,
the maximum number of features which can be modified.
Output: x0 , the camouflaged sample.
d ←0
r ← random shuffling of feature indexes (1, . . . , n)
k ←1
while d ≤ d MAX and k ≤ n do
i ← rk
if x i− > x i then
x i0 = 1
d ← d +1
else if x i− < x i then
x i0 ← 0
d ← d +1
end if
k ← k +1
end while
return x0
Note that in principle, according to our methodology, the above algorithms must be
run for different values of the parameter d MAX (the attack strength). A more efficient implementation can be obtained by considering that A(x; d MAX ) can be easily computed from

3.3. TWO IMPLEMENTATION EXAMPLES: WORST CASE AND MIMICRY ATTACKS

37

A(x; d MAX − 1). This allows to drastically reduce their computational complexity of the robustness evaluation procedure.
We conclude this section by reporting an example of application of our methodology to
compare the robustness of two classifiers, as shown in Fig. 3.5. We considered a linear and
a non-linear classifier, and again a two-dimensional continuous feature space. Moreover,
we assumed the malicious and legitimate samples to be Gaussian distributed. Notice that
the non-linear classifier better encloses the legitimate sample distribution, and this should
lead to a more robust system, at least in principle. Indeed, assume we are given a certain
feature set, and our aim is to choose a classification function which aims to maximise both
the classification accuracy when the system is not being attacked, and its robustness under attack. Intuitively, to this aim, a classifier has to enclose at best the legitimate sample
distribution, without misclassifying too many legitimate samples. Indeed, in principle, this
classifier is more difficult to evade, since the malicious samples has to be camouflaged to
better mimic the legitimate ones. In other words, a higher amount of modifications has to
be made on malicious samples to evade the classifier. On the other hand, this classifier may
misclassify more legitimate samples. In such case, there exists a trade-off between the classifier’s robustness and its generalisation capability not under attack. This trade-off has to
be evaluated according to the specific application requirements to select the best classifier
(e.g., a higher robustness may be preferred to a higher performance when the system is not
under attack, if the difference of performance when the system is not being attacked is tolerable for the given application). Coming back to our example, we first modified malicious
samples according to the mimicry attack strategy, as shown in Fig. 3.5, and then evaluated
the true positive rate (namely, TP, the percentage of correctly classified malicious samples)
of both classifiers for different values of d MAX ). The results of our analysis are reported in
Fig. 3.6. It is worth noting that the non-linear classifier exhibits a higher robustness under attack than the linear one, namely, it is able to detect a higher number of camouflaged
attacks for any d MAX value. On the other hand, its false positive rate (namely, FP, the percentage of misclassified legitimate samples), which can be simply estimated by looking Fig. 3.5,
is higher. Notice that the false positive rate does not change during attack simulation, since
we only modify the malicious samples. It is 0.02 for the non-linear classifier (which misclassifies 2 legitimate samples over 100) and 0 for the linear one (which does not misclassify
any legitimate sample). As expected, the non-linear classifier is more robust to attacks, but
it also misclassifies more legitimate samples. In general, if the false positive rate does not
increase much, a more robust classifier may be preferred. It is worth noting here that, in
some sense, our methodology is able to measure how well a certain classifier encloses the
legitimate sample distribution, which intuitively leads to identify the most robust classifiers.
Furthermore, notice that this is not possible if we consider only the performance of the system not under attack, or in multi-dimensional feature spaces, where decision boundaries
and class-conditional pattern distributions can not be easily depicted in graphs. This is a
very important aspect, since even if the simulated attack patterns do not correspond exactly
to real attack samples, this methodology can still provide useful information about the robustness of a classifier. Indeed, it is still possible to understand how well the considered
classification function encloses the legitimate samples, and this helps anyway to identify a
more robust classifier among a set of possible ones.
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Figure 3.5: An example of application of our methodology, considering the mimicry attack
strategy. A two-dimensional continuous feature space and a set of artificial data are considered. The Euclidean distance is used as distance metric. Legitimate and malicious patterns
are sampled from two different Gaussian distributions. Two classifiers are shown as black
lines.
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Figure 3.6: Robustness analysis for the linear and non-linear classifiers depicted in Fig. 3.5.
The true positive rate (TP) is reported as a function of the attack strength d MAX .

3.4

Conclusions

In this chapter we presented a methodology to assess the robustness of pattern classifiers
in adversarial environments. In our methodology, we explicitly took into account the presence of malicious adversaries who aim to mislead the system. Indeed, we discussed a simple
model of adversary which allows one to test the performance of a classification system under simulated attacks, by taking into consideration the level of knowledge the adversary has
about the system, and the attack strength. We discussed the main issues and advantages of
simulating attacks by modifying the feature values of attack samples directly. We then proposed two examples of attack strategies which can be adopted to assess the robustness of
the system under attack, and discussed some implementation examples for specific applications. Moreover, in Chapter 5 we report an experimental analysis to show how the proposed methodology can be used to assess the robustness of pattern classifiers in adversarial
applications.

Chapter 4

Robust classifiers

In this chapter we highlight another major contribution of this thesis, related to the design
of robust classification techniques. We first exploit the use of Multiple Classifier Systems
(MCSs) to design more secure pattern classifiers. As discussed in Chapter 2, the use of MCSs
to improve the robustness of classification systems has only been motivated intuitively, and
for specific applications. Here, we instead exploit the use of MCSs to design secure pattern
recognition systems without considering neither a specific application nor kind of classifier. At least in principle, our method is completely general. Then, we also propose another
method to design more robust classifiers. The underlying idea is to add simulated attack
samples to the training set of a classifier, to make it adversary-aware, in some sense. In other
words, the classifier is trained by keeping into account some of the potential attacks which
may be performed by an adversary at operating phase.
This chapter is structured as follows. In Section 4.1, we review two strategies originally
proposed in [42] to improve the robustness of linear classifiers against attacks which exploit
some information on the decision function, in spam filtering tasks. As pointed out in Section 2.2.3, it has been recently argued [42] that the robustness of a classifier against attacks
which exploit some information on its decision function (like worst case attacks) could be
improved by avoiding to over-emphasise or under-emphasise input features on the basis of
training data, since at operation phase the feature importance may change due to modifications introduced by the adversary. Indeed, this is the rationale of the strategies proposed in
[42], namely, their aim is to avoid to over-emphasise or under-emphasise the input features.
Inspired by one of the strategies proposed by Kolcz et al. [42], in [10] we investigated whether
the well known bagging [13] and random subspace method (RSM) [33] widely used to build
MCSs allow to improve the robustness of linear classifiers by producing more uniform weight
values. We discuss the use of such methods to improve the classifier’s robustness in Section
4.2. Eventually, in Section 4.3, we discuss our strategy to improve the classifier’s robustness
by introducing simulated attacks into the training set. The rationale behind is that adding
simulated attacks which exploit some knowledge on the decision function of the classifier to
the training set may avoid to over-emphasise or under-emphasise the input features as well.
We experimentally investigate the effectiveness of such strategies against different kinds
of attacks in the next chapter, using the methodology discussed in Chapter 3.
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Reweight and average strategies

In this section we review two strategies originally proposed in [42] to improve the robustness
of linear classifiers in spam filtering tasks. As described in Section 2.2.3, they are based on
avoiding to over-emphasise or under-emphasise the feature weights. The underlying intuition is that keeping them as much uniform as possible would force the adversary to modify a
larger number of features to evade the classifier. If modifying each feature requires a similar
effort, as happens in text-based spam filters (where modifying features amounts to adding,
deleting or modifying words), this could increase classifier’s robustness at least against attacks which exploit some information about the decision function, like worst case attacks,
where the most discriminant features are modified first.
The first strategy, called reweight, is based on rescaling the feature values inversely proportional to the corresponding weight computed by a first run of the chosen learning algorithm. The rescaling factor for the i -th feature is given by ln( e+ w i ), i ∈ {1, . . . , n}, where w i is
the corresponding weight (see Algorithm 5). The classifier is then re-trained on the re-scaled
version of the original training set.
Algorithm 5 reweight strategy [42]
p

Input: A training set, T = {(xi , y i )}i =1
Output: Weight values of a linear classifier, {w 0 , . . . , w n }
get a weight vector {w 0 , . . . , w n } by training a linear classifier on T
compute the scaling vector s k = ln(e + w k ), k ∈ {1, . . . , n}
p
let T̄ := {(x̄i , y i )}i =1 be the rescaled training set, such that x̄ i k = x i k /s k
get a weight vector {w̄ 0 , . . . , w̄ n } by training the same linear classifier on T̄
return {w̄ 0 , . . . , w̄ n }
The second strategy, called average, consists in training C different linear classifiers on
random subsets of features, and then averaging the weights produced by each individual
classifier to obtain a new linear classifier (see Algorithm 6). Notice that the features disregarded by each classifier are anyway included in its training set, but their value is previously
set to zero for all patterns.

4.2

Robust multiple classifier systems

It is well known that one of the main motivations for the use of multiple classifier systems
(MCSs) is the improvement of classification accuracy with respect to a single classifier [40,
55, 28, 59]. Recently, MCSs have also been applied to adversarial classification tasks based
only on intuitive motivations, as discussed in Section 2.2.3 (as an instance, see [55]), although there is no clear evidence so far that they can be also useful to improve robustness.
The strategies in [29, 42] are based on the intuition that, to improve robustness against
attacks based on some knowledge on the relevance of each feature in the classifier’s decision
function, it can be useful to prevent the learning algorithm to over-emphasise or underemphasise features. In the case of linear classifiers this strategy can be implemented by
forcing the feature weights to be as uniform as possible. As pointed out in the previous section, the reweight and average strategies were proposed by Kolcz et al. [42] to this aim. In
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Algorithm 6 average strategy [42]
p

Input: T = {(xi , y i )}i =1 , a training set; C , the number of base classifiers; F , the size of feature
subsets used by each individual classifier.
Output: {w 0 , . . . , w n }, the weight values of a linear classifier.
for c = 1 to C do
let I be an set of F integers randomly selected without replacement from {1, . . . , n}
p
let T̄ := {(x̄i , y i )}i =1 be a new data set such that
(
x̄ i k =

xi k

k∈I

0

k∉I

, k = 1, . . . , n.

get a weight vector {w 0c , . . . , w nc } by training a linear classifier on T̄
end for
P
av g
let w k = C1 Cc=1 w kc , k ∈ {1, . . . , n}
av g
av g
return {w 0 , . . . , w n }
particular, the average strategy makes use of a classifier ensemble to obtain a linear classifier
with more uniform weights.
Inspired by such strategy, in [10] we investigated whether this effect can be obtained by
some known MCS construction methods. We focused in particular on the well known bagging [13] and random subspace method (RSM) [33]. In the RSM, since base classifiers are
trained on randomly chosen feature subsets, each feature may not be used by some base
classifiers. In the particular case of linear classifiers, we can say that the most discriminant
features (on the training set) have a zero weight when they are not used, so their average
weight across base classifiers could be lower than in a classifier trained on the whole feature
set. Analogously, the average weight of less discriminant features could be higher in average, since their importance can be higher if they are used in base classifiers where the most
discriminant features do not appear.
When bagging is used, the training set of each base classifier is a bootstrap replicate of
the original training set. Therefore, each training sample could not appear in some bootstrap
replicates. One of the possible effects could be a reduction of the average weight of most
discriminant features and an increase of the average weights of less discriminant ones.
We focused in particular on a linear combination of linear classifiers, as depicted in
Fig. 4.1, which can be easily analysed.
Indeed, the discriminant function of such a linearly combined set of classifiers can be
written as:
!
Ã
K
n
n
X
X
1 X
avg
avg
k
k
w i xi + w 0
w i xi + w 0 =
g (x) =
K k=1 i =1
i =1

(4.1)

which is still a linear discriminant function in feature space, where K is the number of
avg
avg
base classifiers, n the number of features of each base classifier and w 0 . . . w n are the
weights assigned by the MCS to the input features, each one computed by averaging the correspondent K weights of the base classifiers. Notice that this MCS is thus equivalent to a
avg
avg
single linear classifier with weights w 0 . . . w n . Hence, at operation phase, the base K clas-
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Robust classifiers by MCS

data

bagging,
RSM

f1 (x) = ! wi1 xi + w10
…

fK (x) = ! wiK xi + w0K

1 K
! fk (x)
K k =1

Figure 4.1: A linear combination of linear classifiers. Base classifiers f 1 (x), . . . f K (x) are built
using either bagging or RSM, and their outputs are then combined through a simple average.

• We investigated if bagging and RSM can be
exploited to design more robust MCSs
• The underlying idea is to obtain more uniform set
sifiers can be disregarded,
and such a single linear classifier can be used instead, to improve
of weights

the computational efficiency of the system.
avg
avg
In [10], our goal was thus to understand whether the weights w 0 . . . w n obtained by
22-01-2010
Adv ersarial classification - B. Biggio
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bagging and by RSM are more uniform than the weights of a single linear classifier trained
on the whole feature set and on all the available training samples, and whether this results
in a higher robustness under attack with respect to an individual classifier. Effectively, experiments reported in [10], performed on a real spam filtering task using text classifiers and
a real spam filter, provided evidence that this intuition was correct.
We report a similar experimental analysis in the next chapter. However, it is worth pointing out that the average strategy is very similar to the MCS built using the RSM as described
above (namely, a MCS where the outputs of a set of linear base classifiers trained on different
subsets of features are combined through a simple average). Indeed, the only difference lies
in the fact that, in the latter case, the features disregarded by each of the base classifiers are
not set to zero and left in the training set, but they are completely removed from it. Although
there is a small implementation difference, we noted by experiments that the two strategies
exhibited a very similar behaviour, hence we do not report experimental results for MCSs
built using the RSM in the next chapter, but only those for the average strategy. Moreover,
we report results for MCSs built using bagging as avgb, which is short for average based on
bagging. Indeed, this strategy differs from the average strategy in the fact that the C linear
classifiers are created using bagging. In other words, they are trained on boostrap replicas of
the training set (see Algorithm 7).
Algorithm 7 avgb strategy
p

Input: T = {(xi , y i )}i =1 , a training set; C , the number of base classifiers; P , the size of training
sets of individual classifiers.
Output: {w 0 , . . . , w n }, weight values of a linear classifier.
for c = 1 to C do
let T̄ be a bootstrap replica of T of size P
get a weight vector {w 0c , . . . , w nc } by training a linear classifier on T̄
end for
P
av g b
let w k
= C1 Cc=1 w kc , k ∈ {1, . . . , n}
av g b

return {w 0

av g b

, . . . , wn

}
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Robust training

In this section, we propose a different approach to design robust classifiers, based on adding
simulated attacks to the training set. The underlying rationale is that among the training
samples collected to train a classifier in adversarial classification tasks either there are no
attack samples, or the attack samples are not representative of the ones the classifier will
face at operation phase. As an example, biometric systems are usually trained using scores
obtained from “genuine” impostors’ biometric traits, without considering scores obtained
from attacks (e.g., by spoofing biometrics); while, in spam filtering, spam e-mails collected
to train spam filters usually contain attacks (like misspelled spam words), which however
were targeted against filters that were operating when the emails were sent, not against the
one that is being designed, as pointed out by [42].
A direct method to simulate attacks would be to construct real attack samples, for instance by spoofing biometric traits of genuine users, or by constructing spam e-mails using
some tricks against the classifier under design, which however can be very difficult. The solution we propose is thus to simulate attacks at the feature level, by appropriately modifying
the feature values of the available malicious training samples to simulate the effects of the
attacks of interest. We point out that this approach is analogous to noise injection methods,
proposed to improve the generalisation capability of neural network classifiers [11], and to
the approach proposed by Fan et al. [22] to improve the generalisation capability of intrusion detection systems. The difference between our approach and these methods is that
our approach is aimed at improving classifier’s robustness against adversarial attacks. It is
also more general than methods proposed so far (see Chapter 2), since it can be applied in
principle in any task and to any classifier.
To be clearer, we report here an intuitive and more detailed example. We consider a
multi-modal biometric system based on a face and a fingerprint matcher, whose outputs
have to be combined to take the final decision. In Fig. 4.2 (left), we report real matching
scores extracted from the NIST Biometric Scores Set [53], from both the genuine and impostor classes. We also show a decision boundary which could be obtained, as an instance,
by training a non-linear combiner on such scores. It is worth noting that this system may
achieve a good classification accuracy when it is not under attack. In Fig. 4.2 (right), we simulate the effect of spoof attacks. In this case, we assume that impostors can spoof either a
fingerprint or a face image from a genuine user (the effect is basically obtained by substituting either the fingerprint or face score of impostors with the scores provided by genuine
users). Notice how the system can be easily evaded by such attacks.
The rationale of our approach is to make the classifier adversary-aware, and prevent
the attacks by adding them to the training set. A decision boundary that may be obtained
by training a non-linear combiner on both real scores and simulated attacks is depicted in
Fig. 4.3. Notice that such system is more robust to the above described spoof attacks, since
the decision boundary better encloses the genuine pattern distribution. On the other hand,
the percentage of accepted genuine users (usually referred to as Genuine Acceptance Rate or,
shortly, GAR) may decrease, and hence a trade-off between the classification accuracy of the
system not under attack and its robustness has to be considered.
In general, the implementation of our approach raises at least two issues. First, a classifier may be subjected to many different kinds of attacks, which depend on the specific
application and on the classifier itself. Which attacks should be simulated in the training
set? Second, for a given kind of attack of interest, which criteria should be used to change
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Figure 4.2: In the figure on the left, we show scores for genuine and impostor users, given by a
fingerprint and a face matcher, extracted from the NIST Biometric Scores Set [53], and a possible decision boundary obtained by training a non-linear combiner on them. Vulnerability
of such system to spoof attacks is shown in the figure on the right.

Figure 4.3: Scores for genuine and impostor users, given by a fingerprint and a face matcher,
extracted from the NIST Biometric Scores Set [53], are shown, together with simulated attacks. A robust decision boundary which may be obtained by training a non-linear combiner
on them is also depicted.
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the feature values of malicious training samples? A possible solution to the issues above is
to protect the classifier against worst case attacks, which is the same approach considered in
[29, 42]. To define a worst case attack at the feature level it is useful to introduce the concept
of attack strength, as discussed in Chapter 3. Notice that, in Chapter 3, worst case attacks
were used to estimate the classifiers’ robustness, while here the goal is different, namely, we
want to improve classifiers’ robustness against them. We remind the reader that the attack
strength can be intuitively defined as the maximum amount of modifications which can be
made to feature vectors of malicious samples. Clearly, in our approach it becomes a design
parameter, together with the percentage of simulated attacks to add to the training set.
However, the exact implementation of our approach depends on the specific application
and the specific classifier, thus it will be described in detail in the next chapter, where we
experimentally investigate its effectiveness on a spam filtering task. Moreover, in the next
chapter we also analyse the effectiveness of reweight, average and avgb strategies, using the
methodology described in Chapter 3.

4.4

Conclusions

In this chapter we described different strategies aimed at improving the classifiers’ robustness against different kinds of attacks. In particular, we reviewed the reweight and average
strategies originally proposed by Kolcz et al. [42] to improve the robustness of linear classifiers in spam filtering, against attacks which exploit some information about the classifier’s
decision function. We then proposed that bagging and RSM can be exploited to build more
robust MCSs, since, analogously to the strategies proposed by Kolcz et al. [42], they may
allow to avoid to over-emphasise or under-emphasise some features. In [10], we exploited
their effectiveness to build more robust linear classifiers on a spam filtering task. Moreover,
we present a similar experimental analysis in the next chapter. Eventually, we present a novel
method to design robust classifiers, based on adding simulated attacks to the training set.
It is worth pointing out that, in this thesis, we focused on developing defence strategies
against attacks which are carried out at operating phase. Indeed, we did not propose any
defence strategy against causative attacks, namely, attacks which aim to compromise a classifier during the training phase. Recall that some work has already faced this problem in
specific applications, as described in Chapter 2 (see [52] as an instance), although it has not
been systematically addressed in the literature yet.
In the next chapter we present an extensive experimental analysis involving spam filtering and intrusion detection tasks, to show how the methodology described in Chapter 3 can
be used to assess the classifiers’ robustness, and also to test the effectiveness of the defence
strategies described in this chapter.

Chapter 5

Experimental evaluation

In this chapter we experimentally assess the robustness of different classification algorithms
proposed in the literature for spam filtering and intrusion detection systems, using the methodology described in Chapter 3, and in particular the simulated attacks of Section 3.3. Moreover, we also test the defence strategies aimed to improve the classifiers’ robustness described in Chapter 4. In these experiments we used a large and publicly available data set
of real spam and legitimate e-mails, and a data set of real network traffic made up of network packets belonging to both legitimate and intrusive traffic. This chapter is organised as
follows: in Section 5.1 we describe the measure to evaluate robustness we used in our experiments, and in Section 5.2 and 5.3 we report the experimental setup and results, respectively.

5.1

Robustness measure

In adversarial classification tasks the performance of a classifier can be assessed using different measures. A typical one is given by the false negative (F N ) and false positive (F P )
misclassification rates evaluated at a fixed working point which is set accordingly to application requirements. Another possible measure is the Receiver Operating Characteristic (ROC)
curve (defined as the true positive rate, T P = 1 − F N , versus the F P rate), which provides a
more comprehensive picture of classifier’s performance across all possibile working points.
Often a more concise performance measure is used, given by the area under the ROC curve,
namely
Z
AUC =

1

T P (F P ) dF P.

(5.1)

0

The AUC values range from 0 to 1. AUC = 0 corresponds to a classifier which classify
all legitimate samples as malicious, and vice versa. Notice that, by inverting the decisions of
such a classifier, we obtain a perfect classifier (namely, a classifier which correctly classifies
all samples), whose AUC value is equal to 1. When AUC = 0.5, the classifier is not able to distinguish among the two classes. Basically, it classifies a sample completely at random: half
of the samples will be classified as legitimate, and the other one as malicious. The WilcoxonMann-Whitney statistic also provides a probabilistic interpretation of the AUC value [32].
Indeed, the AUC value can be interpreted as the probability that a classifier will rank a ran-
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domly chosen malicious (legitimate) sample higher than a randomly chosen legitimate (malicious) one. Hence, it can be computed also without involving the use of numerical integration techniques. Recall that we are dealing with a two-class classification task. Indeed,
suppose p 1 , . . . , p L and q 1 , . . . , q M to be the values given by the discriminant function g (·) of
the classifier to L legitimate samples and M malicious samples, respectively. Without loss
of generality, let us also assume that higher values of g (·) identify malicious samples. As an
instance, the classification function may be given by f (x) = sign[g (x)] ∈ {+1, −1}, where +1
corresponds to the malicious class label. Thus, the AUC value can be also written as
PL P M
AUC =

i =1

j =1 I (p i , q j )

L·M

(5.2)

where



1

I (p, q) = 12



0

if p < q
if p = q

(5.3)

if p > q

Using Eq. 5.2 to evaluate the AUC typically provides a better estimate than Eq. 5.1, since
it does not involve the computation of any integral.
As explained in section 3.2, our methodology for robustness evaluation requires to evaluate the classifier performance under different values of the maximum attack strength (namely,
d MAX ). To allow an easier comparison among different classifiers, in these experiments we
chose to use the AUC as performance measure. In particular, since in adversarial classification tasks (and especially in security applications) FP errors are typically more harmful than
FN ones, very low F P rates are required at operation phase. This means that the region of
interest of the ROC curve to evaluate classifier performance is the one which corresponds to
low F P values. Accordingly, a better performance measure than the AUC is the area under a
limited region of the ROC curve corresponding to low F P values. As proposed in [42], we will
consider only the region
R 0.1 defined by F P ∈ [0, 0.1]. The corresponding measure, denoted as
AUC 10% , is given by 0 T P (F P ) dF P , as depicted in Figure 5.1. Note that its range is [0, 0.1].

Figure 5.1: Area Under the ROC Curve at 10% false positive rate (AUC 10% ), highlighted in red.
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Experimental setup

In this section, we describe our experimental setup, including the data sets and classification
algorithms used.

5.2.1

Experiments on spam filtering (text classifiers)

For the experiments on spam filtering we used the TREC 2007 e-mail corpus, publicly available at http://plg.uwaterloo.ca/~gvcormac/treccorpus07 and made up of 75,419 real
e-mails (25,220 legitimate and 50,199 spam messages) collected between April 2007 and July
2007. We considered the first 10,000 e-mails (in chronological order) to train the classifiers
used in these experiments, and the next 10,000 e-mails as testing set. The remaining e-mails
were not used, given that we noted, in some preliminary experiments, that the results did
not change significantly when using more than 10,000 testing e-mails. The e-mails were represented using the bag-of-words feature model, which is widely used in text categorization
and spam filtering tasks. It consists in representing a text as a numeric vector, in which each
element is associated to a distinct token (like a word, or a sequence of words or of characters) appearing in training documents. We chose to use binary-valued features denoting the
presence or absence of the corresponding token in the considered e-mail, which is a typical
choice in spam filtering. Token extraction was carried out using the tokenization method
of the open source spam filter SpamAssassin (version 3.2.5) [1]. Each e-mail was thus represented as a feature vector x = {x 1 , . . . , x n } ∈ {0, 1}n , where x k = 1 (0) denotes the presence
(absence) of the k-token in that e-mail, and n is the number of extracted tokens.
In our experiments we evaluated the robustness of the following text classifiers proposed
in the spam filtering literature: support vector machines (SVM) [20], logistic regression (LR)
[42] and the so-called Bayesian text classifier used in SpamAssassin [1], which are concisely
described in the following.
Support
vector machines.
The discriminant function of a linear SVM is given by f (x) =
¡Pp
¢
p
sign i =1 αi y i 〈x, xi 〉 + b , where {(xi , y i )}i =1 are the feature vectors and class labels (±1) of
training samples, and αi and b are coefficients whose value is determined by the learning
algorithm [67, 17]. We also considered
SVM classifiers,
with radial basis function
¡Pnon-linear
¢
p
(RBF) kernel. In this case, f (x) = sign i =1 αi y i K (x, xi ) + b , where K (x, xi ) = exp (−γ||x − xi ||2 ),
γ > 0. The SVM learning algorithm requires the choice of the regularisation parameter C ,
which represents a trade-off between the training errors and the classifier’s margin, related
to the classifier’s generalisation capability. If the RBF kernel is used, also the value of γ has
to be determined. To fix the values of these parameters we carried out a grid search with
C ∈ {0.001, 0.01, 0.1, 1, 10, 100} and γ ∈ {0.001, 0.01, 0.1, 1, 10}, and chose the values which maximized the performance measure (AUC 10% ) estimated through a 5-fold cross validation on
training data.
Logistic regression.¡ The discriminant
function of the logistic regression (LR) classifier
¢
P
−g (x) −1
is given by f (x) = sign [1 + e
] , where g (x) = nk=1 w k x k + w 0 and n is the number of
features. This corresponds to a linear class boundary in feature space. The weight values
w 0 , . . . , w n were computed by minimising the training error through an online gradient descent algorithm [12], which is summarized as Algorithm 8. The learning rate η has been set
to 0.05 in our experiments.
Bayesian text classifier. Lastly, we considered the Bayesian text classifier included in
SpamAssassin, which is based on the approach proposed in [57], as well as on the popular
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Algorithm 8 Training algorithm for the LR classifier.
p

Input: A training set, {xi , y i }i =1
Output: Weight values of the LR classifier, {w 0 , . . . , w n }
if classifier has not been previously trained then
for k = 0 to n do
w k ← 0, weight initialisation
end for
end if
for i = 1 to p do
w 0 ← w 0 − η × [ f (xi ) − y i ]
for k = 1 to n do
w k ← w k − η × [ f (xi ) − y i ] × x i k
end for
end for
return {w 0 , . . . , w n }
SpamBayes anti-spam filter [51, 52]1 . First the probability p(w) that any e-mail containing
a token w is spam is estimated from training data. Bayesian statistics are then used to introduce some background information and estimate a degree of belief δ(w) about whether,
when w is seen again, it will be in a spam e-mail. The δ(w) value is computed as a convex
combination between a prior belief b and p(w):
δ(w) = s ×

p(w)
b
+n ×
,
s +n
s +n

(5.4)

where the prior belief b is the assumed probability, based on background information, that
a token we have never seen before will first appear in a spam e-mail, s is a positive strength
coefficient given to the prior belief b, and n is the number of training e-mails that contain
the token w (s and b are respectively set to 0.03 and 0.538 in SpamAssassin).
To label a given e-mail x, the most significant tokens are first considered, namely the 150
dictionary tokens with highest values of |δ(w)−0.5| which appear in x, and for which |δ(w)−
0.5| ≥ 0.346. Their degrees of belief are then combined to obtain a hamminess indicator H (x)
and a spamminess indicator S(x), which are computed according to the Fisher’s method [23]
as:

H (x) = C −1 (−2 ln

δ(w), 2q)

(5.5)

[1 − δ(w)], 2q)

(5.6)

Y
w∈W (x)

S(x) = C −1 (−2 ln

Y

w∈W (x)

where W (x) is the set of the most significant tokens extracted from x, q is the number of
elements in W (x) (whose maximum value is 150), and C −1 (z, 2q) is the inverse chi-squared
function value at z, with 2q degrees of freedom.
A score g (x) is then computed as g (x) = 1/2×[1+H (x)−S(x)] ∈ [0, 1]. It can be interpreted
as an estimate of P (Y = +1|x), namely the posterior probability that a given e-mail x is spam.
1

For further details, see http://www.linuxjournal.com/article/6467
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The label is finally given by f (x) = sign[g (x) − θ], where θ is a threshold whose value is set by
default to 0.5 (according to the maximum a posteriori criterion [21, 12]), and can be modified
using for instance validation data. Notice that the decision boundary in feature space is nonlinear.
Strategies for improving robustness. In our experiments we also evaluated the two
strategies originally proposed in [42] to improve the robustness of linear classifiers in spam
filtering tasks, namely reweight and average. We applied these strategies to the linear SVM
and LR classifiers. As described in Section 4.1, they are based on avoiding to over-emphasise
or under-emphasise the feature weights. The underlying intuition is that keeping them as
much uniform as possible would force the adversary to modify a larger number of features
to evade the classifier, and if modifying each feature requires a similar effort, as happens in
text-based spam filters (where modifying features amounts to adding, deleting or modifying words), this could increase classifier’s robustness. Recall that the average strategy is very
similar to a linear MCS created using the RSM. Indeed, as mentioned in Section 4.2, we only
report results for this strategy and omit the results obtained using the RSM, given that they
were almost identical. Moreover, we also test the effectiveness of the avgb (average based on
bagging) strategy, as described in Section 4.2.
For each of the above mentioned linear classifiers we carried out experiments with different number of training samples (e-mails) and of features (tokens), to investigate how these
factors affect the robustness. To this aim we created three distinct training sets, respectively
using 1,000, 5,000 and 10,000 e-mails from the original 10,000 training e-mails, in chronological order. The corresponding number of tokens was respectively 71,764, 264,203 and
366,709. A feature selection was then carried out on each training set, using the information
gain criterion. Four feature set sizes were considered: 1,000, 2,000, 10,000 and 20,000. Accordingly, we carried out our experiments on 3+3×4 = 15 different training sets. We applied
the above strategies for improving robustness to the LR and the linear SVM classifiers. As
made in [42], we used C = 10 classifiers for all strategies, feature subsets of size F = dn/2e in
the average strategy (where n is the size of the original feature set). We also used bootstrap
replicas of size P = dp/2e in the avgb strategy (where p is the size of the original training
set), since this value attained good performances in preliminary experiments. The results
are reported in Sect. 5.3.1 and 5.3.2.

5.2.2

Experiments on spam filtering (SpamAssassin)

In these experiments we evaluated the robustness of a widely used open source spam filter,
named SpamAssassin [1]. It is made up of some hundred boolean tests, each one aimed at
detecting a particular characteristic of spam or legitimate e-mails, like the presence of a typical spam word, or a e-mail’s header malformation which is known to be produced by some
automatic spam e-mails generation tool [62]. It is worth noting that nine tests are associated with the output of the Bayesian text classifier described in the previous section, which
is a real number in the interval [0, 1]. In particular, such interval is subdivided into nine disjoint intervals, and each of these test checks if the output of the text classifier lies into one
of them. The outcome of a test, either True or False, is numerically coded respectively as +1
and 0. We denote in the following the coded outcome of the i -th test as x i , i = 1, . . . , n, where
n denotes the number of tests. A weight w i is associated to each test. For a given e-mail,
the tests’ outcomes are linearly combined, and the e-mail is labelled as spam (legitimate)
if the result is higher (lower) than a threshold w 0 . Formally, such decision function can be
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¡P
¢
written as f (x) = sign ni=1 w i x i + w 0 , where x denotes the vector (x 1 , . . . , x n ). Accordingly,
SpamAssassin can be viewed as a linear classifier with binary-valued features. Default values are provided for all the weights and the threshold, w 0 , . . . , w n , which were manually set
by the SpamAssassin developers2 . Note that the weights of tests associated to characteristics
of spam (legitimate) e-mails are positive (negative).
Given that SpamAssassin can be viewed as a linear classifier, in our experiments we evaluated its robustness using both its default weights and weights computed by the same linear
classifiers considered in the previous experiments (LR and SVM). We also applied the three
strategies for robustness improvement described in the previous section. For the average
strategy, we used F = d0.8ne features (where n is the original number of features, see below)
and C = 10 classifiers. For the avgb strategy we used bootstrap replicates of the same size as
the original training set and C = 10 classifiers. For comparison, we also considered the most
uniform weight values, namely +1 (−1) for tests aimed at detecting a characteristic of spam
(legitimate) e-mails. The experiments were carried out on the TREC 2007 e-mail corpus described in the previous section, using the most recent version of SpamAssassin (3.2.5). In
our experiments we used only the tests whose value was non-zero for at least one e-mail of
the data set, which turned out to be n = 549 (including the nine tests associated to the text
classifier). We considered the first 10,000 e-mails of TREC 2007 (in chronological order) to
train the text classifier, the next 10,000 e-mails to train the LR and SVM classifiers to compute
the tests’ weights, and the next 10,000 e-mails as testing set. Note that in these experiments
the attacks were simulated by modifying the tests’ outputs, which were viewed as features of
a linear classifier.
Within these set of experiments we also assessed the effectiveness of the robust training
strategy, described in Section 4.3. We chose to defend the system against worst case attacks,
analogously to the rationale of the other defence strategies. We thus included a set of simulated worst case attacks into the training set of the classifiers to be trained. Notice that,
in this case, two parameters needed to be set in our method, namely, (1) the percentage
of simulated attack samples to add to the training set, say a tr , and (2) the attack strength
d MAX . To compare the effectiveness of robust training against the other defence strategies,
we used a slightly different subdivision of the TREC 2007 data set, which allowed us to have
a more accurate estimate of the best parameters of each method. In particular, the first three
sequences of 10,000 emails (in chronological order) were respectively used to train the SpamAssassin’s text classifier, to train the LR and SVM classifiers, and to tune the parameters of
the avg method (namely, the number of classifiers and feature subset size, which turned out
to be respectively 10 and 30% for LR, and to 10 and 50% for SVM) and of the robust training
method (a tr = 10% and d MAX = 2 for LR, and a tr = 10% and d MAX = 5 for SVM). The fourth
sequence of 10,000 emails was used as testing set. In this experiment we tested the effectiveness of the different defence strategies against worst case attacks and against quasi-worst
case attacks. In the latter case we assume that the adversary does not know exactly the values of the set of weights w 1 , . . . , w n used by the classifier, but he can estimate a set of weights
ŵ 1 , . . . , ŵ n by training a linear LR classification algorithm on a set of 5 samples randomly
extracted by the testing set. Since the set of estimated weights depends on the random selection of samples from the testing set, we averaged the results on 5 repetitions. Once the
weights are estimated, the adversary attacks the classifier as in the worst case attack strategy,
2

For a detailed list of tests and correspondent weights, see http://spamassassin.apache.org/tests_

3_2_x.html.
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but using the estimated set of weights instead of the real one. In other words, features which
the adversary believes have been assigned a higher weight (according to his estimated weight
vector), are modified first.
Results for both the above described experiments are reported in Sect. 5.3.3.

5.2.3

Experiments on intrusion detection systems

Network intrusion detection has been approached for several years using signature-based
detectors, also referred to as misuse detectors [55], able to detect only known attacks. In the
last few years, these approaches have been used together with pattern recognition and machine learning techniques, which are able to detect also never-seen-before (called zero-day)
attacks [69, 55]. When pattern recognition and machine learning techniques are used, intrusion detection is approached as an anomaly detection problem. It basically consists in
building a model of normal (legitimate) traffic, and raising an alert when anomalous traffic
is detected. Alerts are managed by the system administrator. The model of normal traffic
is built on the basis of data typically collected directly from the same network, within the
assumption that no attacks (or very few ones) are included. Accordingly, one-class classifiers are often used [63]. Several approaches have been proposed to define the samples in
intrusion detection tasks, and to extract features, mainly depending on the abstraction level
of traffic flow analysis. As an instance, at the application level (e.g., a HTTP connection) the
sequence of packets sent by a client to a server during a given connection can be considered
as an individual sample. At the packet level each individual packet is instead considered as
a distinct sample.
In our experiments we considered the IDS proposed in [69], and further investigated
in [55]. Each packet is separately classified, and is represented by a feature vector whose
values are the relative frequencies of the bytes contained into the packet. The feature set
size is thus 256, and the feature values of any sample sum up to 1. We used the data set
described in [55]. It consists of legitimate network packets collected by a server during
five days, in 2006, and a set of attack packets publicly available at http://www.i-pi.com/
HTTP-attacks-JoCN-2006/, which was also used in [34]. The total number of legitimate
network packets collected is 1,699,822 (among them, 384,389 were collected during the first
day and used as training set in [55]). The set of attacks includes all the HTTP attacks provided in [34] plus a shell-code attack that exploits a vulnerability (MS03-022) in Windows
Media Service (WMS). It consists of a total of 205 packets belonging to 66 distinct HTTP attacks. Among them, 11 are shell-code attacks, namely attacks that carry executable code in
the payload. Notice that shell-code attacks are particularly dangerous because their objective is to inject executable code and hijack the normal execution of the target application.
As an instance, consider that some famous worms, e.g., Code-Red, use shell-code attacks as
a mechanism to propagate themselves, while other attacks lead, at least in principle, to less
dangerous effects, like Information Leakage and Denial of Service (DoS).
As done by Perdisci et al. [55], we performed experiments on the above data set using
a one-class SVM classifier with RBF kernel, and a Mahalanobis Distance (MD) classifier, as
originally proposed in [69]. We trained them using the first 20,000 legitimate packets collected during the first day (we assumed that the system was trained in a few hours during
day one). We then considered the first 20,000 legitimate packets from the second day and
used them, together with the set of attack samples, as testing set (here we assumed that the
system was attacked in few hours during day two).
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Support vector machines. We implemented one-class SVM classifiers with the RBF kernel, using the approach proposed in [61] (ν-SVM). The decision function has the same for
as in the two-class SVM described above, but the learning algorithm is different. It requires
to choose the value of a parameter ν ∈ [0, 1] (instead of the parameter C used in two-class
problems), which was shown in [61] to be an upper bound on the false positive error rate
on training samples. Since in IDSs it is common practice to set the desired false positive
rate to 0.01 [55], we set ν = 0.01. The γ value of the RBF kernel was chosen among the set
{0.001, 0.01, 0.1, 0.5, 1, 10} through a 5-fold cross validation on the training set, by minimising
the false positive error rate.
Mahalanobis distance classifier. The discriminant function of the MD classifier is given
by
n |x − µ |
X
k
k
(5.7)
g (x) =
k=1 σk + α
where µk and σk are respectively the mean and standard deviation of each feature estimated
from training samples, and α is a parameter used to avoid division by 0 (it was set to 0.001
in our experiments, as done in [55]). The value of g (x) can be thought as the Mahalanobis
distance of pattern x from the center of mass of the distribution of legitimate samples, hence
the higher g (x), the higher the probability that x is a malicious sample (an intrusive network
packet). To give a class label to any sample x, a threshold (denoted with t ) should
be ¢set on
¡
the value of g (x), so that the decision function can be written as f (x) = sign g (x) − t . The
threshold value t can be set, for instance, by fixing the desired false positive rate (e.g., to 0.01)
and performing a cross validation on training data.

5.3

Experimental results

We first report the results of the experiments on spam filtering. Results of Sects. 5.3.1 and
5.3.2 refer respectively to the worst case and mimicry attack against linear text classifiers,
while results in Sects. 5.3.3 and 5.3.4 refer to the same attacks against SpamAssassin. The
results of the experiments on intrusion detection are reported in Sect. 5.3.5.

5.3.1

Spam filtering (text classifiers): worst case attack

As explained in Sect. 3.3.1, the worst case attack is of interest when it is easy to find the
modification of a feature vector which most affects the classifier’s decision function. This is
the case of linear classifiers and of the Bayesian text classifier of SpamAssassin. Accordingly,
we assessed the robustness of the logistic regression (LR), the linear SVM classifier (SVM)
and the Bayesian text classifier against the worst case attack. We also applied the strategies
discussed in Sect. 5.2.1, namely reweight (rw), average (avg) and average based on bootstrap
(avgb), to the above classifiers. The corresponding classifiers are denoted in the following as
rw-LR, rw-SVM, avg-LR, avg-SVM, avgb-LR, avgb-SVM. Results in terms of AUC 10% versus
the maximum attack strength d MAX are shown in Fig. 5.2 (for LR, rw-LR, avg-LR and avgbLR classifiers) and Fig. 5.3 (for SVM, rw-SVM, avg-SVM and avgb-SVM classifiers). We did
not report results obtained with 5,000 training e-mails, which were similar to those obtained
using 1,000 and 10,000 e-mails. Each plot contains different curves which refer to the same
classifier and the same number of training e-mails (either 1,000 or 10,000), and to different
number of features (1,000, 2,000, 10,000 and 20,000). For the LR classifier, which can handle
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a very large number of features, we also used all the available ones, which were 71,764 and
366,709 respectively for 1,000 and 10,000 training samples.
Consider first the performance of the different classifiers when they are not under attack
(d MAX = 0). Fig. 5.2 and 5.3 show that the performance of each classifier slightly increases
as the number either of training samples or of features increases. In particular, the application of the strategies for robustness improvement often worsen the performance of the
corresponding base classifier when it is not under attack, as one can expect (since these
strategies decrease the weights of the most discriminant features), although the decrease is
rather small.
When the classifiers are under attack (d MAX > 0) their performance decreases as the maximum attack strength d MAX increases, as expected. Note that the AUC 10% values always drop
to zero from a certain d MAX value onward: this means that, if the attack strength is sufficiently high (in this case, if the attacker modifies a sufficiently high number of features), all
malicious samples get misclassified as legitimate.
An interesting observation is that, for any given d MAX value, the corresponding AUC 10%
values of all the considered classifiers almost always increase as the number either of the features or of the training samples increases, being equal all the other conditions. This means
that in the considered classifiers using a larger training set or a larger feature set allows to
improve robustness against a worst case attack, with few exceptions.
Let us now compare the standard SVM and LR classifiers when the robustness improvement strategies are not used (first rows of Fig. 5.2 and 5.3). Note first that, being equal all
the experimental conditions (the size of the feature set and of the training set), their performance without attacks (d MAX = 0) is very similar. The only exception is for 1,000 training
samples and 1,000 features: in this case the SVM outperforms the LR classifier. Despite this,
it can be seen that when they are under attack the LR performance is always better than the
SVM performance (being equal all the experimental conditions), for any given d MAX value.
According to our methodology, this clearly means that the LR classifier is more robust to a
worst case attack than a linear SVM classifier.
Lastly, let us consider the performance of the LR and SVM classifiers under attack, when
the three considered strategies for improving robustness are used. With regard to the LR
classifier, Fig. 5.2 shows that, being equal the d MAX value and the number of features and
training samples, the AUC 10% values attained using the avgb strategy (fourth row) are often
higher than the ones of the standard LR classifier (first row), especially when either a large
training set or a large feature set is used, and the attack strength is high. The AUC 10% values
attained by the rw (second row) and avg (third row) strategies are instead very similar to (or
even lower than) the ones of the standard LR classifier. This means that only the avgb strategy allowed to improve the robustness of LR, especially for large training or feature sets. In
the case of the SVM classifier (Fig. 5.3), the rw and avg strategies, and sometimes also the
avgb strategy, turned out to be often counterproductive. The avgb strategy improved the
robustness of the standard SVM only for the largest training and feature sets (see Fig. 5.3,
bottom-right plot). Nevertheless, we point out that these strategies did not worsen significantly the performance of the classifiers when they are not under attack.
To sum up, our results showed that:
1. the robustness of both the LR and linear SVM classifier against a worst case attack
increases, as the training set or feature set increases;
2. the LR classifier is more robust than the SVM one, being the training and feature set
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Figure 5.2: AUC 10% vs the attack strength d MAX for the LR classifier against the worst case
attack: standard classifier (first row), reweight strategy (second row), average strategy (third
row) and avgb strategy (fourth row). Columns correspond to 1,000 (left) and 10,000 (right)
training e-mails. The different curves in each plot correspond to a different number of features: 1,000 (1K), 2,000 (2K), 10,000 (10K), 20,000 (20K), and all the available features (All).
The AUC 10% value when the classifier is not being attacked (namely, for d MAX = 0) is also
reported in the legend.
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Figure 5.3: AUC 10% vs the attack strength d MAX against the linear SVM classifier, for the worst
case attack. See caption of Fig. 5.2 for the details.
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size equal;
3. the average based on bootstrap (avgb) strategy can further improve robustness, when
a large training set or feature set is used, and anyway all the considered strategies did
not worsen the performance of the classifiers when they are not under attack.
The two last findings above are summarised in Fig. 5.4, where we reported in a single plot (the
left one) the performance of the base LR and SVM classifiers and of the three corresponding
strategies for robustness improvement, under the most robust configuration obtained with
the considered parameters, namely the largest training set (10,000 samples) and the largest
feature set (366,709 and 20,000 features, respectively for LR and SVM).
In Fig. 5.4 (right plot) we also report a measure of the evenness of the weight values of the
same classifiers in the left plot, proposed in [42]. It is defined as the ratio of the sum of the
top K absolute weight values to the sum of all the n absolute weight values, for K = 1, . . . , n:
Ã
! Ã
!
K
n
X
X
F (K ) =
|w (i ) | /
|w (i ) |
(5.8)
i =1

i =1

where |w (1) |, . . . , |w (n) | are the absolute weight values sorted in decreasing order. Note that
the weight w 0 is disregarded since it does not affect the AUC 10% value. When all weight values are equal, then F (K ) = K , while as the weight values become more and more uneven,
F (K ) approaches 1 for any K value. Fig. 5.4 (right) shows that the considered strategies for
robustness improvement result in a slightly more uniform weight values with respect to the
corresponding standard classifiers. In particular, the most uniform weight values are attained by the avgb strategy (green curves), which turned out to be also the most effective in
improving robustness. It can also be seen that the weight values of the LR classifier are much
more uniform than the ones of the SVM classifier, even when the standard classifiers are
used. This gives some empirical support to the rationale underlying the strategies proposed
in [42], namely that more uniform weight values can improve robustness against attacks like
a worst case one.

5.3.2

Spam filtering (text classifiers): mimicry attack

The mimicry attack strategy can be used in principle against any kind of classifier, since it
only requires the knowledge of some legitimate sample. Accordingly, we assessed the robustness against a mimicry attack of all the linear classifiers and the three strategies for improving robustness considered for the worst case attack, as well as two non-linear classifiers: a
SVM with RBF kernel and the Bayesian text classifier of SpamAssassin (denoted from now on
as BayesSA). The experimental setup was the same as the one used for the worst case attack.
We remind the reader that the mimicry attack strategy has a random component, namely the
choice of the legitimate pattern to mimicry among the available ones, and, in case of binary
features, the choice of the ones to modify. Hence we report the average results over 10 runs
of the experiments. We did not report the standard deviation, which turned out to be always
negligible. The results (the mean AUC 10% as a function of d MAX ) are shown in Figs. 5.5–5.7.
We first point out that the AUC 10% value drops to 0.005 for large d MAX values, while it
dropped to 0 under a worst case attack (see Figs. 5.2 and 5.3). The reason is that in the
mimicry attack, when d MAX is large enough, each malicious sample becomes identical to
some legitimate sample, and hence the ROC curve lies on the line T P = F P . It is easy to
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Figure 5.4: Left: AUC 10% vs d MAX for the standard LR and linear SVM classifiers and the
corresponding three strategies for robustness improvement, against the worst case attack,
using 10,000 training e-mails, and 20,000 (366,709) features for the SVM (LR) classifier. The
AUC 10% value when the classifier is not being attacked (d MAX = 0) is reported also in the
legend. Right: the fraction of top K absolute weights, F (K ) for the same classifiers.

see that the corresponding AUC 10% is 0.005. Moreover, a comparison with Figs. 5.2 and 5.3
shows that, as its name may suggest, the worst case attack is much more effective than the
mimicry attack in degrading classifier’s performance, since it is based on the exact knowledge of the classifier’s decision function. In particular, for any given classifier the mimicry
attack allows to attain similar AUC 10% values as the worst case attack at expense of about 10
times greater an attack strength.
As happened for the worst case attack, also for the mimicry attack it turns out that increasing the number either of features or of training samples allows to improve the robustness of all the considered classifiers. The only exception is BayesSA with all the available
features and 1,000 training samples, which is less robust than when 10,000 or 20,000 features
are used for low attack strength.
With regard to the three strategies for robustness improvement, they always provided
nearly the same performance as the corresponding base classifier. This is reasonable, since
in the mimicry attack the changes to the features of malicious samples are made without
exploiting any information on the classifier’s decision function, and therefore it can be expected that giving features more uniform weights does not improve the classifier’s robustness. Nevertheless, it turned out that applying these strategies never worsened robustness.
Since in practice a pattern recognition system may be subject to different kinds of attacks,
this result suggests that these strategies should be used anyway: they can be effective against
a worst case attack, and they are not counterproductive against attacks which do not exploit
any knowledge on the classifier’s decision function.
Let us now compare the four different classifiers considered in these experiments. In
Fig. 5.8 we report the performance of the most robust configuration of each classifier, which
always corresponded to the maximum number of training samples (10,000) and of features.
Note that only 20,000 features were used for the SVM classifiers, while all the available 366,709
featurese were used for LR and BayesSA. Accordingly, for a more direct comparison we also
report the results for LR and BayesSA with 20,000 features.
The most interesting result is that the LR classifier is much more robust than the BayesSA
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Figure 5.5: AUC 10% vs the attack strength d MAX for the LR classifier, against the mimicry attack: standard classifier (first row), reweight strategy (second row), average strategy (third
row) and avgb strategy (fourth row). Columns correspond to 1,000 (left) and 10,000 (right)
training e-mails. The different curves in each plot correspond to a different number of features: 1,000 (1K), 2,000 (2K), 10,000 (10K), 20,000 (20K), and all the available features (All).
The AUC 10% value when the classifier is not being attacked (namely, for d MAX = 0) is also
reported in the legend.
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Figure 5.6: AUC 10% vs the attack strength d MAX for the SVM classifier with the linear kernel,
against the mimicry attack. See caption of Fig. 5.5 for the details.
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Figure 5.7: AUC 10% vs the attack strength d MAX for the BayesSA (top) and SVM classifier with
RBF kernel (bottom), against the mimicry attack. See caption of Fig. 5.5 for the details.
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Figure 5.8: A comparison between the most robust configurations of the four classifiers,
against the mimicry attack. The mean AUC 10% over 10 repetitions of the experiments is
reported as a function of the attack strength d MAX . All classifiers are trained with 10,000
samples. SVMs were trained with 20,000 (20K) features. The LR and BayesSA results trained
both with 20,000 (20K) and all the available 366,709 features (All) are reported. The AUC 10%
value when the classifiers are not under attack (d MAX = 0) is also reported in the legend.

5.3. EXPERIMENTAL RESULTS

65

classifier (we remind the reader that BayesSA is included in the widely used SpamAssassin filter), when both 20,000 and all the available features are used. Moreover, for low attack strength also the SVM classifiers (both with linear and RBF kernel) are more robust
than BayesSA with 20,000 features. In particular, it can be seen that, contrary to LR and
SVMs, the performance of BayesSA under attack starts decreasing for very low attack strength
(d MAX < 100). We remind the reader that in these classifiers (spam filters with boolean features associated to words in e-mail’s body) the attack strength equals the maximum number of “good words” added to, or of “spammy” words obfuscated in a given spam e-mail.
Therefore, this result means that in a spam filtering task the LR classifier is more robust than
BayesSA to the good word and word obfuscation attacks even when the added or obfuscated
words are less than 100, when such attacks are carried out by mimicking some known legitimate e-mails (and the same for SVMs, but only for low attack strength). Moreover, contrary
to the worst case attack, the linear SVM with 20,000 features is slightly more robust than LR
with the same number of features (and the same happens for the SVM with RBF kernel).
However LR with all the available features is much more robust than SVMs with 20,000 features.
To sum up, our analysis shows that, among the considered text classifiers, LR is the most
robust to a mimicry attack in the considered spam filtering task. In particular, it is more
robust than the text classifier included in the SpamAssassin filter.

5.3.3

SpamAssassin: worst case attack

As explained in Sect. 5.2.2, the SpamAssassin filter can be viewed as a linear classifier with
binary-valued features. In Fig. 5.9 we report the AUC 10% vs d MAX curves attained against the
worst case attack when the feature weights were obtained by a LR and linear SVM classifier,
by the three robustness improvement strategies considered in previous sections, applied to
these two classifiers, as well as by the default weights defined by the SpamAssassin developers and, for comparison, by a set of identical weights.
Note first that the performance of all the considered SpamAssassin’s weight configurations significantly decreases at very low attack strength d MAX (even for the lowest d MAX value
fo 1). The reason is that the few (nine) tests associated to the text classifier turn out to exhibit a much higher discriminant capability than all the other tests, and thus modifying the
corresponding outputs allows to get many spam e-mails misclassified as legitimate.
Consider now that when SpamAssassin is not under attack (d MAX = 0), the performance
attained by the weights produced by the standard LR and SVM classifiers and by the default weights is very similar. The performance attained by the uniform weights is instead
the worse one as expected, since no information about the discriminant capability of the
features (i.e., the tests’ outputs) is exploited.
When SpamAssassin is under attack, weights produced by the standard LR and SVM classifiers exhibit a very similar robustness, while the default weights exhibit a much higher robustness. As can be seen from the right plot of Fig. 5.9, the default weights turn out to be
also much more evenly distributed than the ones of the standard LR ad SVM. This result
gives a further support to the potential effectiveness of keeping weights as much uniform as
possible to get a robust classifier against a worst case attack. Moreover, it also supports the
intuition of SpamAssassin’s developers in manually adjusting the weights values, without relying on weights produced by standard learning algorithms which do not take into account
the robustness to attacks.
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Figure 5.9: Left: AUC 10% vs the attack strength d MAX of several configurations of the SpamAssassin filter, under the worst case attack. The different configurations were obtained by
computing the tests’ weights with the LR and linear SVM classifier, with the strategies rw, avg
and avgb applied to these classifiers, as well as by the default weights and by using identical
weights. The AUC 10% value when the classifier is not being attacked (namely, for d MAX = 0)
is also reported in the legend. Right: the fraction of top K absolute weights F (K ) for the same
configurations.

It can also be seen that using identical weights (namely, the most uniform ones) leads to a
further, large improvement of SpamAssassin’s robustness when the attack strength is greater
than 1. However, this is achieved at the expense of a much worse performance without attack
(when d MAX = 0). This shows that a proper trade-off must be reached between the performance with and without attacks, namely between the need of keeping the features weights
as much uniform as possible, and the need of taking into account the discriminant capability of features on training samples. In these experiments, such a trade-off is often attained
by the three robustness improvement strategies applied to the LR and linear SVM classifiers,
with the only exception of the avgb strategy applied to the SVM classifier. It can be seen indeed that they improved the robustness of the corresponding classifier, and did not degrade
its performance when the classifier was not under attack (for d MAX = 0). In particular, the
right plot of Fig. 5.9 shows that these strategies produced slightly more uniform weight values than the corresponding standard classifier, except for the rw strategy applied to the SVM
classifier (which however improved its robustness). However, despite these strategies turned
out to be often effective in improving robustness, they did not allow to reach the robustness
of SpamAssassin’s default weights.
To sum up, the most relevant result of our analysis on the robustness of a real spam filter
showed that its default (manually tuned) configuration appears much more robust to a worst
case attack than configurations obtained through learning algorithms, and is as accurate as
them when the filter is not under attack. The strategies for improving robustness proposed
in [42] turned out to be potentially effective in the direction of automatically improving the
robustness of learning algorithms, as well as the avgb strategy, and the use of MCSs. This
however remains a relevant open problem.
We now report the experimental results for the robust training strategy, as described in
Sect. 5.2.2. We chose to compare the performance of robust training against average and
reweight strategies, and against the default configuration of SpamAssassin (default weights),
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which exhibited the best performances in terms of robustness and generalisation capability
in the previously discussed set of experiments. Results when the worst case attack is used are
shown in Fig. 5.10. Notice that results for the average strategy are averaged on 5 runs, since
the classifier is built using random subsets of features, and in this case the variance among
different repetitions was not negligible, given that smaller subsets of features were used. As
discussed in Sect. 5.2.2, we also tested the above mentioned strategies using a quasi-worst
case attack. Results are shown in Fig. 5.11.
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Figure 5.10: Left: AUC 10% vs the attack strength d MAX of several configurations of the SpamAssassin filter, under the worst case attack. The different configurations were obtained
by computing the tests’ weights with the LR and linear SVM classifier, with the strategies
reweight (rw), average (avg) and robust training (rob) applied to these classifiers, as well as
by the default weights. The AUC 10% value when the classifier is not being attacked (namely,
for d MAX = 0) is also reported in the legend. Notice that results for the avg strategy are averaged on 5 runs. Correspondingly, the mean AUC 10% and its standard deviation (dashed
lines) are shown. Right: the fraction of top K absolute weights F (K ) for the same configurations. Mean and standard deviation of the top K absolute weights for the avg strategy are
shown.

Let us first analyse results in Fig. 5.10. It is worth noting first that weights computed by
the LR and SVM classifiers are less robust than default weights, as happened in the previous
experiments. This is again an evidence that standard learning algorithms which do not take
into account the possibility of attacks are not appropriate in adversarial tasks. The avg and
rw methods of [42] improved the robustness of both LR and SVM, and reached a similar ro-
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Figure 5.11: Mean AUC 10% and corresponding standard deviation (dashed lines) vs the attack strength d MAX of several configurations of the SpamAssassin filter, under the quasiworst case attack. The different configurations were obtained by computing the tests’
weights with the LR and linear SVM classifier, with the strategies reweight (rw), average (avg)
and robust training (rob) applied to these classifiers, as well as by the default weights. The
AUC 10% value when the classifier is not being attacked (namely, for d MAX = 0) is also reported in the legend. Results are averaged on 5 runs.

bustness as default weights for high attack strength d MAX . However, they attained sometimes
a lower accuracy when the classifiers were not under attack. Robust training improved the
robustness of both the LR and SVM classifiers, and of the avg and rw methods (outperforming these methods also with no attacks). Moreover, our method exhibits a higher robustness
for all attack strength values, although attacks in the training set were simulated for a fixed
attack strength. Interestingly, our method also attained a higher robustness than default
weights. Lastly, we observed that our method indirectly has the same effect of avg and rw,
namely it produced more uniform weight values than the corresponding base classifier.
The above results showed that our method, based on training a classifier to protect it
against worst case attacks, is actually effective against these attacks, even with different
strength. We also tested its effectiveness against quasi-worst case attacks, as shown in Fig. 5.11.
In this case, the adversary does not know the weight values used by the classifier exactly, but
he can estimate them as described in Sect. 5.2.2. The results showed that also in this case
our method improved the robustness of the LR and SVM classifiers and attained a higher
robustness than the avg and rw methods, although it did not outperform default weights.
Lastly, we observed that the avg and rw methods resulted in worsening the robustness of the
SVM classifier. These experiments show that robust training may be a very effective design
technique to build more robust classifiers, at least against attacks which exploit some knowledge on the decision function used by the classifier. However, a more extended experimental
analysis is required to confirm these promising results.

5.3.4

SpamAssassin: mimicry attack

We evaluated the robustness of SpamAssassin also against the mimicry attack, using the
same weighting configurations of the worst case attack (see the previous section). The results are shown in Fig. 5.12. Note that the performance without attack (for d MAX = 0) is the
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same as in Fig. 5.9.
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Figure 5.12: AUC 10% vs the attack strength d MAX of several configurations of the SpamAssassin filter, against the mimicry attack. The different configurations were obtained as described in the caption of Fig. 5.9. The AUC 10% value when the classifier is not being attacked
(namely, for d MAX = 0) is also reported in the legend.

As in the case of text classifiers (Sects. 5.2.1 and 5.3.2), it can be seen that the AUC 10%
value with the mimicry attack drops to 0.005 as d MAX increases. Moreover, its decrease is
slower than in the worst case attack, since the mimicry attack does not exploit any information on the classifier’s decision function. In particular, for all the considered weights configurations the AUC 10% value reaches 0.005 for d MAX ≈ 25, while in the mimicry attack it reached
0.005 for d MAX ≈ 10 or lower.
The robustness of the weights obtained by the standard LR and SVM classifiers is similar
also against the mimicry attack, while the default SpamAssassin’s weights turned out to be
more robust even in this case.
Uniform weights instead did not give any significant advantage, as well as the three strategies for robustness improvement based on keeping weight values as much uniform as possible. This is in agreement with the fact that the mimicry attack does not exploit any information about the classifer’s decision function, and with the results on text classifiers of
Sects. 5.2.1 and 5.3.2. Nevertheless, while uniform weights attained a lower robustness for
low attack strength, the three strategies above did not undermine robustness, as observed
also for the classifiers analysed in Sect. 5.3.2. Accordingly, we can argue as in Sect. 5.3.2 that
even if using these strategies is not beneficial against all kinds of attacks, it is nevertheless
not counterproductive.
The results of this section provide further evidence, beside the ones of Sect. 5.3.3, that the
default SpamAssassin weights (manually adjusted by its developers) are more robust than
weights obtained by learning algorithms which do not take into account adversarial attacks.

5.3.5

Intrusion detection systems: mimicry attack

As an example of an adversarial classification task different from spam filtering, and of the
application of our methodology to non boolean features, we report here the results of the
comparison between the one-class Mahalanobis Distance (MD) and SVM (with RBF kernel)
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classifiers in the intrusion detection task described in Sect. 5.2.3. Since these classifiers are
non-linear, we considered only the mimicry attack. As in the previous experiments we report the average results and the standard deviation over several runs of the experiments (ten
runs in this case), given that the mimicry attack has a random component. Since the feature
values are continuous, we choose to measure the attack strength as the Manhattan distance
in feature space between the feature vector of the original malicious sample and that of the
modified sample. Note that, since all the considered features are normalised in the [0, 1] interval, the maximum attack strength is 2. Notice that the choice of the Manhattan distance
also allows to give a reasonable interpretation of distance between two samples. Indeed,
it is two times the percentage of bytes which are modified to camouflage the original sample. As an instance, consider the following byte sequence 0001112222 to be camouflaged as
aaabbbbccdd. The Manhattan distance among the corresponding frequency histograms is 2,
which corresponds to 100% of modified bytes, since all bytes belonging to the original packet
have been substituted by different values. Moreover, notice that the mimicry attack strategy,
when the Manhattan distance is used as distance metric, may not provide a unique solution,
namely, there may exist more than one camouflaged feature vector which satisfies Problem
3.3. Apart from that, Algorithm 3 still provides a valid solution, which in this case also satisfies the constraint that the relative frequencies of the camouflaged attack sample have to
sum to 1 (for the camouflaged feature vector to correspond to a real attack sample, at least
in principle). In other words, if x0 is found by Algorithm 3 to be the solution of Problem 3.3,
P
it is also true that ni=1 x i = 1.
Fig. 5.13 shows that the MD classifier is more accurate than the SVM one without attack,
and is also more robust for low and medium attack strengths. In particular, it is more effective than SVM classifier for d MAX ≤ 1.1, namely when malicious samples are camouflaged
by changing approximatively 50% of their bytes at maximum. For greater d MAX values, SVM
performs almost always better than MD, or at least they perform very similar. It is however
worth pointing out that the performance for such attack strength values is very low, and the
corresponding attacks may not be even feasible in practice, since modifying to that extent
a malicious attack sample may be very complicated. In other words, it may be not possible
to modify the malicious packets to that extent without compromising their malicious nature
as well, namely, still making them able to perform a really effective attack. Moreover, as discussed in Section 3.3.2, this kind of analysis also evaluates, in some sense, which classifier
is able to enclose better the legitimate pattern distribution, which is also one of the underlying reasons behind the use of one-class classifiers. In this case, if the designer of a pattern
recognition system is carrying out model selection, and he reasonably does not expect to see
attacks camouflaged with high attack strengths (since, at least in principle they are more difficult to perform), on the basis of the results of this analysis he could prefer the MD classifier
over the SVM one.

5.4

Conclusions

In this chapter we reported an experimental analysis involving two different adversarial classification tasks, namely, spam filtering and intrusion detection. We considered different classifiers and different attack strategies, showing how the methodology proposed in Chapter 3
to assess the classifiers’ robustness may be applied in practice. Moreover, we tested the effectiveness of some defence strategies used to protect classifiers against attacks in which the
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Figure 5.13: AUC 10% vs the attack strength d MAX for the Mahalanobis Distance (MD) classifier and the SVM classifier with RBF kernel, against the mimicry attack. Solid and dashed
lines denote respectively the mean AUC 10% and the standard deviation over ten runs of the
experiments. The AUC 10% value when the classifiers are not under attack (d MAX = 0) is also
reported in the legend.

adversary may exploit some knowledge on the decision function used by the classifier, either
based on the use of MCSs (i.e., avg and avgb) or on adding simulated attacks to the training
set (i.e., robust training). Beside being useful as examples of application of the proposed
methodology, our experiments also provided some interesting results, summarised in the
following.
1. Increasing the number either of features or of training samples often increases robustness.
2. Among the considered text classifiers based on the bag of words feature model, the
(linear) logistic regression classifier is more robust than a support vector machine classifier with linear kernel (at least for the considered data set), which is claimed to be a
state-of-the art classifier in text categorisation tasks. Moreover, LR also turned out to
be more robust to a mimicry attack than a text classifier used in real spam filters. A
further advantage of the considered LR classifier is that it can be trained online, and
hence it may be preferred in tasks like spam filtering, where the classifier has to be
constant updated to keep track of the change in the class-conditional pattern distributions (being it natural, e.g. due to changes in the topics discussed in legitimate e-mails,
or adversarial, e.g., due to attacks like misspelling words or using synonyms).
3. Although the considered strategies for improving robustness seem effective only against
attacks which exploit some information on the classifier’s decision function (like the
worst case attack considered in this work), they do not seem to significantly undermine performance when the classifier is not under attack. Taking into account that
classifiers must be robust against several kinds of attacks, using these strategies could
be suggested anyway. In particular, our experiments also provide a first sound motivation to the application of MCSs in adversarial classification tasks, other than the
intuitive and qualitative considerations that have motivated their use so far, and thus
open a new and relevant area of research for MCSs.
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4. Nevertheless, the robust training strategy seems to be more effective against worst case
attacks and quasi-worst case attacks than other strategies, without even affecting the
generalisation capability of the classifier when it is not under attack. This is a very
promising result, since this strategy can be applied in principle to any kind of classifier (i.e., not only to linear classifiers) and against different kinds of attacks (since no
constraint on the simulated attacks to add to the training set is in principle required).
However, a more thoroughly experimental analysis needs to be performed to confirm
this result, in particular by considering different applications like intrusion detection
and biometrics (as an example of application of the robust training strategy to design
more secure classifiers in biometrics, the reader can refer to Section 4.3).
5. In the SpamAssassin filter, viewed as a linear classifier, the default, manually tuned
weight values provided by its developers are much more robust than weights produced
by the learning algorithms of the above linear classifiers, even if the above mentioned
strategies for improving robustness are used in these classifiers. This highlights that
current learning algorithms and classifier design methods are inadequate for adversarial classification tasks, since they do not keep into account explicitly the presence
of malicious adversaries.
These results clearly exemplify the practical insights which can be obtained by our methodology for classifier robustness evaluation, and the improvements which can be attained by
exploiting some defence strategies. We believe that the proposed methodology, as well as the
discussed defence strategies, can be a concrete step toward the goal of developing practical
design methods for pattern recognition systems in adversarial environments.

Chapter 6

Concluding remarks

While pattern recognition systems are increasingly being applied to adversarial classification
problems, the research efforts on this topic are still at a very early stage. They need a systematisation and a uniform treatment, toward the development of a clear theoretical framework
of adversarial classification problems and of practical design methods for pattern recognition systems in adversarial environments. This thesis provides several contributions toward
this direction.
First, in Chapter 2 we made an in-depth analysis of several works in adversarial classification, ranging from theoretical to applicative works, according to the main issues related to
the application of pattern recognition and machine learning techniques in adversarial environments, namely, (1) vulnerability identification, (2) performance evaluation, with particular focus on the concept of robustness under attack, and (3) design of robust classifiers.
This state of the art of works in adversarial classification highlighted the need for a more
systematic and unifying view of adversarial classification.
In Chapter 3, we then proposed a methodology to evaluate the robustness of a classifier
at design phase, against attacks consisting in manipulating malicious samples at operation
phase with the aim of making the classifier ineffective. Our methodology is based on simulating the effects of attacks by modifying the feature vectors of malicious samples available
at design phase, and on evaluating the corresponding performance degradation for varying
attack strength. It can be used to evaluate in principle any kind of classifier and it is not specific to any adversarial classification task. In particular, the proposed methodology can be
used both at the model selection phase and at the classifier evaluation (testing) phase, could
allow to discover unknown vulnerabilities of a classifier against never-seen-before attacks,
and can be used to evaluate the effectiveness of strategies to improve robustness. The practical implementation of our methodology depends on the specific application, and in particular on the kind of attack to simulate and the kind of classifier to evaluate. To give some
concrete examples, we considered two kinds of attacks (a worst case and a mimicry attack)
which can be of interest for many adversarial classification tasks, and evaluated the robustness against these attacks of several text classifiers used in spam filtering, of the widely used
open source SpamAssassin filter (which for this purpose can be considered as a linear classifier), and of two one-class classifiers used in intrusion detection systems. Moreover, we
also considered some strategies for improving robustness proposed in [42], and proposed
other defence strategies as well. Indeed, in Chapter 4, we described how well-known MCS
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construction methods like bagging and the RSM may be exploited to design more robust
classifiers. Furthermore, we proposed another defence strategy based on adding simulated
attacks to the training set, which we called robust training.
Eventually, in Chapter 5, we carried out a set of experiments aimed at showing some
concrete examples of application of our methodology to assess the performance of pattern
classifiers in adversarial environments, as well as to evaluate the effectiveness of the considered defence strategies. The experiments were carried out on large and publicly data sets of
real e-mails and network traffic.
To sum up, in this thesis we highlighted the main problems related to the application of
pattern recognition systems in adversarial applications, and proposed some possible techniques which can be exploited to overcome these problems. In principle, the proposed techniques are completely general, that is to say, they are not tailored neither to a specific application nor kind of classifier, although their specific implementation has to take into account,
clearly, particular application constraints and requirements. We argue that our contributions are a first step toward the systematisation of the problem of adversarial classification,
which is however far from being completely investigated yet. In other words, research in
adversarial classification is still at an early stage.
To sketch some open problem which arises from the application of classification techniques in adversarial environments, let us consider the design steps of a classification system. The traditional design process of pattern classifiers consists in the following steps: collecting a set of labelled samples, choosing a set of features (possibly selecting or extracting a
feature subset), choosing a classifier model, training the chosen classifier using a given learning algorithm, and estimating its performance on testing samples. In general, all these steps
should be revisited to take into account the presence of malicious adversaries, as we did in
this thesis for performance evaluation and model selection. As an instance, feature selection
should not be carried out only looking for the highest generalisation capability, but features
should be selected also on the basis of their vulnerability to attacks. Indeed, it may be more
difficult to camouflage a malicious sample and modify consequently its feature vector to
evade the classifier, if more robust features are selected. Analogously, feature extraction algorithms have to be designed from the ground up to be as secure as possible. Moreover,
in adversarial classification tasks, features quickly loose their discriminant capability due to
adversary’s attacks. To counteract, the classifier is constantly updated by the designers, typically by re-training or by adding new features. Since these procedures are carried out very
frequently, they need to be fast and computationally efficient, and, if possible, they should
be automated. For instance, some automatic technique may be exploited for detecting when
the system performance may incur a significant degradation, and to consequently re-train
the system, or demand for new features. To this aim, concept drift, unsupervised learning,
and active learning techniques may be exploited. Analogously, such techniques may be also
used to label samples in very large data sets in an easier way, or to allow users to label less
samples to train and update their system. Moreover, they can also be exploited to avoid the
classifier to be misled by causative attacks, at training phase. For what concerns the design of defence strategies, one may not only focus on defence strategies which aim to make
a classifier more robust to evasion. Indeed, strategies which prevent the adversary to gain
knowledge on the classifier may also be exploited, as sketched in [5] and also attempted by
us in [7]. The rationale behind these strategies is that if an adversary is not able to improve
his knowledge on the classifier (e.g., he is not able to reliably estimate the weights of a linear
classifier), he may not be able to improve his attack effectiveness.
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To conclude, we hope that the contributions of this thesis will capture the attention of
the scientific community to improve the research in this field. There is indeed an increasing
number of applications which deal with adversarial classification problems, and thus demand for a more secure implementation of pattern recognition and machine learning techniques, as well as new techniques to address open issues like the ones mentioned above.
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Appendix A

Proof of the solution of the worst
case attack strategy using the
method of Lagrange multipliers

Here we proof the solution of the worst case attack strategy for continuous features, Euclidean distance metric and linear classifiers. As mentioned in Section 3.3.1, the worst case
attack strategy can be formulated as a constrained optimisation problem, as follows:

A(x; d MAX ) = arg min g (x0 ) ,

(A.1)

x0

s.t. d (x, x0 ) ≤ d MAX
where g (·) and d (·, ·) in this case are given by

g (x0 ) =

n
X
i =1

s
0

d (x, x ) =

n
X
i =1

w i x i0 + w 0

(A.2)

(x i0 − x i )2 .

(A.3)

Recall that a generic pattern x is classified as legitimate when g (x) < 0 (that is why we are
looking for a pattern which minimises g (·)). Thus, problem A.1 can be rewritten as

A(x; d MAX ) = arg min
x0

s.t.

n
X
i =1

n
X
i =1

w i x i0 ,

(A.4)

2
(x i0 − x i )2 ≤ d MAX
.

Consequently, according to the method of Lagrange multipliers, it can be solved by minimising the following unconstrained function
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0

Λ(x , λ) =

n
X
i =1

"
w i x i0

+λ

n
X
i =1

#
(x i0

− xi )

2

2
− d MAX

(A.5)

whose solution is thus given by
( ∂Λ
∂x i0
∂Λ
∂λ

=0
=0

(A.6)

(

w i + 2λ(x i0 − x i ) = 0
Pn
0
2
2
i =1 (x i − x i ) − d MAX = 0
x i0 = x i −

wi
d MAX
||w||

(A.7)
(A.8)

qP
n
2
where ||w|| =
i =1 w i is the Euclidean norm of the weight vector w = (w 1 , . . . , w n ). It is
worth noting that this corresponds to move the original malicious pattern x perpendicularly
to the decision boundary, up to a distance equal to d MAX , as depicted in Fig. 3.2.

