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What can go wrong?

Known attack applications

Potentially new attack applications



Attack taxonomy

Attack Taxonomy

Axis Attack Properties

I fl C ti i fl E l tInfluence Causative – influences 
training and test data

Exploratory –
influences test data

Security Integrity goal is false Availability goal isSecurity 
violation

Integrity – goal is false 
negatives (FNs)

Availability – goal is 
false positives (FPs)

Specificity Targeted – influence Indiscriminate –Specificity Targeted influence 
prediction on particular 
test instance

Indiscriminate 
influence  prediction on 
all test instances

• [ASIACCS 2006] Can Machine Learning be Secure? (Invited paper)
• [MLJ 2010] The Security of Machine Learning

Abt. Prof. Zell

[MLJ 2010] The Security of Machine Learning



Today’s topics

Exemplary attacks against learning algorithms
Single-byte anomaly detection
N-gram anomaly detection

Analysis of attacks and defences
Minimax approach
Game-theoretic approaches



Polymorphic blending

Key idea: given the knowledge of a normal model, modify
the specific attack so that it is accepted by a detector.

Main steps:
Substitution
Padding

(Fogla et al., 2006)



Approximate frequency alignment

Problem
Given a reference vector c containing m different characters with
frequencies f1, . . . , fm and a target vector x of length n, map each
byte value in x to the byte value in c whose frequency is the
closest.
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Sort characters in x and c according to their frequencies.
For each character in x, pick its nearest counterpart in c.
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Perfect frequency alignment

Problem
Given a reference vector c containing m different characters with
frequencies f1, . . . , fm and a target vector x of length n, add some
bytes to x so that after the addition the frequency of every byte
present in x is exactly the same as in c.

∀i : fi =
|xi|
n̄



Increasing character frequency

xi xici ci

After addition of k characters, we should have

fi =
|xi|+ k
n + k

Hence

k =
|xi| − nfi

fi − 1



Decreasing character frequency

xici

After addition of k characters, we should have

fi =
|xi|

n + k
, fj =

|xj|+ k
n + k

Does it work?
One variable cannot satisfy two constraints!



Decreasing character frequency
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Solution strategy

Add padding to all characters!



Solution strategy

cj xici xjck xk

Add padding to all characters!



Formalization

The amount of padding to be added to each character can be
found by solving the following system of linear equations:

f1(n + ∑
i

ki) = |x1|+ k1

f2(n + ∑
i

ki) = |x2|+ k2

. . .

fm(n + ∑
i

ki) = |xm|+ km

Problems:
Does the system above have a solution?
Is the solution integer?
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Good news

Observe that ∑i fi = 1

Hence the right-hand side matrix has rank m− 1.
Hence there is always an infinite number of solutions.
Since the frequencies fi are rational, we can pick an integer
solution.
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Experimental evaluation

Training data: 15 days of sanitized HTTP traffic.
Algorithm: PAYL with packet lengths 418, 730, 1460.
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Figure 6: Anomaly score of Artificial Profile

Packet Length 1-gram 2-gram

418 8 20

730 8 18

1460 14 40

Table 3: Number of packets required for the convergence
of attacker’s training

4.6.1 Artificial Profile

We used a simple convergence technique, similar to
PAYL, to stop the training of the artificial profile. At
every certain interval (convergence check interval) we
check if the Manhattan 1 distance between the artificial
profiles at the last interval and the current interval is
smaller than a certain threshold (convergence threshold).
It stops training if the distance is smaller than the
threshold. We set the convergence threshold (= 0.05)
to be the same as the original implementation of PAYL.
The artificial profile does not have to become very stable
or match the normal profile perfectly because some
deviation from the normal profile can be tolerated. To
reduce the training time we set the convergence check
interval to 2 packets. Thus, if we see two consecutive
packets of a given length that are close to the learned
profile, we stop training. Table 3 shows the number
of packets required to converge the artificial profile of
different packet lengths. As expected, the artificial
profile converges very fast. The 1-gram profile converges
faster than the 2-gram profile for the same packet length.
We show that a small number of packets are enough
to create an effective polymorphic blending attack. In
practice, the attacker can use more learning data to create
a better profile.

Figure 6 shows the anomaly score of the artificial
normal profile, as calculated by the IDS normal profile,
versus the number of attack training packets used to learn
the artificial profile. As the number of attack training
packets increases, the anomaly score of artificial normal

profile decreases, which means that the artificial profile
trained using more packets is a better estimation of the
PAYL normal profile. The score needs to be less than
the anomaly threshold of PAYL for the blending attack
packets to have a realistic chance of evading PAYL. For
all attack training sizes shown in Figure 6, the score
is well under the threshold (Table 2) used to configure
PAYL to detect all the traditional (without blending)
polymorphic attack instances.

4.6.2 Blending Attacks for 1-gram and 2-gram

PAYL

For each packet length, we generated both the 1-gram
and 2-gram PAYL normal profiles using the entire IDS
training dataset (i.e., the first 14 days of HTTP traffic).
For each packet length, the 1-gram and 2-gram artificial
normal models were learned using a fraction of the attack
training dataset. The learning stops at the point the
models converge, as shown in Table 3.

We used the one-to-one single-byte substitution tech-
nique discussed in Section 4.2.2 for constructing the
blending attack against 1-gram PAYL, and the single
byte encoding scheme discussed in Section 4.3.2 for
the blending attack against 2-gram PAYL. Two sets of
blending experiments were performed. In the first set of
experiments, the substituted attack body was divided into
multiple packets and each packet was padded separately
to match the normal profile. A single decoding table
is required to decode the whole attack flow. In the
second set of experiments, the attack body was first
divided into a given number of packets. Each of the
attack body sections were substituted using one-to-one
single byte substitution and then padded to match the
normal frequency. Individually substituting the attack
body for each packet allowed us to match the statistical
profile of the substituted attack body closer to the normal
profile. But it requires a separate decoding table for each
packet, thus reducing the padding space considerably.
For convenience, we call the first set of experiments

1-gram model

 10

 15

 20

 25

 30

 35

 40

 45

 0  5  10  15  20  25  30  35  40  45  50

A
n

o
m

a
ly

 S
co

re

Number of attack training packets

1460
730
418

(a) 1-gram

 100

 150

 200

 250

 300

 350

 400

 0  5  10  15  20  25  30  35  40  45  50

A
n

o
m

a
ly

 S
co

re

Number of attack training packets

1460
730
418

(b) 2-gram

Figure 6: Anomaly score of Artificial Profile

Packet Length 1-gram 2-gram

418 8 20

730 8 18

1460 14 40

Table 3: Number of packets required for the convergence
of attacker’s training

4.6.1 Artificial Profile

We used a simple convergence technique, similar to
PAYL, to stop the training of the artificial profile. At
every certain interval (convergence check interval) we
check if the Manhattan 1 distance between the artificial
profiles at the last interval and the current interval is
smaller than a certain threshold (convergence threshold).
It stops training if the distance is smaller than the
threshold. We set the convergence threshold (= 0.05)
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The artificial profile does not have to become very stable
or match the normal profile perfectly because some
deviation from the normal profile can be tolerated. To
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interval to 2 packets. Thus, if we see two consecutive
packets of a given length that are close to the learned
profile, we stop training. Table 3 shows the number
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different packet lengths. As expected, the artificial
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faster than the 2-gram profile for the same packet length.
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trained using more packets is a better estimation of the
PAYL normal profile. The score needs to be less than
the anomaly threshold of PAYL for the blending attack
packets to have a realistic chance of evading PAYL. For
all attack training sizes shown in Figure 6, the score
is well under the threshold (Table 2) used to configure
PAYL to detect all the traditional (without blending)
polymorphic attack instances.
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and 2-gram PAYL normal profiles using the entire IDS
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For each packet length, the 1-gram and 2-gram artificial
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We used the one-to-one single-byte substitution tech-
nique discussed in Section 4.2.2 for constructing the
blending attack against 1-gram PAYL, and the single
byte encoding scheme discussed in Section 4.3.2 for
the blending attack against 2-gram PAYL. Two sets of
blending experiments were performed. In the first set of
experiments, the substituted attack body was divided into
multiple packets and each packet was padded separately
to match the normal profile. A single decoding table
is required to decode the whole attack flow. In the
second set of experiments, the attack body was first
divided into a given number of packets. Each of the
attack body sections were substituted using one-to-one
single byte substitution and then padded to match the
normal frequency. Individually substituting the attack
body for each packet allowed us to match the statistical
profile of the substituted attack body closer to the normal
profile. But it requires a separate decoding table for each
packet, thus reducing the padding space considerably.
For convenience, we call the first set of experiments
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Extension to n-grams

For n-grams, direct substitution at the n-gram level is
insufficient.
For example, substitution ab→xx, ba→yy results in the
transformation abba→xxyy. It does not, however, guarantee
that the “middle” 2-gram xy is present in the reference
model.

⇒ Not only n-grams but also transitions between them must be
considered.



Finite automata for n-gram modeling

For each n-gram, its first n-1 characters are
considered as a state of an automaton, and the
last character as an input.
Normal traffic can be modeled as a single
automaton which accepts all and only the
strings used for training.
Example on the right: a finite automaton for the
strings gjkll, gkllll and llgll.

2.2. Besides graphviz’ gc utility the tools degrees (A.2.5) and average_path_length

(A.2.6) provide basic statistics on these graphs. The latter use the igraph library [4] for
efficient graph operations.
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Figure 1: 3-gram graph for the strings gjkll, gkllll and llgll and reduced form

2.4. Encodings

The basic method to evading an IDS is to transform a given malicious shellcode into
another shellcode which seems innocuous to the system while causing the same malicious
effect when executed. This involves a new piece of executable code, called the “decoder”,
and the data required by the decoder to reproduce the original shellcode. While it might
be possible to embed the data into the decoder, as it is done by so called “self-decoding
shellcode”, this paper focuses on encoding techniques which use a separate decoder
employing a decoding table. So the typical layout will be the one shown in Figure 2.

Decoder Decoding Table Encoded Shellcode

PC

Figure 2: Typical shellcode layout

In the most general case an encoding of a language S in a language T is a relation
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n-gram substitution

A byte substitution producing equivalent n-grams can be
found if and only if the graph for c contains a subgraph
isomorphic to x.

Definition 1 (Isomorphic Subgraph) Let H = (VH , EH) and G = (VG, EG) be two
directed graphs. G contains a subgraph isomorphic to H if and only if there exists a
subset V ′G ⊆ VG and a bijection f : VH → V ′G so that there is an edge (s, t) ∈ EH if and
only if there is also an edge (f(s), f(t)) ∈ E′G := {(s, t) ∈ EG : s ∈ V ′G, t ∈ V ′G}.

One type of valid encodings can be produced by creating the n-gram graphs of both
the input and the target model. Then one can try to find a isomorphic subgraph of
the input graph in the target model. If such a subgraph exists the function f induces
a reversible mapping of n-grams. Any path in the input, including the original input
string, will be mapped to a sequence of n-grams which is valid in the target model.
Unfortunately the problem of finding an isomorphic subgraph is NP-complete [9].
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Figure 4: 3-to-3 encoding of the string bcggeggg using a reduced graph

If the input graph (left) in Figure 4 is traversed using the string bcggeggg, what means
starting a state bc and following the transitions labeled with the input character, and
the transitions in the target model (right) are followed as indicated by the isomorphism
the encoded string gkllglll is obtained. Decoding is performed by switching the roles
of the input and target graph.

While each transition after the initial state produces one additional input byte while
decoding we can see that the decoded value depends on the full n-gram in this case
(g will be decoded to b in gkl and to e in lgl). This means a simple position based
decoding table would have to contain an entry for each n-gram (of which there are 256n

if we assume an 8-bit alphabet). This is prohibitively large.

10

/ SUBGRAPH-ISOMORPHISM is NP-complete!
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Experimental setup

Benign data:
1 week of DARPA 1998 HTTP data
TCP payload size: 112 MB
HTTP/1.0 GET requests to 43,326 URLs.

Malicious data:
1. execve(�/bin/sh�) 32 bit Linux (49

bytes)
2. Adding a passwordless uid 0 account to

/etc/passwd, 32 bit Linux, 111 bytes
3. Multi-version Windows shellcode adding

an admin account, 301 bytes.

3. Experimental results

3.1. The target model

Devising and evaluating encoding schemes requires an understanding of the structural
properties of both the target model and shellcodes. The following two sections try
to provide an overview of the original packet dumps in use for model generation, the
resulting n-gram graphs and the shellcodes used for evaluation.

Filtering and merging the packet dumps from the ARPA dataset results in a dumpf
file of 307 010 800 B u 293 MB which contains 2 525 169 packets of which 433 364 are
non-empty. The total TCP payload size is 117 698 116 B u 112 MB.

This dump contains traces of 34 distinct clients to 2052 distinct servers and 16 unique
user agents. The dataset contains only HTTP/1.0 GET requests to 43 326 different
request URLs.

Using the tool hist (A.2.1) a byte histogram of the packet payloads was obtained.
The detailed data can be found in A.3.1.

value
0 50 100 150 200 250

count

0

1#106

2#106

3#106

4#106

5#106

6#106

7#106

8#106

Figure 7: Packet payload byte distribution

There are only 96 distinct byte values present in the payloads, all within the 7-bit
ASCII range.

Table 1 shows the data obtained applying the tool ngram_extract (A.2.2) including
the number of n-grams which correspond to one or more valid IA32 instructions.

15



Experimental results: brute force

Brute force search for an isomorphic subgraph for each
shellcode
Potential outcomes: yes, no, timeout after 10 hours, larger
n-grams omitted

2-gram 3-gram 4-gram 5-gram 6-gram
1 yes, 2.2s yes, 5.9s yes, 13.7m >10h –
2 >10h – – – –
3 >10h – – – –

(Bechler, 2012)



Cycle encoding

Prerequisite: at least two cycles can be found in the normal
graph reachable from each other
Main idea: encode single bits with cycle paths
Example:

is applied as there is no way to distinguish them from the shellcode instructions. This
approach also reduces the number of n-grams relevant for finding a substitution.

As the implementation of this scheme is very complicated, e.g. involves the check
whether a given byte sequence is NOP-equivalent, the tool fill (A.2.9) is provided
which provides a lower bound on the required path length for connecting two instructions.
It searches for candidate n-grams 9 for both instructions and performs a shortest path
search between any two candidate pairs. This will yield a lower bound for the path length
but doesn’t produce a NOP-equivalent and ignores that the incoming and outgoing paths
at a instruction must be compatible.

2.4.3. cycle encoding

Generally the shellcode information is encoded into paths in the target n-gram graph,
where bits of information are encoded by choosing alternate paths. As noted in the
introduction, [13] describes a technique where two mutually reachable cycles are used as
alternatives, encoding one bit by choosing either one or the other cycle. Depending on
the cycles in use this approach need multiple bytes for encoding a single bit. Figure 5
shows an example of this scheme 10. If the blue (left) cycle was chosen as 0 and the red
(right) as 1 the bit-string 10010111 could be encoded as

dbcdbaabaabaabcdbcdbaabaabcdbcdbcdbc

where the overlined parts are where the decoder emits a 1 and the underlined where it
emits a 0. This is a really inefficient example where the space expansion is 36 fold.

aa

abba bc

cd

db

b

a

a

c

d

b

c

a

Figure 5: 3-gram 1-bit cycle encoding using mutually reachable cycles

It is obvious that this encoding is not efficient. First, if the cycles do not share a node
the connecting paths between the cycles do not encode information at all. Second, if
single bits are encoded there will always be a space expansion ≥ 8 as each bit is encoded
into ≥ 1 bytes. Therefore this paper extends this approach by using 2k cycles sharing a

9These are the n-grams containing the byte sequence of the instruction
10the original scheme uses two different edges e1, e2 where one lies on the first and the other on the

second cycle, but that does not work equally well with higher order n-grams because there possibly
are edges carrying the same label

12

10010111 −→ dbcdbaabaabaabddbcdbaabaabddbcdbcdbc

(Fogla et al., 2006)



Multi-cycle encoding

Let N = 2m.
Find a node with N short cycles passing
through it.
Encode every combination of m bits with
one of the cycles.

, Use Huffman code to save path length.

(Bechler, 2012)

common node for encoding k-bits. For simplicity in encoding and decoding it is advisable
to choose k = 2k

′
because otherwise the input symbols will possibly span multiple bytes.

A decoding table with 2k entries will be needed, individual entries having variable size
when the cycles are not of common length. Fortunately this approach makes a variable
length table very easy as each entry is separated by the node shared by all cycles and
every sequence of entries is already valid. Of course decoding this type of table is more
complex than a table containing only fixed length entries.

aa

ab

ba

ac

ca

ad

db bd

daa

b

a

a

c

aa

d

b

d

a

a

Figure 6: 3-gram 2-bit cycle encoding

In the example in Figure 6 we have four cycles a, baa, caa and dbdaa. Again assuming
the input bit-string 10010111 we have the input symbols 10, 01, 01 and 11 so we assign
01→ a, 10→ baa, 11→ caa, 00→ dbdaa and get the encoding aa.baa.a.a.caa.

Finding all cycles of a given maximum length which contain a given node can be
efficiently done by performing a depth-first search starting at the node and backtracking
whenever the maximum length or the node is reached. In the latter case a cycle is found.
This search can be carried out for all nodes but choosing only the nodes having the T
highest degrees seems a good heuristic. Choosing the best node out of the candidates
and an assignment of input symbols to cycles is an optimization problem in which the
number of cycles of a given length as well as the distribution of input symbols play a
role.

If the input is fixed, an optimal assignment for this scheme can be produced if the
frequency for each input symbol is determined and the symbols are assigned by decreasing
frequency to cycles of increasing length. Afterwards one can simply calculate the length
of the resulting encoded shellcode and choose one node producing the shortest. The size
of the decoding table will be the sum of the lengths of the 2k shortest cycles. A encoder
cycle_encoder (A.2.10) implementing this scheme is provided. Because the search time
using a larger maximum cycle length takes much longer, the limit is first set to 2 and
iterativly increased when no solution can be found.
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Effectiveness of a multi-cycle attack

1-bit 2-bit 4-bit 8-bit
2-gram 15.8 9.9 6.5 26.5
3-gram 20.0 12.8 8.6 34.8
4-gram 23.6 15.7 11.7 45.2
5-gram 27.5 18.6 15.0 61.7
6-gram 52.3 28.3 21.2 84.8

Space expansion for encoded shellcode 1.



Example of encoded shellcode

news/cnews/pnews/canews/clnews/denews/ednews/onews/innews/

news/snews/janews/grnews/99news/arnews/inews/enews/grnews/

inews/janews/pnews/inews/ednews/pnews/clnews/cnews/99news/

news/news/onews/denews/innews/cnews/arnews/news/inews/pnew

s/snews/news/inews/ednews/news/cnews/snews/news/onews/dene

ws/99news/cnews/cnews/grnews/grnews/cnews/snews/news/clnew

s/enews/arnews/news/inews/denews/news/cnews/arnews/news/on

ews/ednews/99news/cnews/arnews/99news/cnews/news/news/inew

s/pnews/inews/enews/enews/enews/enews/enews/enew



Securing machine learning applications

Can we prove that a machine learning algorithm is secure?

Can we prove that some algorithm secure?
No! Even strong cryptographic algorithms can be broken by
brute force.
Security objective of machine learning:

Show that a specific algorithm under specific conditions
can be broken only with an infeasible amount of work.
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Security analysis of machine learning

1. Specify the learning and the attack processes, as well as
their objective functions
→ learning: online anomaly detection, attack: poisoning, objective:

displacement of a centroid.

2. Specify attacker’s constraints
→ limitation on traffic rate

3. Investigate the optimal attack policy.
4. Investigate the attacker’s gain under the optimal policy

This analysis framework corresponds to the minimax
scenario.



Attack example: centroid poisoning

−1 −0.5 0 0.5 1 1.5 2

−1

−0.5

0

0.5

1

greedy attack on the nearest−out hypersphere learner

x
1

x 2

max. greedy displ.
A

x

x
i

support data
A = target
x = attack location
x

i
 = replaced point

center
induced new center



Analysis of poisoning

Assumptions

An attacker controls a fraction ν of
training points.
At most α false alarms are
allowed.

Result
The average displacement of a
hypersphere center is bounded by

E(Di) ≤
ν + α(1− ν)

(1− ν)(1− α)
≈ ν

(1− ν)

(Kloft & Laskov, 2010)



A prisoner’s dilemma

Two prisoners are suspected of murder. No evidence can be
established. If none of them confesses, each serves 5 years. If
both confess, each serves 10 years. If one confesses while the
other does not, he goes free while the other serves life. What
shall each prisoner do?

A / B remain silent confess
remain silent 5/5 life/free
confess free/life 10/10

In the end, both choose to confess (and betray the other one) and
both serve a longer sequence.
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Adversarial games in machine learning

The learner builds a model w from data D:

θ−1(w, Ḋ) = ∑
i

L−1(f (ẋi, yi) + Ω−1(w)

The attacker attempts to contaminate data D→ D̄ so as to
obstruct the learner:

θ+1(w, Ḋ) = ∑
i

L+1(f (ẋi, yi) + Ω+1(D, Ḋ)

How should each player choose his optimal solution, w, or
Ḋ, without knowing the other’s move?
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Nash equilibrium

A set of strategies played by the players is
a Nash equilibrium if no player would
unilaterally deviate from this strategy:

∀i, xi, xi 6= x∗i : fi(x∗i , x∗\i) ≥ fi(x∗, x∗\i)

Nash equilibrium always exists if players
are allowed to play a stochastic mixture of
strategies.



Nash equilibria for adversarial learning

If θ−1 and θ+1 are antagonistic, i.e. the attacker’s gain is
inverse of the learner’s cost, then the minimax strategy is
optimal.
The latter, however, is not always the case, e.g.,

the spammer maximizes the “attractiveness” of his messages
the learner minimizes the number of spam messages

A Nash equilibrium for adversarial learning exists (roughly)
under the following conditions:
1. Loss functions L±1 are convex and twice continuously

differentiable.
2. Regularizers Ω±1 are strongly convex twice continuously

differentiable.

A further technical condition on the mixture of loss functions
and regularizes must be satisfied for uniqueness.

(Brückner, et al., 2012)



Applications to specific algorithms

Logistic regression: Nash equilibrium exists subject to mild
conditions on regularization constants.
SVM:

For the plain form, Nash equilibrium does not exists due to
non-differentiabilit of the hinge loss function.
A trigonometric loss function can be introduced which behaves
similar to the hinge loss but satisfies conditions for existence of
Nash equillibria:

L(z, y) =


−y, if yz < −s
− 1

2 y + 1
2 y sin

(
π
2s yz

)
, if |yz| ≤ s

0, if yz > s



Practical utility of NE learning
Static Prediction Games for Adversarial Learning Problems
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Figure 3: Value of F-measure of predictive models. Error bars indicate standard errors.

t-test at a confidence level of α = 0.05. When a difference is significant, we count this
as a win for the method that achieves a higher value of F-measure. Each line of Table 3
details the wins and, set in italics, the losses of one method against all other methods. The
Nash logistic regression and the Nash support vector machine have more wins than they
have losses against each of the other methods. The ranking continues with FDROP, the
regular SVM, and logistic regression which loses more frequently than it wins against all
other methods.

6.5 Efficiency versus Effectiveness

To assess the predictive performance as well as the execution time as a function of the
sample size, we train the baselines and the two NPG instances for a varying number of
training examples. We report on the results for the ESP data set in Figure 4. The game-
theoretic models significantly outperform the trivial baseline methods logistic regression and
the SVM, especially for small data sets. However, this comes at the price of considerably
higher computational cost. The ILS algorithm requires in general only a couple of iterations
to converge; however in each iteration several optimization problems have to be solved such
that the total execution time is up to a factor 150 larger than that of the corresponding ERM
baseline. In contrast to the ILS algorithm, a single iteration of the EDS algorithm does

33



Lessons learned

The study of attacks against learning algorithms is essential
for their practical success in security.
Attacks may be quite powerful but not necessarity
unsurmountable:

complexity constraints
side constraints on attacker’s part

Learning algorithms can be modified to account for
adversarial contamination using minimax techniques or
game theory.



Questions?


