
Stability



Bias and Variance

Take a dataset.

Step 1. Randomly split it 50:50 into train/test sets.
Step 2. Train a decision tree, and record the test accuracy.

Repeat. Will you get the same test accuracy?

What if you used a linear SVM?



Bias and Variance

ED{(f(x)− y)2} = (ED{f(x)} − y)2 + ED{(f(x)− ED{f(x)})2}

MSE = bias2 + variance



The Pattern Recognition Pipeline

The output of FS is a CHOICE of features.

The output of the classifier is a prediction.
The Bias-Variance decomposition analyzes only the prediction!



The Stability of Feature Selection

We discussed variance as “sensitivity” to training data.

The BV decomposition relies on the predictor output.

ED{(f(x)− y)2} = (ED{f(x)} − y)2 + ED{(f(x)− ED{f(x)})2}

MSE = bias2 + variance

What about sensitivity independent of a predictor?

A prediction algorithm has VARIANCE.
A feature selection algorithm has STABILITY.
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Measuring Stability

Some feature selection algs produce a weight wi for each feature.

Could measure Pearson Correlation between weight vectors.

stability = r(w,w′)

Not all algorithms produce weight vectors.
e.g. wrappers.



Measuring Stability

Some just produce feature subsets.

Take two feature subsets A and B.

Ratio of set intersection to set union:

SS(A,B) = 1− |A ∩B||A ∪B|

Also known as Jaccard Index.

Increases as more features added.



Measuring Stability

Some just produce feature subsets.

Take two feature subsets A and B, specified as bitstrings.

A = {0, 1, 1, 1, 0, 0, 0, 1, 0, 0, ..., 0}.
B = {0, 0, 0, 1, 0, 1, 0, 1, 0, 1, ..., 0}.

Relative Hamming distance

SH(A,B) = 1−
∑

iAi 6= Bi

n

where n is the length of the bitstrings.

Increases as more features added.



A problem with “intersection” stability measurements!

I give you a dataset D, with 20 features.

You pick 10, and I’ll pick 10 independently.
What are the chances we’ll pick the same 10?

Now we each pick 19 features from the 20.
What are the chances we’ll pick the same 19?

Now we pick 10 each, from 50, 000....

what are the chances of intersection?
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A problem with “intersection” stability measurements!

Imagine two FS methods choose the same 10 features.

If the overall pool of features was only 12,... not surprised at result.

If the overall pool was 12,000... very surprised!

Lucy says: “You need a correction for chance!”



Requirements of a stability measure

sible, we have to account for the variability of J(S ! {x i})
in other ways. If SFS is run to the end, the result is a se-
quence of features entering the subset. If a subset of d fea-
tures is required, the first d features of the sequence will
be returned. Suppose that we carry outK runs of SFS and
record the sequences S1, S2, . . . , SK . The question is how
similar these sequences are and whether this similarity can
help us choose the final subset to be returned to the user.

2.2 Consistency between a pair of subsets

LetA andB be subsets of features,A, B " X , of the same
size (cardinality), k. Let r = |A # B| be the cardinality
of the intersection of the two subsets. A list of desirable
properties of a consistency index for a pair of subsets is
given below

1. Monotonicity. For a fixed subset size, k, and number
of features, n, the larger the intersection between the
subsets, the higher the value of the consistency index.

2. Limits. The index should be bound by constants
which do not depend on n or k. The maximum value
should be attained when the two subsets are identical,
i.e., for r = k.

3. Correction for chance. The index should have a con-
stant value for independently drawn subsets of fea-
tures of the same cardinality, k.

A general form of such index is

Observed r $ Expected r

Maximum r $ Expected r
. (1)

Maximum r equals k, achieved when A and B are
identical subsets. To evaluate the expected cardinality of
the intersection, consider r to be a random variable ob-
tained from randomly drawn A and B of size k from a set
X of size n (without replacement). We can think of subset
A as fixed. Suppose that the elements of X \ A are col-
ored in white and those in A are colored in black. A set
B of size k is selected without replacement from X . The
number of objects from A (black) selected also in B is a
random variable Y with hypergeometric distribution with
probability mass function

P (Y = r) =

!
k
r

"!
n!k
k!r

"
!

n
k

" . (2)

The expected value of Y for given k and n is k2

n .
Definition 1. The Consistency Index for two subsets

A " X and B " X , such that |A| = |B| = k, where
0 < k < |X | = n, is

IC(A, B) =
r $ k2

n

k $ k2

n

=
rn $ k2

k(n $ k)
. (3)

This index satisfies the three properties above. First, for
fixed k and n, IC(A, B) increases with increasing r. Sec-
ond, the maximum value of the index, IC(A, B) = 1, is

achieved when r = k. The minimum value of the index is
bound from below by $1. The limit value is attained for
k = n

2 and r = 0. Note that IC(A, B) is not defined for
k = 0 and k = n. These are the trivial cases where either
no feature is selected or all features are selected. They are
not interesting from the point of view of comparing fea-
ture subsets, so the lack of values for IC(A, B) in these
cases is not important. For completeness we can assume
IC(A, B) = 0 for both cases. Finally, IC(A, B) will as-
sume values close to zero for independently drawn A and
B because r is expected to be around k2

n .

2.3 An example

Consider the following two hypothetical sequences of fea-
tures obtained from two runs of SFS on a data set with 10
features.

S1 = {x9, x7, x2, x1, x3, x10, x8, x4, x5, x6}
S2 = {x3, x7, x9, x10, x2, x4, x8, x6, x1, x5}

Denote by Si(k) the subset of the first k features of
sequence Si. The cardinality of the intersection of S1(3)
and S2(3) is |{x7, x9}| = 2. Then

IC(S1(3), S2(3)) =
2 % 10 $ 32

3(10 $ 3)
=

11

21
& 0.5238.

Figure 1 shows IC(S1(k), S2(k)) against the set size
k. By introducing the correction for chance the consis-
tency index IC differs from two indices proposed previ-
ously. Kalousis et al. (2005) introduce the similarity index
between two subsets of features, A and B, as

SS(A, B) = 1 $ |A| + |B| $ 2|A # B|
|A| + |B| $ |A # B| =

|A # B|
|A ! B| , (4)

where | · | denotes cardinality, ‘#’ denotes intersection and
‘!’ denotes union of sets. Dunne et al. (2002) suggest to
measure the stability using the relative Hamming distance
between the masks corresponding to the two subsets, which
in set notation is

SH(A, B) = 1 $ |A \ B| + |B \ A|
n

, (5)

where ‘\’ is the set-minus operation and n is the total
number of features. The two indices were calculated for
S1(k), S2(k) from the example above, where k was varied
from 1 to n. The results are plotted also in Figure 1. While
all three indices detect the dip at k = 4 features, SS and SH

have a tendency to increase when the size of the selected
set approaches the total number of features n. The point of
view advocated here is that consistency should have high
value only if it exceeds the consistency by chance or by
design.

391

L.I.Kuncheva, “A Stability Index for Feature Selection”, IASTED, Artificial
Intelligence and Applications, Innsbruck, Austria, 2007.



The Kuncheva Stability Index

Express probability of picking the same k features with the
hypergeometric distribution.

Randomly choose k features from n. Put them back, and do it again.

Probability of picking r of the same features is:

p(X = r) =

(
k
r

)(
n−k
k−r

)
(
n
k

)

Imagine coloured balls in an urn...
...red balls are the previously picked features.

L.I.Kuncheva, “A Stability Index for Feature Selection”, IASTED, Artificial
Intelligence and Applications, Innsbruck, Austria, 2007.



The Kuncheva Stability Index

The consistency for two subsets A,B ⊂ X, such that
|A| = |B| = k, and r = |A ∩B|, where 0 < k < |X| = n, is

C(A,B) =
Observed r − Expected r
Maximum r − Expected r

=
r − k2

n

k − k2

n

=
rn− k2
k(n− k)

The Stability index IS is the average pairwise consistency.

e.g. select features 50 times, from 50 different training sets.
Number of possible pairs is

(
50
2

)
= 1225.
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Comparing Stability Measurements

IC , SS , SH
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Figure 1. Consistency index IC and similarities SS , SH

for sequences S1 and S2 (the example in the text) plotted
against the subset size k

2.4 A stability index forK sequences

Let S1, S2, . . . , SK be the sequences of features obtained
fromK runs of SFS on a given dataset.

Definition 2. The Stability Index for a set of se-
quences of features, A = {S1, S2, . . . SK}, for a given set
size, k, is the average of all pairwise consistency indices

IS(A(k)) =
2

K(K ! 1)

K!1!

i=1

K!

j=i+1

IC(Si(k), Sj(k)).

(6)
Averaging the pairwise similarities to arrive at a sin-

gle index is also the approach adopted for both SS and SH

[5, 8]. Denote the averaged indices by SS and SH , re-
spectively. To strengthen the argument for correction for
chance, Figure 2 shows IS , SS and SH across all pairs of
10 independently generated random sequences. Only IS

gives consistency around zero for any number of features
k. Similarity SS favours large subsets and SH favours large
and small but not medium-size subsets. For these reasons
only IS is considered in the rest of the paper.

To illustrate the operation of IS on real data, we chose
the Spam dataset from the UCI repository [1] (2 classes, 57
features, 4601 objects). The problem is to distinguish be-
tween spam and legitimate e-mail. The first 54 features are
the frequencies of each of 48 words and each of 6 char-
acters. The remaining 3 features are the average length of
uninterrupted sequences of capital letters, the length of the
longest uninterrupted sequence of capital letters and total
number of capital letters in the e-mail. All features are
continuous-valued. This set was chosen because the im-
portance of the features can only be guessed at the time
the data collection was started. This means that many fea-
tures may turn out to be redundant, so feature selection is
paramount. Figure 3 shows IS against k for two experi-
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Figure 2. Consistency index IS and similarities SS , SH for
10 random sequences plotted against the subset size k
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Figure 3. Consistency index IS for the Spam dataset with
10 and 100 evaluations for each J(S)

ments, each producing K = 10 sequences In the first ex-
periment, for each subset candidate S, the criterion J(S)
was obtained as the average of T = 10 evaluations while
in the second experiment we used T = 100.

As expected, when the variance of the estimate of
J(S) is lower (T = 100), the stability IS is higher. There is
a dip in the consistency after the first selected feature (x53

= the frequency of character ‘$’ in the message), on which
all the selection runs agree for T = 100. It seems that
the first feature is important on its own and is not involved
in a distinctly informative pair with another feature. The
sequences are also fairly consistent toward the end, which
singles out a set of redundant features, e.g., the frequency
of words such as “you”, “your”, “e-mail” and “receive”.
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I give you 10 features.
Pick k completely randomly, and repeat many times.

Since you pick randomly, we expect ZERO stability...
Notice IS stays around zero, while SS and SH grow with k...



15 datasets...

Brown et al

criteria are applied using a simple forward selection, to select a fixed number of features,
specified in each experiment, before being used with the classifier.

Data Features Examples Classes Ratio

breast 30 569 2 57
congress 16 435 2 72
heart 13 270 2 34
ionosphere 34 351 2 35
krvskp 36 3196 2 799
landsat 36 6435 6 214
lungcancer 56 32 3 4
parkinsons 22 195 2 20
semeion 256 1593 10 80
sonar 60 208 2 21
soybeansmall 35 47 4 6
spect 22 267 2 67
splice 60 3175 3 265
waveform 40 5000 3 333
wine 13 178 3 12

Table 2: Datasets used in experiments. The final column indicates the difficulty of the data
in feature selection, a smaller value indicating a more challenging problem.

5.1 How stable are the criteria to small changes in the data?

The set of features selected by any procedure will of course depend on the data provided. It
is a plausible complaint if the set of returned features varies wildly with only slight variations
in the supplied data. This is an issue reminiscent of the bias-variance dilemma, where the
low stability of a classifier causes high variance. With this in mind, it should be remembered
that a feature selection criterion is a special case of a model selection criterion – surprisingly,
the stability of model selection criteria has only recently been given consideration. Cawley
and Talbot (2010) showed under a series of carefully controlled experiments that the variance
of a model selection criterion was just as important a characteristic as its bias, if not more
so. We adopt this perspective, and study the variance of the returned feature sets with
respect to small variations in the training data.

The stability of a feature selection criterion requires a measure to quantify the “simi-
larity” between two selected feature sets. This was first discussed by Kalousis et al. (2007),
who investigated several measures, with the final recommendation being the Tanimoto dis-
tance between sets. Such set-intersection measures seem appropriate, until we consider the
problem in more detail. If two criteria selected identical feature sets of size 10, we might
be less surprised if the overall pool of features was of size 12, than if it was size 12,000.
Kuncheva (2007) presents a consistency index which takes this into account, based on the
hypergeometric distribution with a correction for chance.

18

Bootstrap 50 times from each dataset.
Select 10 features using 9 different mutual information filter criteria.



9 selection criteria...

Criterion Full name Author
MIM Mutual Information Maximisation Various (1970s - )
MIFS Mutual Information Feature Selection Battiti (1994)

JMI Joint Mutual Information Yang & Moody (1999)
CMIM Conditional Mutual Info Maximisation Fleuret (2004)
MRMR Max-Relevance Min-Redundancy Peng et al (2005)
ICAP Interaction Capping Jakulin (2005)
CIFE Conditional Infomax Feature Extraction Lin & Tang (2006)
DISR Double Input Symmetrical Relevance Meyer (2006)
CONDRED Conditional Redundancy Pocock et al (2011)

e.g.

MIM .... Jmi(Xi) = I(Xi;Y )

MRMR ... Jmrmr(Xi) = I(Xi;Y )− 1
|S|

∑
Xk∈S I(Xi;Xk)

CIFE ... Jcife(Xi) = I(Xi;Y )−
∑

Xk∈S I(Xi;Xk) +
∑

Xk∈S I(Xi;Xk|Y )
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Stability of Filter Criteria

Distribution of stability of criteria, over 15 datasets.
Red line is median of the 15, box indicates upper/lower quartiles.
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Notice MIM is very stable (Is ≈ 0.8), while CIFE is very unstable (Is ≈ 0.5)... why?



Stability... what about feature redundancy?

Remember, features can be correlated.

Features: Ω = {X1, X2, X3, X4, X5, X6}.

You pick {X1, X2, X3}.
I pick {X1, X5, X6} ................ did we pick similarly?

Then I tell you.... ......X1 ≈ X4, and X2 ≈ X5 and X3 ≈ X6.

Different features from the set, but very similar meaning.

Kuncheva’s Stability Index does not take this into account.
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Information Stability

Two feature sets. Not necessarily same size.
Measure normalized mutual information:

Sim(Xa, Xb) =
I(Xa;Xb)

H(Xa) +H(Xb)

Use graph-matching algorithm to find correspondence between two
feature sets, finding features that may have different names, but
the same meaning according to the Sim(Xa, Xb) measure.

Yu et al, “Stable feature selection via dense feature groups”, KDD 2008.
Gulgezen et al, “Stable and Accurate Feature Selection”, ECML 2009.



Comparing Stability Indices

Kuncheva’s Stability Index:

I Monotonic and bounded ,
I Corrects for random chance ,
I Does not deal with feature redundancy /

Yu et al’s Information Stability:

I Theory unclear - heuristic optimisation necessary /
I Does not correct for chance /
I Corrects for feature redundancy ,



Comparing Stability Indices

0

0.2

0.4

0.6

0.8

1

mim jmi disr condred mrmr cmim mifs icap cife

St
ab
ilit
y

0.15

0.2

0.25

0.3

0.35

0.4

0.45

0.5

mim jmi disr condred mrmr cmim mifs icap cife

In
fo

rm
at

io
n 

St
ab

ilit
y

Kuncheva Stability Index Information Stability

Slight but noticable (relative) differences.



Comparing Filter Criteria

Make a “dissimilarity” matrix.

Each entry δi,j is the ‘distance’ between methods i and j.

In our case δi,j is the average consistency between subsets chosen
by method i and method j using the same dataset, averaged over
50 bootstraps.



Comparing Filter Criteria

Use classical multidimensional scaling to visualize...
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Some criteria are ‘closer’ together in feature space.



Stability versus Accuracy

We can also plot stability against accuracy...
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Some criteria ‘dominate’ others.
(i.e. they get both higher stability and higher accuracy).

G.Brown and A.Pocock, Manchester MLO Tech Report 01-05-2011



Can we increase stability? Yes! Ensembles!

Dataset D.
Take 50 bootstraps from D.
Select k features, using whatever method, from each of the 50 sets.

Then do one of...

Set intersection
Return only features that appear in all 50 subsets

Voting (relaxed version of intersection method)
Return features that appear in at least a fraction p of the 50

Somol et al, “Criteria Ensembles in Feature Selection”, MCS 2009.



Conclusions

FS algorithms can be sensitive to the training data...

I We call this stability

I Unlike bias-variance, there are several stability measures

Open question...
How can we account for redundancy and a correction for chance?


