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Abstract Person re-identification consists of searching for an individual of interest in video sequences acquired by a camera network, using an image of that individual as a query. Here we consider a related task, named people search with
textual queries, which consists of searching images of individuals that match a textual description of clothing appearance, given by a Boolean combination of predefined attributes. People search can be useful in applications like forensic video
analysis, where the query can be obtained from a eyewitness report. We propose
a general method for implementing people search as an extension of any given reidentification system that uses any multiple part-multiple component appearance
descriptor. In our method the same descriptor of the re-identification system at hand
is used, and attributes are chosen by taking into account the information it provides.
The original descriptor is then transformed into a dissimilarity one. Attribute detectors are finally constructed as supervised classifiers, using dissimilarity descriptors
as the input feature vectors. We experimentally evaluate our method on a benchmark
re-identification data set.
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1 Introduction
Person re-identification consists of recognising an individual appearing in different video sequences acquired by a camera network, with possibly non-overlapping
views. Its main application field is video-surveillance; for instance, it can enable
the off-line retrieval of all video sequences containing an individual of interest. In
person re-identification systems, an image or a sequence of frames containing the
individual of interest is used as a query. The query image and the ones to which
it has to be matched are represented using suitable descriptors. Most of the existing person re-identification methods use descriptors of clothing appearance. Other
cues, like face and gait, cannot be exploited in typical video-surveillance scenarios,
which are characterised by strong pose variations, partial occlusions, low resolution
and unconstrained environment [6].
In this chapter we focus on a related task, that we name “people search with
textual queries”. It consists of retrieving images or video sequences of individuals
who match a query given in terms of a textual description of clothing appearance,
instead of an image. Such a functionality can be very useful in applications like
forensic video analysis, where the query can be obtained from the description of
the suspect author of a crime, made by an eyewitness. A preliminary version of this
work appeared in [15].
A similar task was considered in [18, 17, 10, 11]. In [18, 17] it was named “person attribute search” or “attribute-based people search”. The focus of [18] was on
face attributes, like the presence of beard and eyeglasses, while only the dominant
colours of torso and legs were considered as clothing appearance attributes. A specific detector was then developed for the above attributes. In [17] the following
attributes were considered: gender, hair/hat colour, the position and colour of the
bag (if any) carried by an individual, and, as in [18], the colours of torso and legs.
A generative model was proposed to build the corresponding descriptors. The use
of attributes was proposed instead in [10, 11] as a mean for improving the recognition performance of low-level features in person re-identification systems, based on
the argument that human experts perform person re-identification by looking also
at mid-level attributes like hair style, shoe type and clothing style. Fifteen specific
attributes were identified in [10, 11]: shorts, skirt, sandals, backpack, jeans, logo, vneck, open-outerwear, stripes, sunglasses, headphones, long-hair, short-hair, gender,
carrying-object. The corresponding detectors were implemented as binary classifiers, using ad hoc features, and a score-level fusion with a re-identification method
based on low-level features (in particular, the one of [2]) was performed. It is worth
noting that the use of “attributes” as mid or high-level features has recently been
proposed for more general computer vision tasks, like object recognition and image
retrieval [7, 19].
Differently from [18, 17, 10, 11], our goal is to develop a general method for
implementing people search with textual queries, as an extension of any given
appearance-based person re-identification system. To this aim: (i) we focus on clothing appearance attributes only, disregarding attributes that require high-resolution
images or rely on constrained poses or settings (e.g., face attributes like beard and
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sunglasses); (ii) we propose to use the same clothing appearance descriptor of the
re-identification system at hand, instead of ad hoc features, and develop a method
that can be implemented using most of the existing descriptors; (iii) we do not focus on a predetermined set of attributes, but propose to choose them by taking into
account the characteristics of the appearance descriptor at hand.
We exploit the fact that most of the existing re-identification methods use multiple part-multiple component descriptors, i.e., they subdivide the body into parts, and
represent each of them as a set of different components. Our Multiple Component
Dissimilarity (MCD) framework [14] can then be used to convert any descriptor of
this kind into a dissimilarity-based one, i.e., a fixed-length vector made up of dissimilarity values between a given body part and a set of visual prototypes that encode
specific characteristics of that part. This allows us to devise a simple implementation of people search with textual queries. First, a set of basic attributes related to
clothing appearance is identified, that can be detected by the original descriptor at
hand (e.g., the colour and the texture of upper and lower garments, the presence of
short or long sleeves, etc.); then, a detector for each attribute is built as a binary
classifier, whose input features consist of a dissimilarity vector. In our method, each
attribute corresponds to what we call a textual “basic query”. We also propose a
method for processing complex queries, obtained by combining basic ones through
Boolean operators.
We summarise the MCD framework in Sect. 2, describe our approach for implementing people search with textual queries in Sect. 3, and experimentally evaluate
it in Sect. 4 on a benchmark data set for person re-identification.

2 Dissimilarity-based appearance descriptors
Person re-identification is basically a matching problem: it consists of ranking a set
of template images with respect to their similarity to the query image, computed as
a match score. In [16] we pointed out that the descriptors used by most appearancebased re-identification methods share the high-level characteristic of adopting a multiple part-multiple component representation: they subdivide the human body into
parts, and represent each part as a bag (set) of low-level local features, like random
patches and SIFT points. This suggested us an analogy with the kind of descriptor proposed in the Multiple Component Learning (MCL) framework of [5] for the
different task of object detection. In MCL, an object X (e.g., a pedestrian) is represented as an ordered sequence of m parts:
X = [X1 , . . . , Xm ] .

(1)

Each part Xi is defined as an unordered set of components, that are represented as
local feature vectors in a feature space Xi :
Xi = {xi1 , xi2 , . . .}, xi j ∈ Xi , i = 1, . . . , m .

(2)

4

Riccardo Satta, Federico Pala, Giorgio Fumera, and Fabio Roli

An object detector is then constructed by combining the part detectors, that are
implemented as classifiers constructed using the Multiple Instance Learning (MIL)
paradigm [4], according to the corresponding multiple component representation.
Such a high-level analogy with MCL descriptors inspired us the Multiple Component Matching (MCM) framework, for constructing multiple part-multiple component descriptors for re-identification (matching) problems. MCM is based on the
same representation as MCL, summarised above. It is also capable to frame the existing descriptors [16], including the ones that do not subdivide the body into parts,
that correspond to m = 1 in Eqs. (1) and (2), and/or use global features instead of
local ones, which amounts to defining each part in Eq. (2) as a singleton, Xi = {xi1 }.
We then developed the Multiple Component Dissimilarity (MCD) framework,
which allows one to convert any MCM descriptor into a dissimilarity-based one
[14]. The MCD framework, which is summarised in the rest of this section, was
originally proposed for speeding up the matching step in re-identification systems,
enabling real-time applications [14]. Existing descriptors are indeed rather complex,
and require a relatively high matching time, while MCD descriptors are simple,
fixed-length vectors of real numbers. We subsequently found that MCD exhibits
other advantages; among them, it enables a general implementation of people search
with textual queries.
The main idea underlying MCD stems from the dissimilarity representation for
pattern recognition [12]. It was originally proposed to deal with problems in which
a feature vector representation is not available or is not easy to obtain, while it is
possible to define a dissimilarity measure between pairs of samples (e.g., object
images). A sample can thus be represented as a fixed-size vector X = [x1 , x2 , . . .],
whose components xi ∈ R are dissimilarity values to a predefined set of “prototype” objects {P1 , P2 , . . .}. Prototypes are chosen depending on the task at hand,
e.g., by clustering, by techniques derived from feature selection approaches, or even
randomly [12]. In MCD we adapted the dissimilarity paradigm to multiple partmultiple component descriptors, as explained below. The main difference with the
original dissimilarity representation is that the visual prototypes of MCD refer to local characteristics of each body part, instead of the whole individual. In particular,
each prototype is defined as a set of components, according to the underlying MCM
representation.
From any MCM descriptor, summarised by Eqs. (1) and (2), an MCD descriptor
can be obtained as follows (we refer the reader to [14] for further details):
1. For each body part, a set of visual prototypes that are representative of low-level,
local visual characteristics (e.g., a certain distribution of colours in the torso) is
constructed.
2. A dissimilarity measure between a body part and any prototype of the same part
is defined.
3. Given the image of an individual, each of its parts is represented as a vector of
dissimilarity values to the corresponding prototypes, and the resulting vectors are
concatenated into an ordered dissimilarity vector representing the whole individual.
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Fig. 1 Outline of the procedure for prototype construction in the MCD framework (taken from
[14]). In this example, a body subdivision into two parts is considered: upper body (green) and
legs (red). (a) A gallery of three individuals, each one represented as two sets of components,
shown here as coloured dots. (b) All the components of the same part are merged. (c) The obtained
sets of component are clustered, and each cluster is taken as a prototype of the corresponding body
part.

Step 1. The visual prototypes are obtained from a given gallery of images of n
individuals, G = {X1 , . . . , Xn }, as follows. For each body part i = 1, . . . , m:
1. The feature
vectors X j,i of the i-th part of each image X j ∈ G are merged into a
S
set Xi0 = nj=1 X j,i ;
2. Xi0 is clustered; we denote the resulting set of clusters as Pi = [Pi1 , Pi2 , . . .].
3. Each cluster Pik is finally taken as a distinct prototype.
This leads to an ordered sequence of a predefined number of prototypes for each
part, where each prototype Pik is an unordered set of components (feature vectors)
itself:
Pik = {pik1 , pik2 , . . .}, pikl ∈ Xi .
(3)
Each prototype is thus a set of visually similar image components, which can belong
to different individuals of the considered gallery. As a particular case, a prototype
Pik can be made up of a single component (e.g., when the corresponding cluster
contains a single sample, or if a single component is used in place of the whole
cluster for reducing the computational complexity). Fig. 1 summarises the prototype
construction procedure.
Step 2. A dissimilarity measure Di (Xi , Pik ) between a body part Xi and any prototype of the same part Pik has to be defined. Note that it has to be a distance measure
between sets, and thus it is in turn defined in terms of some distance measure between components, di (xi j , pikl ), xi j , pikl ∈ Xi . For instance, in [14] we used the K-th
Hausdorff Distance, due to its robustness to outliers.
Step 3. A dissimilarity descriptor XD can be computed from any given MCM
descriptor X, by concatenating the m dissimilarity vectors obtained from each part:
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D
XD = [XD
1 , . . . , Xm ], Xi = [Di (Xi , Pi,1 ), Di (Xi , Pi,2 ), . . .], i = 1, . . . , m .

(4)

3 A general method for implementing people search with textual
queries
Here we present a simple and general approach to implement people search using
textual queries related to clothing appearance attributes, using MCD descriptors.
Our approach is intended as an extension of any given re-identification method that
uses images as queries, and uses a multiple part-multiple component representation
of clothing appearance. It can be summarised as follows:
1. Given any multiple part-multiple component descriptor, the first step consists
of identifying a set of “basic” attributes it can detect, related to visual clothing
characteristics. We denote the chosen attributes as {a1 , a2 , . . .}.
2. A detector fi is built for each attribute ai , using as input the MCD version XD
(Eq. 4) of the descriptor at hand.
3. Each attribute ai is associated to an “atomic” textual query qi related to the corresponding visual characteristic. We call them basic queries. Complex queries can
then be constructed by combining basic ones with Boolean operators, and have
to be processed by suitably fusing the outputs of individual detectors.
We now discuss the three points above.
Identifying the set of attributes. The attributes have to be defined taking into account the basic characteristics of clothing appearance that the descriptor at hand
should be capable to detect. To this aim, each predefined body part (if more than
one) can also be considered separately. For instance, if the descriptor subdivides
the body into upper (torso and arms) and lower (legs) parts, and uses only colour
features (e.g., the HSV colour histogram), it could enable the detection of attributes
related to the colours of torso/arms, and to the colours of legs, like “blue trousers or
skirt”, “red upper garment with long sleeves”, “upper garment with short sleeves”
and “shorts trousers or skirt”. Note that the two latter attributes could be detected
by the presence of skin colour. More refined body part subdivisions can enable the
definition of less coarse attributes. For instance, if the descriptor separates the arms
from the torso, distinct attributes related to their colours can be considered. This
may allow one to retrieve, e.g., images of individuals wearing a black jacket over a
white shirt, by combining the corresponding basic queries (see below).
Note that the definition of attributes cannot be an automated process, but should
involve human judgement. It is indeed necessary to identify which characteristics
can be reasonably detected using the descriptor at hand, taking also into account the
kind of images/videos of the target application scenario. For instance, the presence
of eyeglasses is not likely to be detected by descriptors that do not consider the head
as a distinct body part, or if the image resolution is too low. Note finally that, if a
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Fig. 2 Example of the image patches (components of a MCD descriptor) corresponding to different
prototypes, obtained from the upper body parts of images of individuals taken from the VIPER data
set (see Sect. 4).

supervised procedure is used for implementing detectors (see below), a set of images
of individuals exhibiting each attribute of interest must be collected and labelled.
Implementation of detectors. In principle, the implementation of the detector for
a given attribute depends also on the kind of the input descriptor. In fact, ad-hoc detectors were considered in [18, 17]. The MCD framework suggests us an approach
independent on the specific descriptor, instead. Our intuition is that the clothing
characteristics that can be detected by using a given appearance descriptor, according to its low-level features and its body subdivision into parts, can be encoded
by one or more visual prototypes. For instance, Fig. 2 shows image patches extracted from the upper body parts of individuals taken from the data set described in
Sect. 4, using the MCD implementation of [14]. Each patch is taken from a different
prototype, and corresponds to the component closest to the corresponding cluster
centroid. If components are represented using colour features, images of individuals wearing a red upper garment can be expected to exhibit a high similarity to
prototypes P8 , P10 , and perhaps P4 , and a lower similarity to the other ones. Similarly, images of individuals wearing a white upper garment should exhibit a high
similarity to P3 , and, if some parts of the garment are in shade, also to P6 and P5 .
This suggests that the MCD descriptor XD of Eq. (4) can be conveniently exploited
as the input feature vector of attribute detectors, independently on the underlying
appearance descriptor.
Since people search with textual queries is a retrieval/ranking problem, as well as
re-identification with image queries, we want the result of a query to be an ordered
sequence of images, ranked with respect to their relevance, i.e., to the likelihood that
the corresponding attribute (or combination of attributes) is present. Accordingly,
detectors should output a real-valued score rather than a crisp decision, i.e., they
should be implemented as functions fi : XD 7→ R. If a crisp decision is needed, a
threshold can be set according to a suitable, application-dependent criterion; e.g.,
one can set a threshold the detector score fi (XD ), or choose to retrieve only the
top-N images according to their scores, for a given N.
The problem of implementing a detector for a given attribute can be seen as a supervised, binary classification problem, which consists of recognising whether the
corresponding attribute is present or not in an input image, similarly to [10, 11].
The training set can be obtained from a gallery of images of individuals, labelled
according to the presence or absence of the considered attribute. Any classification
algorithm that outputs real-values scores can be used in principle, like support vec-
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tor machines and neural networks. In particular, since the MCD descriptor XD is
a fixed-size vector of scalars, it can be easily used as the feature vector of such a
classification problem. This amounts to performing classification in a dissimilarity
space, which allows one to exploit specific techniques developed for this purpose
[13, 12].
Note finally that, since each basic query qi can be related to a subset of body parts,
only the corresponding components of the MCD dissimilarity vector of Eq. (4) can
be used as the input of the corresponding detector fi . For instance, consider a body
subdivision into upper (torso and arms) and lower (legs) parts. The corresponding
D
MCD descriptor is made up of two components, XD = [XD
1 , X2 ]. Assuming that
D
X1 corresponds to the upper body, clearly it does not carry any information about
an attribute like “red trousers/skirt”. The corresponding detector can thus be implemented using XD
2 only as input features.
Processing basic and complex queries. The answer to each basic query qi is obtained by running the corresponding detector fi through all the images at hand,
and returning the list of images ranked according to the detectors’ scores. Complex
queries can be formulated by combining any subset of basic ones with Boolean operators. For instance, if q1 , q2 and q3 denote respectively the attributes “red upper
garment”, “blue trousers/skirt” and “black trousers/skirt”, then the query “individual
wearing blue or black trousers or skirt, and a red upper garment”, is encoded by
Q = q1 ∧ (q2 ∨ q3 ) .

(5)

Processing a complex query is not straightforward, instead. Two main approaches
can be followed, based on interpreting the semantic of queries either using classical
logic or fuzzy logic.
Classical logic approach. For any given input image, the answer to each basic
query, and thus of any complex query Q, is defined to be a crisp, Boolean value
(either True or False). To this aim, the score of soft detectors of each basic query qi
in Q must be converted into Boolean values (see below). Let us denote as Ii the set of
images of individuals for which the answer to qi is “True”. The answer to Q is then
obtained by combining the sets of images Ii retrieved by each qi in Q, through the
set operators corresponding to the logic operators in Q. For instance, in the above
example the answer to the complex query (5) would be obtained as
I1 ∩ (I2 ∪ I3 ) .

(6)

To convert the score fi (·) of a soft detector into a Boolean value, one could set a
threshold ti ∈ R, so that the attribute ai is deemed present in the input image, if the
score exceeds the threshold (i.e., qi =True, if fi (·) ≥ ti ), and is deemed absent otherwise. The value of the threshold ti can be set, for instance, according to a desired
precision-recall trade-off. Alternatively, one can choose to retrieve only the top-N
ranked images according to their scores, for a given N. The most suitable criterion
is obviously application-dependent.
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Fuzzy logic approach. The score fi (·) produced for each basic query qi can be
considered as a fuzzy truth value (provided it is properly rescaled into [0, 1]), corresponding to the statement that the individual in the input image exhibits the attribute
ai . In other words, the detector can be seen as implementing the fuzzy membership
function for such a statement. Accordingly, the answer to a complex query is obtained by combining the score values of basic queries with fuzzy logic operators,
and by returning the list of input images ranked according to the resulting combined
score. For instance, if the fuzzy-AND and fuzzy-OR are implemented respectively
with the minimum and maximum operators, the score of an input image for the
complex query (5) is obtained as
min{ f1 (·), max{ f2 (·), f3 (·)}} .

(7)

4 Experimental evaluation
In this section we propose a possible implementation of our people search approach,
and empirically evaluate it on a benchmark data set for person re-identification.

4.1 Implementation
Appearance descriptors. We considered two different descriptors previously proposed for person re-identification tasks. The first one is SDALF [2]. It subdivides
body into torso and legs, and represents each part with three local features: an
HSV colour histogram, the “Maximally Stable Colour Regions”, and the “Recurrent
Highly Structured Patches”. We used the first two features, that are related to colour
information. The second one is the descriptor we proposed in [16]. It subdivides the
body as in SDALF, and represents each part with the HSV colour histograms of a
bag of 80 image patches, randomly extracted. We also used a variant in which the
body is subdivided into nine parts using a pictorial structure [1]: the torso and the
upper and lower part of every limb. We obtained a MCD descriptor from each of
the above multiple part-multiple component descriptors, as explained in Sect. 2. We
will denote them respectively by MCD2 , MCD1 and MCD3 .
To construct a MCD descriptor, prototypes have to be extracted first, from a given
image gallery of individuals. This can be made in two different ways, depending
on the application scenario. In a scenario like the off-line, forensic analysis of a
fixed data set of images (or videos), all the images are available beforehand. In this
case, prototypes can be conveniently extracted from all such images (we remind the
reader that this step is totally unsupervised, and thus does not require any manual
labelling). In other scenarios where the images/videos are not available beforehand,
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prototypes must be extracted off-line from a design gallery, and can then be used
to compute the dissimilarity representations of the images of individuals at operation phase. In this case, the retrieval performance of the proposed method may be
affected by the representativeness of the design gallery with respect to images processed at operation phase. We chose to carry out our experiments under the latter
scenario, which is the most challenging one. Nevertheless, the experimental evidences reported in [14] suggest that, if a design gallery containing a wide range
of different clothing characteristics is used, prototypes can be representative of different images. Since we subdivided the considered data set into a training set, to
construct attribute detectors, and a testing set, to evaluate the performance of detectors (see below), prototypes were extracted from training images. We used to this
aim the two stage clustering procedure of [14]. Note that in MCD2 , two different
sets of prototypes were created, one for each kind of local features. We used the
K-th Hausdorff distance for computing dissimilarities, with K = 10.
Data set. We used the VIPER data set [8], which is one of the benchmarks for
re-identification tasks. It is made up of 1264 images of 632 pedestrians, exhibiting
different lighting conditions and pose variations (see the examples in Fig. 3). For
each pedestrian, two images taken from two different cameras with non-overlapping
views are present. The image size is 48 × 128 pixels.
Attributes choice. All the above descriptors enable queries related to clothing
colour. In particular, MCD1 and MCD2 enable queries related to upper or lower
body, like “individual wearing a white upper garment”. MCD3 should also enable
more specific queries, like “short sleeves”, since the corresponding attribute could
be detected by the presence of skin-like colour in lower arms. Accordingly, we identified fifteen attributes corresponding to clothing characteristics that can be detected
by the above descriptors, and are also present in at least 5% images of the whole
VIPER data set, so that it was possible to build a training set for implementing the
corresponding detector. The chosen attributes are related to the colours of the upper
and lower body parts, and to the presence of short sleeves/trousers/skirts. They are
reported in Table 1, where the corresponding number of positive samples is shown
between brackets.
We then manually tagged all VIPER images for each of the considered attributes,
using the following criteria. We labelled an image as positive for attributes related
to a colour of upper and lower clothing, if that colour appeared approximately in at
least one-third of the considered body part. In the case of short sleeves/trousers/skirt,
a positive label was given if at least half of the limb was visible. Note that for some
images the colour of the upper or lower body garments, or the presence of short
sleeves or short trousers/skirts, was not clear, due for instance to low image quality,
occlusions, or shadows. We discarded these images both from training and testing
samples. This is the reason why the number of labelled samples reported in Table 1
for each attribute is lower than the size of the VIPER data set. We point out that this
is a correct procedure for training samples, while in a real application such kind of
images may appear among testing ones. In Fig. 3 we show one positive sample for
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Table 1 The fifteen attributes considered in our experiments, related to upper body (top nine rows),
and lower body (last six rows). #positive denotes the number of images labelled as exhibiting the
corresponding attribute; #labelled denotes the overall number of images labelled either as positive or negative (ambiguous images were discarded). The three right-most columns report the
break-even point (BEP) of the precision-recall curves attained on testing images by the considered
descriptors, averaged over the ten runs of the experiments. For each attribute, the highest BEP over
the three descriptors is shown in bold.
Attributes (#positive/#labelled) MCD1 MCD2 MCD3
red upper garment (73/904)
blue upper garment (84/904)
pink upper garment (42/904)
white upper garment (277/904)
black upper garment (298/904)
green upper garment (72/904)
grey upper garment (70/904)
brown upper garment (71/904)
short sleeves (382/1190)
blue trousers/skirt (568/978)
white trousers/skirt (112/978)
black trousers/skirt (178/978)
grey trousers/skirt (52/978)
brown trousers/skirt (40/978)
short trousers/skirt (129/1197)

0.69
0.48
0.50
0.71
0.73
0.57
0.38
0.46
0.54
0.87
0.68
0.68
0.30
0.62
0.33

0.66
0.42
0.51
0.73
0.68
0.49
0.30
0.37
0.51
0.85
0.58
0.64
0.18
0.33
0.41

0.62
0.48
0.44
0.77
0.74
0.59
0.28
0.38
0.60
0.90
0.63
0.75
0.29
0.49
0.58

each attribute, and some of the discarded images. All the tagged VIPER images are
available in our Web site.1
Experimental setup. For each attribute, we randomly subdivided the images of
the VIPER data set into a training set and a testing set of identical size. We used
stratified sampling, so that the same number of positive samples were present in the
training and testing set. We then extracted the prototypes from training images. Different numbers of prototypes were considered, ranging from 5 to 300. The results
reported in the following refer to 200 prototypes for MCD1 , and 100 prototypes for
MCD2 and MCD3 . We will discuss later how the performance of our method is affected by the number of prototypes. The detector of each attribute was implemented
using a two-class support vector machine (SVM) classifier with radial basis function (RBF) kernel. We used the LIBSVM software [3] for training SVMs. We set
the C parameter of the learning algorithm to the LIBSVM default value, and the γ
parameter of the RBF kernel to 100. Since for most attributes negative samples considerably outnumbered positive ones, we set the misclassification cost of the latter
ten times higher than the former. We then evaluated the performance of each detector on testing images. We repeated this procedure ten times. In the following, we
report the average results over the ten runs. Since people search is a retrieval task, we
used the precision-recall (P-R) curve to evaluate the performance of each detector
(i.e., the retrieval performance for each basic query). It was computed by threshold1

http://prag.diee.unica.it/pra/research/reidentification/dataset/viper-tagged
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Fig. 3 Examples of images taken from the VIPER data set. (a)–(d): positive examples for attributes
related to (a) upper body clothing colours (from left to right: red, blue, pink, white, black, green,
grey and brown upper garment); (b) lower body clothing colours (blue, white, black, grey, brown
trousers/skirt); (c) short sleeves; (d) short trousers/skirt. (e) Examples of ambiguous images discarded from the data set because of occlusions, shadows or low quality.

ing the detectors’ (SVM) outputs. We also considered some complex queries, and
processed them using the fuzzy logic approach described in Sect. 3.

4.2 Experimental results
For each of the considered attributes, in Fig. 4 we show one example of a clearly
related prototype (obtained with MCD1 ). This example supports our intuition that
prototypes extracted by MCD can also encode high-level visual characteristics of
clothing appearance, even though their extraction is totally unsupervised.
The P-R curves of each basic query, for the three considered descriptors, are reported in Figs. 5 and 6. Table 1 also shows the average break-even point (BEP) of
each curve, which is the point where precision equals recall. An example of the
ten top-ranked images for five out of the fifteen basic queries is shown in Fig. 7.
The retrieval performance depends on the attribute, and on the underlying appearance descriptor that was used to build the MCD descriptor. In general, better performances were attained for attributes with a larger number of positive examples
(which is reported in Table 1). For instance, a BEP of about 0.5 was attained for the
“blue upper garment” attribute, which has 84 positive samples, while a BEP between
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Fig. 4 Examples of prototypes obtained using the MCD1 descriptor. Each one can be related to one
of the considered attributes. From top to bottom, and from left to right: red, blue, pink, white, black,
green, grey and brown upper garment (prototypes obtained from the upper body); blue, white,
black, grey, brown trousers/skirt (lower body); short sleeves (upper body), short trousers/skirt
(lower body).

0.85 and 0.90 (depending on the descriptor) was attained for “blue trousers/skirt”,
which has 568 positive samples. The retrieval performance for “red upper garment”
was very good instead, even though the positive samples were only 79. The reason is that the red colour is well separated from the other ones in the HSV space,
which is used by all the considered descriptors (note that we did not consider the
“red trousers/skirt” attribute, since only a few positive samples were available in
the VIPER data set). The performance was rather low for attributes related to grey,
brown and pink colours (except for brown trousers/skirt, when MCD2 was used),
not only because of the small number of positive samples, but also because these
colours are not well discriminated by the HSV space.
Consider now the attributes “short sleeves” and “short trousers/skirt”, whose detection relies on skin colour in arms or legs. As pointed out in Sect. 3, MCD3 was
likely to attain the best performance on such attributes, due to its more refined body
subdivision. This is confirmed by the corresponding P-R curves (see the last two
plots of Fig 6). Moreover, the part detection technique used by both MCD1 and
MCD2 (see [2]) turns out to produce a better quality mask for the upper body than
for the lower body, and this is the reason why a higher performance is attained by
MCD1 and MCD2 for “short sleeves” than for “short trousers/skirt”.
We also considered some examples of complex queries. Here we report some
results for “white upper garment and blue trousers/skirt”, and “white upper garment
and short sleeves”. We processed them using the fuzzy logic approach, and thus
computed for both queries the minimum of the score provided by the detectors of
the two embedded basic queries. The ten images exhibiting the highest combined
score are shown in Fig. 8. Although these results are very limited, they provide some
evidence that a fuzzy logic approach can be a convenient one to process complex
queries, as it does not require one to set any parameter, like the thresholds mentioned
in Sect. 3 for the classical logic approach.
We finally evaluated how the retrieval performance is affected by the number of
prototypes. We observed that the performance initially grows as the number of prototypes increases, then reaches a nearly stable value. Such a value was around 100
for MCD1 and MCD3 , and 200 for MCD1 , with small variations depending on the
basic query. This behaviour can be easily explained: once the number of prototypes
is large enough that most of the distinctive visual characteristics are captured by
different clusters, increasing the number of prototypes has only the effect of split-
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ting some of the previous clusters into two or more similar ones. Consequently, no
additional information is encoded by new prototypes. On the contrary, a too high
number of prototypes may increase the risk of over-fitting, when dissimilarity vectors are used as features of classification algorithms.

5 Conclusions
We proposed a general method for implementing a people search functionality with
textual queries related to clothing appearance attributes, using any multiple partmultiple component descriptor. Such a kind of descriptor is used by most existing person re-identification techniques. This allows our method to be exploited for
adding to a given re-identification system a search functionality based on textual
queries, without using ad hoc features for attribute detection. This is particularly
advantageous when the descriptors of images of individuals are already available
(e.g., in real-time re-identification systems, where they are computed online during
system operation): in this case, the input features of attribute detectors need not to
be computed separately as in the case of ad hoc features [18, 17, 10, 11], thus reducing computational requirements. On the other hand, the attributes that can be
detected using our method are constrained by the image descriptor used by the reidentification system at hand; in particular, they depend on the kind of low-level
local features that encode each image component, and on the body part subdivision.
An interesting direction for further research is extending our approach to video
sequences. To this aim one could exploit the pedestrian detection and tracking functionalities, which should be deployed as part of a person re-identification system,
in addition to image descriptors. In this case, a bag of dissimilarity vectors coming
from different frames is available for each tracked individual, instead of a single
one. To exploit the additional information (e.g., different viewpoints of the body
appearance), a Multiple Instance Learning approach [4] could be used for building
detectors, where each frame corresponds to a single instance of the clothing appearance of an individual.
Another interesting development is adding a semantic interpretation step at the
beginning of the pipeline, for interpreting a textual description of the individual
of interest given in natural language, and automatically encoding it into a Boolean
combination of the available basic queries. To this aim, Natural Language Processing (NLP) techniques [9] could be exploited. These techniques perform well when
the application domain and the word ambiguities are limited, as in the case of clothing appearance attributes. People search systems would benefit from this functionality, under the viewpoint of user experience and usability.
Finally, the proposed technique could be conveniently exploited also for developing detectors for attribute-based person re-identification methods like [11, 10],
where attributes are used in place of, or in addition to, low-level features and descriptors of clothing appearance.
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Fig. 5 Average P-R curves for the eight basic queries related to the clothing colours of the upper
body, for the three descriptors considered.
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Fig. 6 Average P-R curves for the five basic queries related to the clothing colours of the lower
body (top five plots), and to short sleeves and short trousers/skirts, for the three descriptors considered.
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Fig. 7 The top ten images retrieved by MCD2 , for the queries “red upper garment” (a), “pink upper
garment” (b), “white upper garment” (c), “green upper garment” (d) and “white trousers/skirt” (e),
sorted from left to right for decreasing values of the score provided by the corresponding detectors.
Non-relevant images are highlighted in red.
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Fig. 8 The top ten images retrieved by MCD3 , for the queries “white upper garment and blue
trousers/skirt” (a) and “white upper garment and short sleeves” (b). The images are sorted from
left to right, for decreasing values of the score computed using a fuzzy logic approach, as the
minimum of the scores produced by the detectors of the basic queries. Non-relevant images are
highlighted in red.

